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Abstract: Signature-based IDS is becoming more difficult due to the ever-increasing amount of encrypted network traffic.
Hence, the demand for interpretable and lightweight intrusion detection techniques becomes essential. In this paper, we
propose Graph-Temporal Adaptive Intrusion Detection-Non-Parametric (GTAID-NP), which is a novel graph-temporal
framework that exploits degree-based graph structure, temporal periodicity extracted using Fast Fourier Transform, and
non-parametric log-odds estimation. We evaluate our proposed model on the BCCC-DarkNet-2025 benchmark dataset
that contains 22,795 flow records, among which 6,317 are encrypted and 16,478 are not encrypted, which are expressed
by 427 features. An extensive ablation study on 192 experiment setups was done to analyze the influence of bin granularity,
total-variation smoothing, feature selection strategy, top-K feature selection threshold, graph augmentation, temporal
periodicity extraction, and leakage-guard correction based on an 80:20 stratified train-test split. Among all experimental
setups, the best setup achieves an AUC of 0.878. The results suggest that fine granular binning, weak smoothing, and
joint consideration of graph-structure and temporal properties contribute to better detection performance. We also conduct
robustness evaluation of GTAID-NP through five different random seed runs, which achieve a mean AUC of 0.9074 +
0.0036, showing the stable performance of GTAID-NP on various train/test splits. While the ensemble methods
outperform our model on the benchmark score, GTAID-NP can be regarded as a transparent and lightweight approach
for intrusion detection on encrypted traffic. Future research works include adversarial robustness, federated inference,
and adaptive online learning.

Index Terms: Encrypted Traffic Analysis, Intrusion Detection Systems, Graph-Temporal Modelling, Non-Parametric
Learning, Network Traffic Analysis, Cybersecurity Analytics
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GTAID-NP: A Bin-wise Log-Odds Framework with Graph and FFT Features for Encrypted Traffic Anomaly Detection

1. Introduction

1.1. Motivation and Background

Modern computer networks are facing an increasingly sophisticated and rapidly evolving cyber threat landscape,
characterized by highly automated attacks, multi-stage intrusion campaigns, and the expanding attack surface introduced
by Internet of Things (IoT) devices and virtualized infrastructures. These developments have significantly reduced the
effectiveness of traditional signature-based intrusion detection and conventional defense mechanisms, which often
struggle to identify previously unseen or encrypted attack patterns [1-4]. Signature-based intrusion detection systems
(IDS) are capable of catching known patterns but, on the other hand, cannot recognize zero-day or changing attacks, and
they also provide poor performance in dynamic and heterogeneous environments [5-7]. Deep learning and machine
learning methods enhance generalization but at the same time require significant computational power, are not easy to
interpret, are sensitive to imbalanced data, and have limited real-time adaptability—these problems have thus resulted in
the need for lightweight, interpretable, and adaptive IDS designs as well as hybrid and federated approaches [8-17].

Despite the advancements made in intrusion detection systems, existing approaches still do not provide a unified
framework capable of simultaneously capturing graph-based communication dependencies, temporal periodicity patterns,
and non-parametric probabilistic learning without relying on strong parametric assumptions. Furthermore, prior studies
have rarely conducted systematic ablation analyses to quantify the effects of structural design choices, feature subsets,
graph augmentation, temporal periodicity extraction, and smoothing mechanisms. Consequently, the present work
introduces GTAID-NP, a lightweight graph-temporal intrusion detection framework that combines degree-based graph
descriptors, FFT-derived periodicity features, and a non-parametric bin-wise log-odds learning mechanism. The proposed
framework is further supported by a comprehensive 192-configuration ablation study covering binning strategies, feature-
selection modes, Top-K thresholds, graph augmentation, temporal periodicity extraction, leakage-guard correction, and
smoothing parameters, together with comparative evaluation against Logistic Regression and Random Forest baselines.
In addition, precision-oriented performance analysis, heatmap visualization, and parameter-sensitivity investigations are
conducted to provide a detailed assessment of model behaviour and robustness.

2. Literature Review

The academic research regarding intrusion detection has made progress in various complementary directions: highly
skilled machine-learning ensembles, deep-learning architectures, graph-based representations, temporal/spectral
modeling, and hybrid or federated frameworks. The popularity of ensemble and tree-based learners (for example, Random
Forest and XGBoost) continues mainly because of their robustness and relatively straightforward feature interpretability,
but still their reliance on handcrafted features and historical patterns will limit detection of new, changing threats and thus
expose them to feature leakage and overfitting [18-20]. Deep models like CNN, RNN/LSTM, GRU, and various
transformers as well as generative methods including GANs, BiGAN, and denoising AEs provide efficient automatic
feature extraction and class-imbalance handling through synthetic data, but at the cost of high computational requirements,
lack of transparency, and limited evidence of real-time, edge-level deployment [8,14,21,22].

Graph-centric methods (GNNs, GCN, GraphSAGE, Node2Vec, and hypergraph methods) have a distinct advantage
in explicitly capturing relational patterns in flows and hosts and are seen to be very capable of detecting relational
anomalies; however, they usually require large labeled graphs, extensive preprocessing, and significant compute power,
making them difficult to apply in resource-constrained or rapidly changing operational environments [23-25]. Temporal
and spectral methods, consisting of LSTM/GRU sequence models and FFT-derived periodicity features, are able to
uncover sequential and low-frequency attack patterns effectively. However, their combination with graph/topological
approaches in lightweight, explainable pipelines has been rare. These innovations, involving federated, hybrid, and
distributed architectures, have managed to overcome privacy and scalability issues at the cost of introducing engineering
complexity and data heterogeneity challenges, which remain major barriers to widespread adoption [19,26,27].
Explainability techniques (SHAP, LIME, attention attribution) are still not applied routinely in graph—temporal IDS,
thereby reducing trust in operations and making it difficult to triage incidents [25,28].

Recent studies on encrypted-traffic intrusion detection have been increasingly moving from payload inspection to
behavioral analysis of observable communication characteristics. One major line of work is flow-level metadata features
like packet sizes, flow duration, packet counts, and inter-arrival times which are available even with payload encryption
and can expose traffic anomalies via statistical and behavioural patterns [34,35]. Another popular approach is to use TLS
fingerprinting techniques such as JA3 and JA3S that characterize client and server behavior based on information
collected from TLS handshake messages. These techniques enable early traffic classification and malware detection;
however, their effectiveness can be affected by the evolution of privacy-preserving techniques such as Encrypted
ClientHello (ECH) that reduces the visibility of fingerprints [36,37]. In the more recent past, lightweight temporal and
statistical models have been proposed to trade off detection performance and computational efficiency by exploiting
timing patterns, flow statistics and attention-based feature representations without the need for full payload access [38-
40]. Although these approaches have shown promising results, most of them are based on protocol-level fingerprints, flow
statistics or temporal characteristics without taking into account all those together. The joint exploitation of
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communication topology and temporal behavioural dynamics in a lightweight and interpretable framework is
comparatively underexplored.

There has been progress through metadata-based analysis, TLS fingerprinting, temporal modelling and deep-learning
approaches; however, there are several limitations. Flow-level metadata techniques typically analyze network flows
individually and may not be able to identify the relational context between communicating hosts, therefore reducing their
performance against coordinated or multi-stage attacks [34,35]. TLS fingerprinting techniques such as JA3 and JA3S
provide valuable indicators at the protocol level, but they are susceptible to the evolution of encryption standards and
privacy-enhancing technologies that reduce the visibility of fingerprints [36,37]. Lightweight temporal models can learn
the sequential traffic behavior efficiently. However, they tend to learn only the isolated flow dynamics and do not
explicitly model the communication relationships among multiple endpoints [38,39]. Deep-learning architectures, such
as CNNs, Transformers, and graph neural networks, have shown good detection performance but generally demand
substantial computational resources, large training datasets, and often offer limited interpretability for operational security
analysis [35,38,40]. Therefore, there is a demand for intrusion detection frameworks that utilize both communication
topology and temporal behavioral characteristics, while maintaining computational efficiency, interpretability, and
applicability to real-time encrypted traffic analysis. These observations have pointed to clear research gaps: (i) the need
for methods that combine topological and temporal (including spectral) signals without the need for full GNN pipelines
or huge labeled graphs; (ii) lightweight, non-parametric probabilistic estimators that do not fall prey to feature leakage
and overfitting; (iii) systematic evaluation including a wide range of hyperparameters and focusing on precision-oriented
metrics; and (iv) stronger integration of explainability and real-world edge/IoT validations. The design of GTAID-NP
tackles these gaps. It uses simple degree-based graph statistics, periodicity features from FFT, bin-wise non-parametric
log-odds estimation with leakage guards, and a large ablation protocol. So, it aims at interpretable, resource-effective
intrusion detection [5, 29, 30]. In addition, existing studies often do not explicitly discuss assumptions regarding flow
independence and timestamp precision, despite their importance for temporal behavioural modelling and encrypted-traffic
analysis.

Table 1 summarizes the principal intrusion detection paradigms discussed in the literature, highlighting their
representative strengths, limitations, and key references.

Table 1. Overview of Intrusion Detection Methodologies with Strengths and Limitations

Approach & Key References

Strengths

Limitations & Open Gaps

Traditional ML / Ensembles (RF,
XGBoost) [18-20]

Fast training; robust ensembles; interpretable
features

Struggle with zero-day attacks; feature
leakage; need for manual feature
engineering

Deep Learning (CNN, LSTM,
Transformers, GANs) [8, 14, 21,
22]

Automatic feature extraction; strong
temporal/spatial modelling; supports synthetic
augmentation

High computational cost; overfitting on
imbalanced datasets; low explainability;
deployment latency

Graph-Based Methods (GNN,
GCN, GraphSAGE, Node2Vec)
[23-25]

Captures relational and structural flow
dependencies; detects cluster/path anomalies

Requires heavy preprocessing; depends on
large labelled graphs; unstable training; high
runtime overhead

Hybrid / Federated IDS [19, 26,
27]

Improved adaptability; privacy-preserving;
distributed detection

Complex engineering; heterogeneous data
alignment issues; high operational overhead

Temporal / Spectral Modeling
(RNNs, FFT) [31, 32]

Effective for sequential and low-frequency
anomaly detection; captures beaconing patterns

Rarely combined with graph cues; limited
lightweight implementations; may miss
structural behaviour

Flow-Level Metadata Analysis
[34, 35]

Operates without payload inspection; supports
encrypted-traffic analysis; suitable for real-time
deployment

Limited relational context; sensitive to
traffic variability; reduced effectiveness
when malicious traffic resembles benign
behaviour

TLS Fingerprinting (JA3/JA3S)
[36,37]

Enables early traffic characterization; protocol-
aware detection; lightweight implementation

Vulnerable to protocol evolution and
privacy-preserving mechanisms such as
ECH,; limited long-term robustness

Lightweight Temporal / Statistical
Models [38—40]

Captures temporal dependencies and statistical
traffic patterns with lower computational
overhead

Often ignores communication topology;
limited contextual awareness across hosts;
may require retraining across environments

3. Materials and Methods

3.1. Data Source and Study Design

The BCCC-DarkNet-2025 dataset was selected for this study as a next-generation encrypted-traffic benchmark
developed by the Behaviour-Centric Cybersecurity Centre (BCCC) at York University, Canada'. The dataset integrates
traffic samples from CIC-Darknet2020 and Darknet-Dataset-2020, providing diverse encrypted communication patterns

! https://www.yorku.ca/research/beec/ucs-technical/cybersecurity-datasets-cds/encrypted-traffic-dataset-bece-darknet-2025/
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and darknet-related behaviours suitable for intrusion detection research.

In addition, the BCCC-DarkNet-2025 dataset has a large number of different types of encrypted traffic which include
VPN, Tor, 12P, Freenet, and ZeroNet. The traffic besides being classified into different types is also provided with
annotations and metadata at the protocol level. The selected datasets for this investigation have combined characteristics
which are essential for encrypted-traffic analysis. These characteristics are: the availability of per-flow characteristics that
change over time, the use of entropy-based descriptors, and the presence of behavioural indicators that show either
obfuscated or covert communication channels.

In order to obtain the merged sources that would support each other, all the flows were reprocessed using
NTLFlowLyzer-V3, which is a standardized flow extraction and normalization tool. The methodology of the tool can be
found in [33] and provides a comprehensive solution to the unification of feature sets at both temporal, statistical, and
protocol levels. This step guarantees not only the consistency of flow segmentation but also consistency of feature
schemas in merged datasets, making it possible to use these datasets for machine-learning purposes reliably. Once the
unification was completed, the exploratory data analysis (EDA) was performed, and the outcome was thorough cleaning
and standardization of the data utilized for all modelling attempts.

The dataset thus obtained is composed of encrypted traffic at the flow level that has been anonymized and marked
as benign or malicious. A supervised learning design is used in all experiments, and each flow is regarded as an
independent observation. Stratified sampling (80:20) is applied to produce training and testing subsets that keep the same
class proportions. The processing, feature extraction, model training, and evaluation sequence follows the chronological
order defined in the subsequent subsections for supporting methodological reproducibility.

The proposed framework assumes that the individual flow records are statistically independent observations and that
the timestamp information is sufficiently precise to allow for reliable inter-arrival and periodicity analysis. These
assumptions are consistent with the flow-level construction of the BCCC-DarkNet-2025 dataset and the temporal feature
extraction process used in this study.

3.2. Preprocessing and Feature Standardization

The records of the encrypted flow in the BCCC-DarkNet-2025 dataset undergo a series of operations in a properly
organized workflow to achieve numerical stability, temporal consistency, and compatibility with non-parametric modeling.
Before training, all the transformations were applied to avoid information leakage and to have a reproducible experimental
design.

Timestamp Normalization and Inter-Arrival Computation. A common Unix-epoch representation was used to convert
all the timestamps. The inter-arrival time intervals were calculated as given in Equation 1 for each source entity, where
the timestamps were taken in pairs as (t;_q, t;). The temporal primitive resulting from Equation 1 was subsequently
utilized to derive the periodic communication patterns.

Ati = ti - ti—l! (1)

Feature Scaling. To mitigate disparities in numerical ranges and to stabilize binning operations, each numerical feature
was scaled using min-max normalization defined as

x — min(x)

*

2)

- max(x) — min(x)’
Equation 2 ensures all transformed variables lie within a uniform [0,1] interval.

Handling Missing Values. Non-finite values (NaN, +o0, and —o0) were replaced with zero to ensure numerical stability
during feature extraction and model construction. This deterministic imputation strategy preserves reproducibility without
introducing additional statistical assumptions.

Graph-Based Structural Feature Preparation. The structural features were represented by a graph directed by the
communication flow of the encrypted communication; the communication interactions were marked by the edges and the
endpoints were shown by the nodes.

A flow-count edge weight was assigned to each directed pair in order to measure the strength of communication
between two endpoints # and v. The weight is given by the formula

N
Wy = ) 1{(sT¢; = u) A (dst; = v)}, A3)
2
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where the indicator function counts how many flows start at # and end at v. This weighted representation not only conveys
the volume of the traffic but also retains the communication frequency in the graph topology.
Normalized centrality based on the degree, for each node v is expressed as follows:

d(v)

deg(v) = Wi=1

“4)

where d(v) represents the total count of neighbors, and |V] is the number of vertices. The structural feature provided in
Equation 4 is finally assigned to the corresponding flow records.

Fourier-Based Temporal Periodicity. The inter-arrival time sequence {At;, At,, ..., At,} was analyzed using the discrete
Fourier transform (DFT) primarily to reveal the periodic temporal patterns. The spectrum's magnitude is computed as:

n
z A t; e—j2nki/n
i=1

with k being the index for the discrete frequency. The major non-zero spectral magnitude is the periodicity score for each
source IP, as per the explanation given in Equation 5.

F(k) = , )

Categorical Attribute Encoding and Deduplication. To prevent dimensionality increase caused by one-hot encodings,
categorical features like protocol identifiers were changed into ordinal numbers using a non-random determined mapping.
Feature vectors that are absolutely the same—so-called duplicate rows—were extracted before splitting, in order to stop
unintentional sharing of copies with the test set.

Final Data Assembly. Following all preprocessing steps, features were consolidated into a matrix X € R™*¢ and labels
into a vector y € {0,1}™, ensuring complete alignment between structural, temporal, and normalized statistical attributes.

This standardized feature representation forms the basis for the subsequent graph-temporal feature engineering and
non-parametric modelling stages described in later sections.

3.3. Temporal Feature Engineering for Graph-Temporal Extraction Pipeline

By combining temporal features and structural communication patterns into a single feature engineering pipeline,
we captured complementary behavioural indicators in encrypted network traffic. We combined the graph-based structural
descriptors and the Fourier-derived measures of temporal periodicity described in Section 3.2 to represent communication
topology and temporal activity patterns in a common feature space.

For the temporal analysis, inter-arrival time sequences were obtained from consecutive flow timestamps according
to Equation 1. The periodicity features were extracted from the discrete Fourier transform (DFT) magnitude spectrum
shown in Equation 5. Higher spectral magnitudes indicate stronger recurring communication behavior that may be related
to automated activities such as beaconing, scheduled polling, or command-and-control coordination.

At the same time, structural information was extracted from the directed communication graph by using the weighted
edge representation defined in Equation 3. For each endpoint, the normalized degree centrality was calculated following
Equation 4. This structural descriptor measures the node’s communication activity and its topological importance in the
observed network interactions.

Existing approaches have handled temporal and structural descriptors as independent feature groups, while the
proposed framework integrates both information sources into one non-parametric representation. The resulting feature
space captures jointly communication topology, interaction intensity, and temporal periodicity without any distributional
assumptions about the underlying encrypted traffic.

The graph construction was performed using a static communication graph of the whole set of available flow records.
We did not employ any sliding-window or temporal graph segmentation strategy. The temporal periodicity features and
graph-based structural descriptors were then mapped to their matching flow records, resulting in a unified graph-temporal
feature matrix that is used as the input to the non-parametric modelling stage.

Algorithm 1 provides an overview of the entire procedure of generating graph-temporal features. The algorithm
presents the steps in building the directed graph through communication graph formation, calculating degree-based
structure features, extracting temporal features using Fourier analysis on inter-arrival time series, and then associating the
created graph and temporal features with each flow. The generated graph-temporal feature matrix will be the input to the
next non-parametric modeling phase.
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Algorithm 1 Graph—Temporal Feature Extraction Pipeline
Require: Flow records with fields: src_ip, dst ip, timestamp
Ensure: Graph-based and temporal-periodicity features
/* Graph Construction */
Group data by (src_ip,dst_ip)
for each pair (u, v) do
Compute edge weight w,,,, according to Equation 3
end for
Create a directed graph G = (V, E) with weighted edges
for each node u € V do
Compute node degree and normalized degree centrality according to Equation 4
end for
/* Temporal Feature Extraction */

9:  for each endpoint u do
10:  Sort timestamps and compute At; via Equation 1
11:  Compute DFT magnitude spectrum F(k) using Equation 5
12:  Extract the largest non-zero spectral magnitude as the periodicity score
13:  end for

/* Feature Assignment */

14:  for each flow record i do
15:  Assign graph-based structural features of the corresponding source endpoint
16:  Assign temporal periodicity score of the corresponding source endpoint
17:  end for
18: return Consolidated graph—temporal feature matrix

PRI L

As seen from Algorithm 1, the proposed graph-temporal feature engineering pipeline encompasses both the structural
communication features and temporal behavior features within a single framework. This unified graph-temporal feature
matrix is used in the non-parametric IDS that is introduced in the next section.

3.4. Non-Parametric Modelling Framework and Inference Procedure

The Graph-Temporal Adaptive Intrusion Detection framework implements a non-parametric modelling strategy in
which continuous attributes are transformed into percentile-based discrete representations. Unlike parametric classifiers,
the proposed approach does not assume any predefined probability distribution for the observed traffic characteristics.
Instead, intrusion probabilities are estimated directly from empirical feature statistics obtained from the training data.

Binning and Feature Quantization. For each numerical feature x{), percentile boundaries {e,, ey, ..., e} were
computed from the training set and used to partition the feature space into B bins. Each sample was assigned to a bin
according to

bi(f) = digitize (xi(f), {ek}’,fzo) -1, (6)

where observations smaller than the first boundary were assigned to the first bin and observations larger than the final
boundary were assigned to the last bin. Percentile-based discretization was selected because it remains robust under highly
skewed encrypted-traffic distributions and prevents excessive concentration of samples within a small number of intervals.

Smoothed Positive Rate Estimation. For bin k, let n;, denote the total number of samples and s, denote the number of
positive-class samples. The Laplace-smoothed positive-class probability is estimated as

. S+ € 7
Pr = ny, + 2€ M
where € is a small constant that prevents division by zero and reduces instability caused by sparsely populated bins.
Bin-wise Log-Odds Computation. The contribution of each bin is represented through its log-odds score,
P
£ =log (1), (8)
* 1— P

where larger positive values indicate a stronger association with malicious traffic, while negative values indicate a
stronger association with benign traffic.
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Leakage Correction and Stability Adjustment. Bins containing only a few observations may produce unreliable
probability estimates and excessively large log-odds values. To improve statistical stability, a shrinkage mechanism was
applied by combining the local bin estimate with the global class prevalence,

e« aty + (1 —a) goba ©

where €44, denotes the global positive-class log-odds estimated from the complete training set. The value a = 0.5 was
selected empirically to balance local bin evidence and global class prevalence and was kept fixed across all experimental
configurations to ensure methodological consistency. This shrinkage strategy reduces the variance of bin-wise estimates
in sparsely populated regions while preserving informative local behavioural patterns.

Total Variation (TV) Smoothing. To reduce abrupt oscillations between neighbouring bins, one-dimensional total-
variation regularization was applied as

b — L — Ayl — L1 — Lis1)s (10)

where A, controls the strength of smoothing. This operation improves local consistency of the learned risk estimates
while preserving the non-parametric nature of the framework.

Inference via Logit Aggregation. For a given flow record i, the final logit score was computed by aggregating the bin-
wise log-odds contributions of all selected features,

— 0]
Z; = BO + z ’gbl(f); (11)

feF

where [, is an intercept term used to align the model output with the global class prevalence observed in the training data.
The corresponding intrusion probability is obtained through the logistic transformation,

1

= 12
1+e% (12)

Ji
The scoring mechanism described in Equations 11-12 was used during all experimental evaluations.

Theoretical Distinction from Classical Naive Bayes Models.

Despite using bin-wise log-odds aggregation for computation, GTAID-NP is distinct from classic Naive Bayes
classifiers in many ways. The Naive Bayes approach uses class-conditional probability distribution estimation based on
conditional independence assumptions between features. Structural properties and temporal dynamics of encrypted
network communications, in contrast, often demonstrate dependency relations that contradict these assumptions.

Unlike traditional approaches, the developed framework does not estimate class-conditional probability distributions
of feature values. Rather, it represents continuous feature values using percentile bins, then estimates local log-odds from
frequencies of occurrence of particular bins in observations. Moreover, the graph-based structural features and FFT-based
temporal periodicity indicators are included in the graph-temporal scoring model. Therefore, the GTAID-NP algorithm
can be considered a graph-temporal empirical risk estimator framework, rather than a discretized version of the Naive
Bayes classifier.

The complete non-parametric learning process is summarized in Algorithm 2.

This non-parametric modelling framework enables intrusion probabilities to be derived directly from empirical data
distributions while maintaining interpretability and avoiding reliance on predefined distributional assumptions or
computationally intensive deep-learning architectures.

4. Results and Discussion

4.1. Experimental Setup and Evaluation Protocol

The proposed Graph-Temporal Adaptive Intrusion Detection Non-Parametric framework (GTAID-NP) has been
evaluated through a thorough experimental protocol aimed at assessing classification performance, robustness and
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sensitivity to modelling decisions. All experiments were implemented in Python 3.10 with the help of NumPy, SciPy,
NetworkX and scikit-learn libraries. The experiment was done on an NVIDIA RTX A5000 workstation with 64 GB RAM
and a 32-core Intel Xeon processor. Although the GTAID-NP does not utilize deep-learning architectures and uses only
CPU-based computations, the hardware configuration is claimed to allow for reproducibility and comparison with existing
intrusion detection studies.

We evaluate the proposed framework on the BCCC-DarkNet-2025 dataset. We present a dataset of encrypted and
non-encrypted network flows from various communication scenarios. It provides a flow-level benchmark for encrypted
traffic analysis. Before model building all records were processed using the workflow described in Section 3, including
timestamp normalization, min-max scaling, categorical attribute encoding, duplicate removal, graph construction and
extraction of FFT-based temporal periodicity features. Table 2 summarizes the dataset characteristics and preprocessing
statistics.

Algorithm 2 Procedure for Non-Parametric Learning and Inference

uire: Training data (X, y); feature set F; number of bins B; smoothing parameter €; TV regularization parameter A,,.
Ensure: Feature-specific log-odds tables and intrusion probability estimates.

/* Binning and Frequency Counting */

for each feature f € F do

Compute percentile boundaries {ey, ..., ez}

for each sample i do

Assign bin bi(f) using Equation 6

end for

Compute n;, and s;, for each bin

end for

/* Log-Odds Table Construction */
8:  for each feature f € F do
9: for each bin & do

10:  Estimate Py using Equation 7

11:  Compute ¢, using Equation 8

12:  Apply shrinkage using Equation 9

N b

13:  end for
14:  Apply TV smoothing using Equation 10
15:  end for

/* Inference */
16:  for each test sample i do
17:  Compute logit score z; using Equation 11
18:  Compute probability y; using Equation 12
19:  end for
20: return Feature log-odds tables and intrusion probability estimates

To evaluate the generalization performance, GTAID-NP was evaluated on a stratified 80:20 train-test split with a
fixed random seed. The binary class labels were stratified to keep the original class distribution in the two subsets. Before
data partitioning, duplicate flow records were eliminated to avoid information leakage as identical samples were present
in both the training and testing sets simultaneously. All model parameters, feature transformations and probability
estimates were learned only from the training subset and then evaluated on the unseen test subset.

To evaluate the robustness of GTAID-NP under different modeling choices, an extensive ablation study comprising
192 experimental configurations was conducted.

The configuration space was formed as the Cartesian product of the following factors:

Binning resolution B € {5,10,15},

Total variation smoothing strength A, € {0.0,5.0},

Feature-selection strategy (All Numeric Features vs. MI-ranked Top-K),
Top-K threshold K € {30,503,

Graph augmentation (Enabled vs. Disabled),

Temporal periodicity extraction (Enabled vs. Disabled),

o Leakage-guard correction (Enabled vs. Disabled).

The resulting configuration space consisted of
3X2X2X2x2Xx2%x2=192

unique experimental settings.
The performance was mainly evaluated by the area under the receiver operating characteristic curve (AUC) due to
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the ranking property irrespective of the threshold as well as the extensive use of AUC in research on encrypted traffic
analysis. As an addition to the AUC measurements, the Precision@K was also measured to capture the ratio of the true
positive examples among the top-ranked ones that are considered realistic for the SOC workflow, where only a few alerts
can be checked manually.

Logistic Regression and Random Forest classifiers were tuned by grid-search procedures according to the parameter
ranges used in intrusion detection studies. Meanwhile, the GTAID-NP was validated by systematic ablation without any
hyperparameter tuning, thereby maintaining the empirical, interpretable and non-parametric nature of the introduced

approach.

The properties of the dataset used in the experiment are summarized in Table 2.

Table 2. Dataset Summary and Preprocessing Statistics

Category Statistic / Description
Total Flows 22,795
Encrypted Flows 6,317 (27.7%)
Non-Encrypted Flows 16,478 (72.3%)
Number of Features 427
Duplicate Rows 0
Missing Values (Total) 0
Graph |V] (Unique Nodes) 3,213
gcré;élsl) |E| (Unique Directed 4787

Derived Graph Features

Degree, In-Degree, Out-Degree, Degree Centrality

Temporal Features

Inter-arrival Time (4t), FFT Periodicity, Spectral Peaks

Final Feature Matrix

22,795 samples X 427 features

4.2. Baseline Comparison with Classical Models

In order to give a proper interpretation of the results obtained by the GTAID-NP framework, we made a comparison
of it with two traditional detection methods with high popularity among others: Logistic Regression (LR) and Random
Forest (RF). These models were selected because they represent, respectively, a linear interpretable classifier and a strong
ensemble learner frequently adopted in network intrusion detection literature. All models were trained on the identical
stratified splits described in Section 4.1, using the same feature space to ensure methodological fairness.

The three methods are compared through their ROC curves in Fig. 1. Logistic Regression achieves an AUC of
approximately 0.71, indicating limited capability in capturing the complex and non-linear relationships present in
encrypted network traffic. In contrast, Random Forest attains an AUC of 1.0 on the evaluated benchmark, demonstrating
extremely strong discriminative performance. However, near-perfect performance on static intrusion-detection datasets
should be interpreted cautiously, as it may reflect sensitivity to highly discriminative flow-level characteristics that are
specific to the benchmark dataset. While Random Forest provides excellent predictive capability, its ensemble structure
offers limited transparency in comparison with interpretable non-parametric approaches. These observations motivate the
development of GTAID-NP, which aims to balance detection effectiveness with transparency through explicit graph-
temporal feature representations and empirical probability estimation.

The model GTAID-NP has been declared successful with AUC being 0.878, hence outperforming Logistic
Regression and giving a more realistic generalization profile compared to Random Forest. The RF captures the interaction
of features implicitly throughout the whole deep tree (ensemble), whereas GTAID-NP gets its discriminative power from
clear and straightforward non-parametric bin-wise likelihood estimates, boosted by graph-structural and temporal-
periodicity attributes. This transparency is extremely important in operational cybersecurity scenarios, where
explainability and forensic traceability are the vital needs. Consistent with observations in recent studies, interpretable
IDS frameworks are increasingly favoured due to their robustness against adversarial drift and their suitability for
regulated environments.

Table 3 summarizes the overall quantitative comparison across multiple evaluation metrics. GTAID-NP demonstrates
stable performance across accuracy, AUC, and F1-score, and maintains competitive Precision@K values—an important
operational metric that quantifies how effectively the system ranks high-risk flows at the top of the alert list. Although
Random Forest maintains the highest numerical performance on classical metrics, its ensemble structure provides limited
interpretability and reduced transparency compared with the proposed non-parametric framework. Consequently, GTAID-
NP offers a more explainable alternative while maintaining competitive detection performance. GTAID-NP, on the other
hand, provides a consistent, interpretable, and variance-stable alternative that integrates graph-temporal insights
unavailable to conventional learning-based IDS.
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Table 3. Overall Model Performance Comparison Across Baselines

Model Accuracy AUC F1-Score Precision@K
Logistic Regression 0.78 0.71 0.74 0.92
Random Forest 1.00 1.00 1.00 1.00
GTAID-NP (Proposed) 0.86 0.878 0.82 0.64

The combined evidence from the ROC visualization, metric comparison, and interpretability perspective
demonstrates that GTAID-NP fills a critical methodological gap between simplistic linear detectors and high-capacity
opaque learners. The model's even performance, ability not to overfit, and interpretable separation of graph-temporal
features are the reasons for it to be a very good option for the practical scenarios of encrypted-traffic intrusion detection.

Comparative ROC Curve (All Models)

1.0 —— LogReg (AUC=0.71)
RandomForest (AUC=1.0)
—— GTAID-NP (AUC=0.97)

0.8

0.6

0.4

True Positive Rate

0.2

0.0

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

Fig. 1. Comparative ROC curves for Logistic Regression, Random Forest, and GTAID-NP

4.3. Performance of the Proposed GTAID-NP Model

An extensive examination of the 192 ablation setups discloses that the suggested GTAID-NP model is very much
sensitive to its architectural and timing design features. The configuration that performs best attains an AUC of around
0.878, while the one that performs worst reports an AUC of 0.608. The range of performance shows the effect of very
high combined resolutions of binning, smoothing of total variations, augmentation of graphs, and extraction of periodicity
in time. The ROC curves corresponding to the best and worst configurations are presented in Fig. 2a and 2b, respectively,
while Table 4 summarizes the exact parameter settings associated with each case.

The best configuration exhibits a sharp initial increase in the ROC plot, which means that the model is good at
placing suspicious flows at the beginning of the probability rank. This property of the model is especially beneficial in
practice since operational intrusion detection is more concerned with the identification of top-K threats than the
discrimination across the entire probability distribution. Also, the presence of both graph augmentation and periodicity
extraction based on FFT analysis in the best configuration indicates that GTAID-NP works well when exploiting structural
connectivity and temporal cyclicity, which were proven to be discriminative in recent Q1 research in the context of
encrypted traffic analysis. Moreover, using a relatively moderate binning resolution (B = 10) along with a non-zero
smoothing parameter for total variation Ay leads to well-regularized log-odds distributions that do not have sudden jumps
in the probability estimates of bins with low sample sizes.

On the contrary, the worst configuration is characterized by a very poor ROC curve with lagged true positive rate
increase, implying that the model cannot distinguish malicious from benign flows before a relatively high threshold value.
Graph augmentation and temporal periodicity extraction in the worst configuration are absent and, therefore, demonstrate
the importance of such features. Since the model does not use structural and temporal frequency information, it resorts
only to static statistical features. Moreover, the lack of these cues leads to weaker separability and, additionally, combining
coarse binning (e.g., B = 5) with no smoothing leads to noisy bin-wise probability estimates, which are typical for rare
and heavy-tailed attribute values that are common for encrypted traffic. This pattern is consistent with the results of the
classical non-parametric density estimation, where excessive coarse discretization suppresses the nuances of the
underlying distribution.

Volume 16 (2026), Issue 5 — Page 183



GTAID-NP: A Bin-wise Log-Odds Framework with Graph and FFT Features for Encrypted Traffic Anomaly Detection

Finally, the effect of total variation smoothing can be observed as well. It is evident from Table 4 that the best
configuration uses a non-zero value for Ay, which regularizes the bin weights and eliminates unnecessary overreactive
shifts due to the presence of isolated outliers. In an alternative situation, the lack of smoothing results in extremely variable
log-odds distributions and, thus, unstable decision boundaries. This sensitivity of the probability estimates to isolated
outliers is consistent with the recent literature in the broader IDS field, which has shown that the slightly smoothed
densities/score functions improve generalization in case of combined different feature families.

Overall, the ablation results confirm that GTAID-NP derives its strongest discriminative capability when both graph-
based and temporal-frequency features are enabled and when bin-wise likelihoods are regularized by adequate smoothing.
These findings highlight the importance of harmonizing structural and temporal information in encrypted traffic, a point
consistent with insights reported in advanced flow-analysis and anomaly-detection research.

BEST GTAID_ROC WORST GTAID_ROC
L0 " auc=0.878 e 10— auc=0.608
0.8 o 0.8
0.6 - 0.6
x - x
o e o
= L F
0.4 - 0.4
0.2 0.2
0.0 0.0
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
FPR FPR
(a) ROC curve of the best-performing GTAID-NP (b) ROC curve of the worst-performing GTAID-NP
configuration (AUC = (0.878). configuration (AUC = 0.608).

Fig. 2. Comparison of best and worst GTAID-NP configurations using ROC curves.

Table 4. Best vs. Worst GTAID-NP Configurations

Configuration AUC Bins B Ary Feature Mode Graph Preiodicity
Best Model 0.878 15 0.0 Full Feature Set Enabled Enabled
Worst Model 0.608 5 5.0 MI Top-K Disabled Disabled

4.4. Robustness Evaluation and Statistical Significance Testing

To assess the robustness of the introduced framework in relation to data splitting, the top-performing GTAID-NP
setup was tested on five random seeds {42, 101, 202, 303, 404}. For every seed, the dataset was split into 80:20 train and
test subsets, keeping the proportionality between classes.

Table 5 provides the results in terms of mean performance, standard deviation and 95% confidence intervals across
five runs.

Table 5. Robustness Evaluation for Five Random Seeds

Metric AUC
Mean AUC 0.9074
Standard Deviation 0.0036
95% Confidence Interval [0.9029, 0.9118]

From the low standard deviation it can be seen that the graph-temporal non-parametric framework is very stable and
shows high consistency under various random data splits. This is quite an important property of the system to be used in
practice since the distribution of traffic may differ.

In order to evaluate the statistical significance of the obtained results, the paired t-tests were performed for the five
random-seed runs. For the evaluation, the suggested GTAID-NP approach was compared with Logistic Regression (LR)
and Random Forest (RF) using the AUC scores that were calculated on the same train/test splitting.

To further evaluate the statistical significance of the measured performance difference, paired statistical tests were
carried out using the AUC scores from five independent runs with random seeds. The suggested GTAID-NP method was
benchmarked against LR and RF methods using the same train-test splits. The results of the paired t-tests are summarized
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in Table 6. It is seen that the resulting p-values demonstrate the statistical significance of the measured performance
difference between the GTAID-NP approach and the baselines. Moreover, the non-parametric Wilcoxon signed-rank test
yielded similar results.

Table 6. Statistical Significance Analysis Across Five Random Seeds

Comparison t-statistic p-value Significance
GTAID-_NP vs Logistic 3631 3.43 % 10~ St_atls_tlcally
Regression Significant
GTAID-NP vs Random 5777 538 x 10~7 St_atls_tlcally
Forest Significant

4.5. Ablation Study: Effect of Binning, TV Regularization, and Temporal Periodicity

For validating the GTAID-NP model, a comprehensive factorial ablation was conducted. It included 192 model
settings where all factors, including the granularity of bins, strength of TV smoothness, feature selection mechanisms,
and addition or removal of graph and temporal components, vary simultaneously. It helped in comprehending not only
the individual role of each model ingredient but also the interactions between the ingredients, which have increasingly
been promoted in current IDS methodologies in recent times. The result of such experiments is represented in Figs. 3 and
4, with the final result in Table 7.

One pattern which stood out in the grid analysis was the beneficial role of having finer bin sizes. In all cases, the
setting where B = 15 resulted in the best AUC scores (up to 0.878) (see Fig. 3). The reason why finer bins helped is
because they can detect small nuances in the distribution of the characteristics of the encrypted flows based on payload
entropy and timing deviations. GTAID-NP, being based on discretized estimates of density, stands to gain from having
finer granularity because GTAID-NP makes use of anomaly detection, especially in real-world settings where the anomaly
cues tend to be small in strength. One downside of finer granularity could be larger variance in sparse bins.

The TV-smoothing parameter (Ary) demonstrated that there was always a trade-off between convergence and
discriminative ability. As shown in Figs. 3 and 4, when Ay = 0 performed better than the strongly smoothed cases (Apy =
5.0) in all scenarios. Over-smoothing loses meaningful detail in the bin-wise log-odds tables and hence the discrimination
between benign and malware behavior manifests in smoothed data in the same manner whereby overly smoothed data
does not reveal the minute detail in behavioral patterns important in the analysis of encrypted network traffic.

GTAID AUC Heatmap (Bins x Lambda-Tv)

-0.90

0.85

0.80

bins

0.75

0.70

0.65

lambda tv

Fig. 3. AUC heatmap across binning resolutions and TV regularization strengths
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GTAID AUC vs Lambda-TV
0.90

gtaid_auc

0.65

0 1 2 3 4 5
lambda_tv

Fig. 4. Effect of TV regularization on GTAID-NP performance

Temporal periodicity turned out to be one of the most significant optional components in GTAID-NP. The addition
of periodicity features based on FFT always resulted in increased AUC in most scenarios. These impacts were most visible
in attack scenarios involving low-frequency temporal patterns like beaconing malware, command-and-control
coordination, as well as timer-driven exfiltration attacks. For scenarios where periodicity was turned off, GTAID-NP
performance was obviously impacted in scenarios involving sparse temporal activity but behaviorally organized flows.

Graph augmentation was useful in achieving significant but scenario-dependent improvements. For settings where
periodicity features are disabled, the addition of in-degree, out-degree, and degree centrality based on graphs resulted in
significant improvements. These results support the role of relational structure in flow-level intrusion detection. For
settings where both graph and periodicity components are enabled, the interdependent role of both components was
observed in low-smoothness regimes. But in high TV-smoothness settings, the role of structural information was found
to be damped.

In conclusion, from the ablation studies, it can be inferred that GTAID-NP works well when there is good statistical
variation at the local level (high bins and little smoothing) and when the periodicity in the temporal domain is taken into
account to model large-scale behavioral patterns. The result was weakest when B = 5, Aty = 5.0, and periodicity was
turned off, giving an AUC of 0.608. Not unexpectedly, when these settings lead to large-scale smoothing of precisely the
irregularities that GTAID-NP relies upon, its performance suffers. All these strengthen the architectural choices made by
GTAID-NP.

Table 7. Summary of GTAIND-NP ablation experiments across 192 configurations

. . Lo Feature
Setting Bins (B) Ay Graph Periodicity Mode AUC
Best Config 15 0.0 Enabled Enabled Full Set 0.878
Worst Config 5 5.0 Disabled Disabled MI-Based 0.608
Top-K
All Settings 5-15 0.0-5.0 On/Off On/Off Ful/MI-K 0.608-0.878
(min-max)

4.6. Discussion

The evaluation of GTAID-NP reveals several important insights into the behaviour, stability, and operational
relevance of the proposed graph-temporal non-parametric framework. Overall, the results show that lightweight,
interpretable models can effectively detect encrypted malicious activity when fine-grained behavioural variance is
preserved rather than oversmoothed.

Effect of Discretization and Local Variability. The configurations with the highest bin granularity (B = 15) always
reached the best performance (AUC 0.878), which means that the encrypted flows have very small shifts in entropy and
micro-timing irregularities that are very important for anomaly detection. On the other hand, coarse binning or heavy
smoothing eliminates these signals, hence lowering the discriminative power. This highlights that preserving local
variance is more beneficial than abstraction for non-parametric IDS.
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Role of Total-Variation Smoothing. TV regularization had a clear stability-sensitivity trade-off. Minimal smoothing
outperformed strong smoothing across all settings. High Aty removes the fine-scale fluctuations—such as short-term
timing drift or directional packet asymmetries—that typically differentiate benign from malicious encrypted flows. Excess
smoothing therefore weakens the model’s capacity to capture attack-specific irregularities.

Impact of Temporal Periodicity. FFT-derived periodicity proved to be one of the strongest contributors to performance.
Enabling periodicity improved AUC and Precision@XK, especially for:

e beaconing malware and slow C2 callbacks,
e low-frequency or sparse timing patterns,
e timing-driven covert channels.

These behaviours rely on temporal recurrences more than payload content, making frequency-domain cues
particularly valuable in encrypted telemetry.

Contribution of Graph-Derived Features. Degree-based graph features added structural context by capturing:

e abnormal fan-in/fan-out patterns,
e communication asymmetry,
e irregular interaction topology.

Graph features were especially useful when periodicity was disabled, demonstrating that structural anomalies
independently support detection. When both modules were active and smoothing was low, structural and temporal features
reinforced one another. Under strong smoothing, however, graph cues diminished, again confirming that homogenization
reduces the model’s sensitivity to local deviations.

Threat Model Considerations. GTAID-NP assumes a benign-majority regime and a setting where adversaries cannot
globally manipulate graph structure. Coordinated timing perturbations or distributed degree manipulation may reduce
discriminative sharpness, particularly at low malicious flow volumes. The framework also presumes precise flow
metadata and timestamp quality, although it requires no payload visibility, making it directly applicable to fully encrypted
environments.

Practical Deployment Insights. Various operational insights are extracted:

o Low computational cost allows for deployment on edge routers, VNFs, or cloud SOC pipelines.

o High interpretability—via log-odds, degree statistics, and periodicity peaks—supports analyst-driven
investigations.

e Clear ablation guidance: high B, low Ay, periodicity enabled, and graph augmentation active form the most
reliable configuration.

These findings demonstrate that graph-based structural information, temporal periodicity, and non-parametric
density estimation can provide competitive encrypted-traffic detection performance while maintaining interpretability and
computational efficiency. However, the present study does not include direct comparisons with lightweight deep-learning
architectures such as compact CNNs, LSTM networks, or lightweight transformer variants. Consequently, the results
should be interpreted as evidence that the proposed graph-temporal non-parametric approach represents a viable and
transparent alternative rather than a definitive replacement for modern deep-learning methods.

A limitation of the present study is the absence of direct empirical comparison with recent encrypted-traffic detection
architectures such as Graph Neural Networks, lightweight CNNs, Transformer-based traffic classifiers, and JA3-
fingerprint-based approaches. Future work will include comprehensive benchmarking against these state-of-the-art
methods.

5. Conclusion

In this study, a new lightweight yet highly interpretable intrusion detection system called GTAID-NP was proposed.
It uses structural graph information, periodicities derived from the FFT algorithm and non-parametric estimates of log
odds for encrypted traffic analysis. Based on numerous experiments, including 192 ablation study variations, comparison
with the baseline approaches, robustness evaluation across five random seeds and significance testing of results, the
framework proved to demonstrate stable and good enough detection performance at the same time remaining transparent
and having low computational complexity. Experimental findings suggest that small bins, little smoothing, graph
expansion and temporal periodicity extraction positively affect intrusion detection performance. More specifically, the
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robustness analysis gave the mean AUC value of 0.9074 &+ 0.0036 which proves stable framework behaviour for different
train-test splits. There are several limitations that need to be mentioned. First, the proposed model was evaluated on one
benchmark data set and hence further validation on other encrypted traffic data sets is required. Second, the current
experiments include only binary intrusion detection but not fine-grained classification of attacks. Third, in spite of the
comparison with Logistic Regression and Random Forest baseline approaches, comparison with lightweight deep learning
approaches has not been performed and should be done in the future. Fourth, the construction of a graph is based on static
relationships between hosts and does not include changing temporal graph structure. Future work will investigate adaptive
graph representations, lightweight deep-learning comparisons, adversarial robustness, federated deployment strategies,
and online learning mechanisms for continuously evolving encrypted network environments.
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