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Abstract: The rapid evolution of Internet of Things (IoT) networks has presented serious security threats because of the
enormous volume of distributed data produced by connected devices. Traditional IDSs (IDS) usually follow centralized
data collection, resulting in communication overhead, scalability issues, and privacy problems. Although federated
learning (FL) offers a way to train distributed models while preserving privacy, many current FL-based AD techniques
cannot be adapted to account for the interaction relationships between IoT devices. To address these challenges, this
study introduces the federated graph attention network (FL-GAT) for anomaly detection in IoT-edge environments. The
proposed framework treats IoT devices as graph nodes and introduces a multi-head graph attention mechanism to
capture the spatial interaction among devices while guaranteeing data privacy by adopting federated learning. Local
models are trained in a distributed manner on edge devices without sharing raw data. Distributed IoT attack scenarios
were used to evaluate the proposed framework using the TON IoT and Bot-IoT benchmark datasets. Experimental
results show that FL-GAT achieved 95.2 % accuracy and 94.5 % F1 score on TON IoT and 94.8 % accuracy and 94.1 %
F1 score on Bot-1oT, with better results than centralized deep learning and federated deep learning baseline models, and
graph-based baseline models. Furthermore, the attention mechanism enhances the interpretability of the model by
identifying the key interactions between devices that lead to unusual activities. Although the proposed framework
shows encouraging performance and scalability, the evaluation was conducted using benchmark IoT datasets under a
simulated experimental setting. Future work will focus on real-world deployment scenarios, dynamic network
conditions, and lightweight edge optimization for resource-constrained IoT devices.

Index Terms: Federated Learning, Graph Attention Networks, IoT Security, Anomaly Detection, Explainable Al

1. Introduction

Modern computing environments have changed with the advent of the Internet of Things (IoT). IoT devices are
deployed on billions of devices in applications such as smart homes, healthcare monitoring, industrial automation, and
smart cities [1]. The adoption of Internet-enabled devices is increasing. According to recent estimates, over 75 billion
IoT devices will soon be connected to the Internet [2]. Such end devices produce massive amounts of distributed data at
the network edge. Although this connectivity opens new paths for intelligent services, it also creates significant security
risks. As people increasingly depend on new Internet of Things (IoT) devices in their homes, businesses, and society,
cybercriminals take advantage of the limited computational resources and weak security configurations of IoT devices.
This makes them easy targets for cyberattacks, including botnets, distributed denial-of-service (DDoS) attacks, and
malicious data injection [3-6].

Most intrusion detection systems (IDSs) use sensors to monitor network packets and identify anomalous network
behaviour. Classic IDS solutions usually adopt a centralized data collection and processing scheme [7,8]. In this method,
IoT data are transmitted to a central server, which uses a machine learning model to detect anomalies. Although this
method can provide relatively high detection performance, it may violate privacy. Sensitive device data are transferred
and stored in centralized integration hubs. In addition, such centralized solutions generally have communication
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overhead and scalability limitations [9,10] (particularly in large-scale IoT environments). Interpretability is another
disadvantage of most ML-based IDS models. Clear documentation of model decisions from CMOs can improve model
interpretability for security analysts to anticipate attack patterns and aid in the appropriate response [11,12].

Federated learning (FL) has appeared to be a promising approach for privacy-preserving distributed learning. FL
enables edge devices to train local models by using their own data and sharing model updates only with a central server
[13]. It allows us to train a model together without exchanging any raw data. Previous studies have specifically
addressed FL in the context of Internet of Things (IoT) security and anomaly detection [14—17]. In this manner, privacy
risks are minimized, and the distributed environment can scale. However, most existing federated intrusion detection
models are based on classical neural networks that consider devices as independent entities. These models ignore the
interconnectivity or interaction between loT devices. Consequently, these models may overlook coordinated attack
behaviors that flow across devices [8,18].

In recent research, the authors have shown that graph-based learning architectures outperform traditional deep
neural networks (DNNs) in terms of the amount of anomaly detection in IoT systems, as they can explicitly model the
interaction patterns between devices. For instance, in distributed IoT security applications, graph attention mechanisms
have been shown to boost the Fl-score and anomaly detection accuracy by 2-5% over CNN- and RNN-based
approaches [11,19,20]. Furthermore, federated learning methods minimize communication burdens and privacy
concerns by allowing decentralized training without data sharing among devices. Based on these observations, the
combination of graph attention mechanisms and federated learning could be a promising approach for scalable and
privacy-preserving interpretable anomaly detection in heterogeneous loT-edge environments.

Some packages are specific to graph-based learning methods, and these methods can represent the relationships
between entities in a network effectively. Graph neural networks (GNNs) [11,19] treat systems as graphs with nodes
corresponding to devices and edges corresponding to interactions. Graph attention networks (GATs) [21] are among the
most popular methods among these approaches, as they can leverage adaptive adjacency importance weights. GAT
models have been used in a few studies for anomaly detection problems in both time-series systems and industrial
Internet of Things (IoT) systems [2,19,20]. Thus, spatial dependency modelling is introduced among the devices (which
will be seen again in the next section) and helps in achieving good detection performance. However, more graph-based
approaches are fundamentally centralized training approaches and thus continue to inherit similar privacy and
scalability limitations as traditional intrusion detection and prevention system (IDS) models [3,22].

The integration of federated learning with graph attention mechanisms has recently emerged as a promising
research direction for scalable and privacy-preserving IoT security systems. Recent studies have focused on federated-
based intrusion detection frameworks based on graph representations [16,18]. Recent 6G-enabled IoT security
frameworks have also explored edge intelligence and federated anomaly detection for scalable cyber-physical systems
[23,24]. However, because many of these approaches do not employ attention mechanisms, they lack interpretability.
While some other works have discussed the operational challenges and possible solutions in a federated IoT
environment [8], they have mainly focused on communication issues and dynamic system heterogeneity. Moreover,
other aspects related to security issues, such as poisoning attacks against federated IDS models, have only recently been
identified [5]. These observations suggest the necessity for strong privacy-preserving, relational learning, and
interpretable frameworks for IoT anomaly detection.

While federated learning (FL) and graph neural networks (GNNs) have made strides in recent years, there are still
some challenges that need to be addressed in existing loT security frameworks. Existing federated intrusion detection
models typically consider IoT devices as independent entities and do not consider the interaction relationships between
them. However, most anomaly detection methods using graphs adopt centralized training architectures, which pose
scalability and privacy issues in distributed IoT settings. Furthermore, few studies have examined interpretable graph
attention mechanisms for federated IoT-edge security systems. Hence, a single framework that can simultaneously
satisfy privacy preservation, relational learning, scalability, and explainability is still needed for distributed IoT
anomaly detection.

To address these issues, this study presents a federated graph attention network (FL-GAT) framework designed to
enable robust anomaly detection in Internet of Things (IoT) edge environments. The framework in this study models
Internet of Things (IoT) devices as nodes of a graph and learns their interaction patterns via a multi-head graph attention
mechanism. Models are trained locally on devices near the data and aggregated through a federated learning protocol. It
provides collaborative learning across several devices, preserving data privacy during the design. The attention
mechanism helps not only to identify stateful device interactions but also explain the anomaly detection decisions. The
study further presents an experimental assessment using Time-series Optimization and Network (TON) IoT and Bot-
IoT datasets, showcasing the capability of the proposed framework in identifying anomalous behaviours in distributed
10T systems.

This study makes the following contributions.

1. A federated graph attention framework (FL-GAT) for privacy-preserving anomaly detection in distributed IoT-
edge environments is proposed.
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2. A graph-based representation approach to the IoT is proposed to represent the spatial interaction relationship
between different IoT devices in the anomaly detection process.

3. A multi-head graph attention mechanism was added to enhance interpretability by recognizing key device
interactions related to abnormalities.

4. A federated aggregation mechanism is embedded with graph attention learning to enable scalable decentralized
learning without sending raw device data.

5. The proposed FL-GAT framework was evaluated on the TON_IoT and Bot-IoT benchmark datasets and shown
to be accurate and outperform the baseline models of centralized deep learning, federated deep learning, and
graph-based models based on extensive experiments.

The rest of this paper is structured as follows. We summarize related work on Internet of Things (IoT) anomaly
detection, FL, and GNN in Section 2. Section 3 presents the FL-GAT architecture and its working principle. The
experimental setup and datasets are described in Section 4. The experimental results and analysis are given in Section 5.
Lastly; Section 6 ends this paper and defines future research directions.

Compared with existing federated and graph-based IoT anomaly detection approaches, the proposed FL-GAT
framework integrates privacy-preserving federated learning with graph attention-based relational modelling and
interpretability mechanisms within a unified edge intelligence framework.

2. Related Work

The rapid expansion of Internet of Things (IoT) networks has increased research interest in secure and efficient
anomaly detection systems [1]. Federated learning (FL), introduced by McMahan et al. [13], enables decentralized
model training without sharing raw data. Liu et al. [9] presented a communication-efficient FL. method for industrial
IoT anomaly detection, which also achieved higher accuracy at the cost of saving bandwidth. Similarly, Li et al. [14]
extended FL to intrusion detection in cyber-physical systems and demonstrated its resilience against attacks. Popoola et
al. [4] and Mothukuri et al. [15] investigated federated learning for IoT anomaly detection. Several studies, including
IoT-NID frameworks, have also explored federated learning for IoT intrusion detection and analyzed FL-based security
threats. However, many of these models rely on classical neural networks that ignore spatial relationships among IoT
devices [8,18]. Zhang et al. [25] suggested FL schemes for on-device AD, but they are not interpretable, which may not
suit them well in mission-critical tasks. Recently, hybrid federated learning frameworks were proposed for privacy-
preserving IoT anomaly detection and attack classification [26], thus shedding some light over the importance of
combining a distributed intelligence approach with secure collaborative learning mechanisms.

Graph-based models have also been explored for learning spatial dependencies in IoT networks [11, 19].
Velickovié¢ et al. [21] proposed graph attention networks (GATSs) that leverage an attention mechanism to provide
weights on node interactions and have greater model capacity. Ding et al. [27] used GAT for multivariate time-series
anomaly detection by considering spatial correlations. Fan et al. [20] introduced a spatio-temporal gated GAT for IloT
anomaly detection, and in the work [2], Ding et al. [19] proposed a spatial-temporal GAT model based on multimodal
and applied to time-series anomalies. In IoT security, Wang et al. [2] proposed a behaviour similarity-based GAT for
network intrusion detection, and Wasswa et al. [27] employed GATs for botnet identification. However, such schemes
are mostly centralized, which is a drawback in terms of data aggregation and privacy [3,22].

The integration of FL with graph-based models is a promising direction for IoT security [16]. Lazzarini et al. [18]
used FL for intrusion detection in IoT tasks with graphical representations but their work had no attention mechanism,
which was not easily interpretable. Campos et al. [8] examined FL challenges for IoT-IDS and focused on
communication and heterogeneity. Recent studies have additionally investigated resource-aware graph neural networks
and federated intrusion detection frameworks for 6G-enabled IoT healthcare systems, demonstrating the growing
importance of scalable and intelligent edge security architectures [28]. Zhao et al. [16] were used by FL for detecting
false data injection attack in IoT, but it was domain dependent method. Nguyen et al. [5] foresaw the need for robust
frameworks while studying poisoning attacks against FL-based IoT IDS. Al-Jarrah [9] and Cheng et al. [29]
investigated decision fusion and massive access of [oT networks; however, anomaly detection was not handled directly.
Beuchat et al. [30] focused on localization for IoT devices in indoor and outdoor environments. Datasets such as
TON IoT [31,32] and Bot-IoT [33] have also standardized IoT security research, enabling fair comparisons. Unlike
previous methods, our scheme integrates FL and GAT approaches to achieve privacy, interpretability, and scalability
for real-time anomaly detection in IoT networks [12,34].

Table 1. indicates that FL and FL-GNNs have been proven effective for the security of IoT from different studies.
In contrast, existing federated intrusion detection systems cannot capture device-level interaction patterns, and graph-
based models usually need to aggregate information globally. To overcome these shortcomings, we develop an FL-GAT
framework that combines FL with graph attention mechanisms to achieve privacy-preserving, scalable, and
interpretable anomaly detection in distributed IoT environments.
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Table 1. Comparison of Existing [oT Anomaly Detection Methods

Privacy Attention - Distributed Key
Study Approach Preservation Mechanism Interpretability Learning Dataset Limitation
S. 1. Popoola Federated Ije(z/ice spatil
- L 1op Deep Yes No Low Yes IoT traffic - .
etal. [4] . relationship
Learning .
modeling
Limited
. | FL-based . .
V. Mothukuri Anomaly Yes No Low Yes IoT networks interp retablllty
etal. [15] . and relational
Detection .
learning
Spatio- Centralized
é.O]Fan et al. Temporal No Yes Moderate No IIoT training
GAT architecture
.. No graph
Rt' al ][“la ;]z A Bederated IDS Yes No Moderate Yes IoT datasets attention
crak mechanism
T. Zhang et al. | Federated . IoT anomaly | Limited
[25] GNN Yes Partial Moderate Yes data explainability
M. Nasar et Federated bN;sed graph-
’ Deep Yes No Low Yes IoT network
al. [17] . dependency
Learning X
modeling
Federated Higher
Proposed FL- | Graph . TON_IoT, computational
GAT Attention Yes Yes High Yes Bot-loT overhead on
Framework edge devices

Although federated learning and graph-based anomaly detection have been studied individually and exist in the
literature, to the best of our knowledge, few studies have proposed a hybridization of both approaches to enforce
security in IoT. In contrast, most existing federated IDS models neglect the relationship among device interactions,
whereas many graph-based methods depend on centralized training. Thus, we need an approach that can combine
federated learning and graph attention to perform scalable, privacy-preserving, and interpretable anomaly detection in a
distributed IoT setting.

3. Proposed Methodology

3.1. System Overview

As illustrated in Fig. 1., the FL-GAT framework operates in a decentralized IoT-edge environment in which edge
devices train local GAT models, and a central server uses FL to aggregate the updates. The framework consists of four
components: (i) representation of IoT networks as graphs, (ii) graph attention network (GAT)-based local anomaly
detection, (iii) FL-based aggregation of local models, and (iv) interpretation of the model through the visualization of
attention weights. This model uses edge devices to perform local computations. The use of attention weights also
ensures the explainability of the results, whereas the proposed method improves detection rates by modelling spatial
dependencies between [oT devices.

Central Server
(FL Aggregation)

Model Global
Updates I Model
Edge Server Edge Server Edge Server
(GAT Model) (GAT Model) (GAT Model)
K

1

Attention !
Weights 1
1

Attention
Visualization
(Heatmap)

Device Device
Interactions Interaction
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Device 1/ \ Device 3, ~ \Device 5/ \Device 5,

Fig. 1. System architecture of the proposed FL-GAT framework.
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The overall architecture of the proposed FL-GAT framework with Internet of Things (IoT) devices, edge learning
nodes, and a global aggregation server is illustrated in Fig. 1.

As illustrated in Fig. 1, the FL-GAT model detects abnormal behaviours in IoT networks. The architecture,
illustrated through a series of directed solid and dashed-line arrows, comprises three layers: local data collection and
graph construction by IoT devices (light blue), GAT model execution and local data reception by edge servers (light
green), and global coordination of FL by a central server (light orange), where arrows for both the model update
directions are represented oppositely. Purple: The attention visualization module generates heatmaps from edge server
attention weights for interpretability.

3.2. Graph Representation
We model the [oT network as a graph G = (V, E), where:

- Vis the set of IoT devices (nodes).
- E is the set of interactions (edges), such as data exchanges or proximity.

Each node v_i € V has a feature vector x_i € R"F, representing telemetry data (e.g., CPU usage, packet size).
Edges e_(ij) € E are weighted based on interaction similarity, computed as:

|xi_xj |2
wi=exp | ——— )]

o

where x;and xjrepresent the feature vectors of nodes and is a scaling parameter that controls the sensitivity of the

similarity measure. This formulation captures the spatial relationships between IoT devices and allows the GAT model
to focus on relevant device interactions.

3.3. Graph Attention Network

GAT takes a graph G to be analysed for anomalies as input. Using an attention mechanism, each node aggregates
information from its neighbours. The attention coefficient o;;for edge e;is defined as follows:

exp (LeakyReLU(aT[Wxi I ij]))

= (2)
v ken, €Xp (LeakyReLU(aT[Wxi [ ka]))

a

Here, W is a learnable weight matrix, attention vector, N; and neighbourhood of node i, and || denotes
concatenation. LeakyReLU with a negative slope of 0.2 is used. The attention mechanism enables the model to assign
different importance to neighbour nodes. Through such supervised training, the neural network learns to attend to
device interactions that are required to detect abnormal behaviour.

jEN;
where o is a ReLU activation. To enhance stability, we use K attention heads, concatenating their outputs:
hi: leReLU Z Otf; . kaj (4)
jEN;
where

e K is the number of attention heads,
o Wand af§- are the weight matrix and attention coefficient for the K™ head

The final embedding is passed to a fully connected layer with softmax activation to classify nodes as normal or
anomalous. The attention mechanism enables the model to dynamically assign importance to neighboring nodes [3,34],
thereby allowing the framework to capture complex interaction patterns among IoT devices. The computational
complexity of the GAT layer is O(|E|F), where |Elrepresents the number of edges in the graph and Fdenotes the feature
dimension.
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3.4. Federated Learning Protocol

The FL protocol ensures privacy and scalability:

1. Initialization: The server initializes a global GAT model 6_0.
2. Local Training: Each edge device k trains a local GAT on its dataset D_k, minimizing the cross-entropy loss:

Li= Z [ log(p,)+(1-y,)log(1-9,)] (5)

il1Dy,

where
e is the true label,

e 9, is the predicted probability,
e D, is the local dataset of device £.

3. Aggregation: The server aggregates local updates using FedAvg [12]:

3 (B

where
o 6 isthe updated global model,
e 6, is the local model of device £,
e |DI=YY, | Dyl is the total dataset size
e N is the number of devices.

4. Iteration: The global model is broadcast, and the process repeats until convergence.

This protocol minimizes communication by sharing only model parameters, thereby addressing bandwidth
constraints in IoT networks. [9,29] The overall training process of the proposed FL-GAT framework is summarized in
Algorithm 1.

Algorithm 1: FL-GAT Training Procedure
Input:

IoT graph G(V,E)

Local datasets Dk on each edge device

Number of communication rounds T

Learning rate n
Output:

Global FL-GAT model 0
1. Initialize global model 60 at the central server
2. For each communication round t = 1 to T do
Broadcast 6t to all participating edge devices
For each device k in parallel do

Train local GAT model using dataset Dk

Update local parameters 6k using gradient descent

Send updated parameters 6k to the server
End for
Aggregate local models using FedAvg:

Ot+1 =% (nk/N) 6k
10. End for
11. Return final global model 0T

O NN R W

The algorithm illustrates how local GAT models are trained on edge devices and aggregated through FL to produce
a global anomaly detection model.
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3.5 Explainability Mechanism

The attention weight (oyj) indicates how much influence the j-th neighbor has on the behaviour/detection of the
anomaly; that is, the attention weight (o) indicates the attention from the j-th neighbor of the i-th point. In (fig. 2.) we
plot a heatmap where these weights are represented, using different colour scales which can be interpreted as significant
interactions between the devices. Such reasoning helps in identifying the attack subnets and increases trust in the model
[27,19].

In Fig. 2., informative couplings between IoT devices that affect anomaly decision making are depicted.

Attention Weight

Node Index

Node Index

Fig. 2. Heatmap of attention weights for a sample IoT network.

Fig. 2. shows a 10 x 10 heatmap of attention weights (a;j) calculated by GAT in FL-GAT illustrates information
about an IoT network. The entries in the cells indicate the attention values between nodes, where zero (low weight, blue)
and one (high weight, red) indicate their strength. The node index (0—9) and colorbar data values are annotated on the
axes. Red cells indicate where extra scrutiny is required and frequently correlate with anomalies to help those involved
pinpoint critical interactions/threats live.

3.6. Robustness Considerations

To mitigate poisoning attacks [32], we ignore updates with a cosine similarity of less than 0.8 (Eq. 7). The window
threshold (xi) chosen in our experiment’s balances robustness (blocks 95% of the adversarial updates) and participation
(retains 90% of benign devices).

0k ' eav g

Slm( k> an) ||(9k||‘||9avg"

(N

where

e 6, is the local model vector,
o 0, is the average of all local models

e Updates with similarity below a threshold are discarded, enhancing security [16].
4. Experimental Setup

A. Datasets
We utilized two widely used IoT datasets:
1. TON IoT [31,32]: Provides telemetry of IoT/IloT devices with attacks (DDoS and ransomware). The dataset
comprises 22 million records with attributes such as packet size and protocol type.

2. Bot-IoT [33]: This is an open-source dataset of Bot-IoT attacks that simulate various IoT botnet attacks, as
well as normal and benign traffic. It contains 3.6 million records of normal and malicious traffic.
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We normalized all features to the range [0,1] and constructed graph edges using the similarity function in Equation
(1). The labels were binary (normal/anomalous). The datasets were split into training (70%), validation (10%), and
testing (20%) subsets to achieve an unbiased evaluation of the proposed model.

Although TON IoT and Bot-IoT are standard IoT datasets for intrusion detection studies, they were created in
simulated experimental settings and might not adequately reflect all practical IoT deployment scenarios. For practical
applications, IoT environments can change the communication topology dynamically, have interference from the
environment, have mobile devices, experience packet loss, and have unpredictable traffic behavior. However, these
benchmark datasets offer standard evaluation settings, which allow for a fair comparison with the current state-of-the-
art methods.

B. Baseline Methods for Comparison

We compared our framework against:
Centralized DNN [3,12]: A deep neural network trained centrally.
Federated DNN [9,15]: An FL-based DNN.

Graph-Based CNN [20]: A centralized graph convolutional network.
Federated GNN [18,25]: An FL-based graph neural network without attention.

b o e

In addition to deep learning-based baselines, conventional machine learning intrusion detection approaches,
including support vector machines (SVMs), random forests (RFs), and statistical anomaly detection methods, have also
been surveyed in the previous literature for contextual comparison. Nevertheless, these conventional methodologies
usually demonstrate a poor ability to capture complicated spatial interaction dependencies among distributed IoT
devices.

C. Metrics

Performance was evaluated using:

A 3 TP+TN )
Y P INFFPHEN
P
P . . — 9
recision TPiFP )
TP
Recall= 10
eca TPiEN (10)
Precision-Recall
F1=2. ——MMMMM 11
Precision+Recall an
where
e TP: True Positives,
e TN: True Negatives,
e F'P: False Positives,
e FN: False Negatives.

D. Model Architecture and Hyperparameters

GAT Model: 2 layers, 8 attention heads, 64 hidden units per head, dropout rate 0.5.
FL Settings: 10 clients, 100 rounds, learning rate 0.01, batch size 32.

Optimizer: Adam with weight decay 0.0005.

Hardware: NVIDIA RTX 3080 GPU, 32 GB RAM.

Software: PyTorch 1.12, Flower 1.4 for FL, NetworkX for graph processing.

All experiments were conducted locally on a workstation with an NVIDIA RTX 3080 GPU and 32GB of RAM.
We implemented the model using the deep learning framework PyTorch and the Flower library to simulate the FL
setting. NetworkX was used to construct and manipulate the graph. This setup allowed for the efficient training of graph
attention networks and the scalable evaluation of the proposed FL-GAT framework.
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Preprocessing: All feature values were normalized to the range [0, 1], and graph edges were retained only when
the similarity weight

5. Results And Discussion

This section presents the performance evaluation of the proposed FL-GAT framework. The experimental analysis
compares the proposed framework with state-of-the-art baselines, communication efficiency, explainability assessment,
ablation study, and scalability evaluation.

A. Performance Comparison

Table 2 presents the performance comparison between FL-GAT and four baseline intrusion detection models on
the TON IoT dataset.

Table 2. Performance Comparison on TON_IoT Dataset

Model Accuracy (%) | Precision (%) | Recall (%) | F1-Score (%)
Centralized DNN 92.3+0.8 90.5+0.7 91.8+0.6 91.1+£0.7
Federated DNN 90.7+£0.9 89.2+0.8 90.1+£0.7 89.6+0.8
Graph-Based CNN 93.8+0.5 924+0.5 93.0+0.4 92.7+0.5
Federated GNN 91.5+£0.7 90.3+0.6 91.0+0.6 90.6 + 0.6
Proposed FL-GAT 95.2+0.4 94.1+0.3 95.0+0.3 94.5+0.4

The proposed FL-GAT framework achieved the highest accuracy (95.2%) and F1-score (94.5%), outperforming
centralized deep learning, federated DNN, graph-based CNN, and federated GNN models. All evaluation metrics were
recalculated and verified across multiple experimental runs to ensure consistency between the accuracy, precision, recall,
and F1-score measurements. This enhancement is attributed to the capability of GAT in capturing device-level spatial
dependencies and the decentralized training scheme of FL [9,20,18]. Compared with Graph-CNN, the proposed FL-
GAT model improved the Fl-score by approximately 1.8% on TON IoT and 2.5% on Bot-loT, demonstrating the
benefits of integrating graph attention with FL.

Unlike traditional machine learning methods used in previous IoT intrusion detection studies, such as support
vector machines, decision trees, and random forest classifiers, the new FL-GAT framework demonstrates its strength by
being able to represent relational communication patterns among IoT devices more effectively. Traditional machine
learning methods are mostly based on handcrafted statistical features and independent sample assumptions, and the
graph attention mechanism in FL-GAT dynamically models device interaction dependencies and distributed-attack
propagation behavior.

We compared FL-GAT with baseline methods on the Bot-IoT dataset, as shown in Table 3.

Table 3. Performance Comparison on Bot-IoT Dataset

Model Accuracy (%) | Precision (%) | Recall (%) | F1-Score (%)
Centralized DNN 91.8+0.7 90.3+0.6 91.0+0.6 90.6 £ 0.6
Federated DNN 89.1+0.9 88.5+0.8 89.0+0.8 88.7+0.8
Graph-Based CNN 92.6 £ 0.5 91.2+0.5 92.0+0.4 91.6 0.5
Federated GNN 90.4+0.7 89.7+0.6 90.2+0.6 89.9+0.6
Proposed FL-GAT 94.8+0.4 93.7+0.3 94.5+0.3 94.1+04

All experiments were repeated five times with the same experimental settings to evaluate their statistical
robustness and reproducibility, and average performance values with standard deviation are reported in Tables 2 and 3,
respectively. The proposed FL-GAT framework achieves low standard deviation values, which means stable
convergence behaviour and consistent anomaly detection results across different trial runs.

The receiver operating characteristic (ROC) curves of the FL-GAT and baseline models were further used to assess
the classification performance of the proposed framework. The receiver operating characteristic (ROC) curve shows the
trade-off between the true positive rate and false positive rate at various decision thresholds. The proposed model, FL-
GAT, outperformed the centralized and federated baseline models, with the highest area under the curve, as depicted in
Fig. 3., which represents the capability of FL-GAT in discriminating anomalous and normal IoT traffic.
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ROC Curve Comparison for FL-GAT and Baselines
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0.2 1 —— Federated GNN
—— Centralized DNN
—— Federated DNN
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T T

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate (FPR)

Fig. 3. ROC curve comparison of FL-GAT and baseline models for [oT anomaly detection.

Fig. 3. shows a comparison of the receiver operating characteristic (ROC) between the proposed FL-GAT model
and baseline approaches. The experimental results demonstrate that the FL-GAT achieves state-of-the-art performance,
indicated by the largest AUC, implying that the FL-GAT outperforms the alternatives in terms of discriminating
anomalous and normal IoT traffic patterns. Compared with traditional neural network models, graph-based approaches
offer superior performance by effectively modelling the relational dependencies among IoT devices. Our results
confirm that graph-attention features combined with FL can enhance the reliability of detection with privacy-
preservation characteristics suitable for a distributed IoT environment.

The FL-GAT model performs well on the Bot-IoT dataset, with 94.8% accuracy and 94.1% F1-score. Bot-IoT has
a lot of variety and complexity in its attack behaviors; however, we find that FL-GAT has a competitive advantage over
the baselines. This shows that it is robust and can work well in heterogeneous IoT domains. Traditional FL-based IDS
systems cannot achieve good performance in identifying attack propagation among devices [15] because they fail to
consider malicious interactions by employing GNN with a graph attention mechanism.

B. Communication Efficiency

Fig. 4. shows the communication cost per round for federated models in training.
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Fig. 4. Communication Overhead (MB per round).

FL-GAT has a higher communication cost per round than those of Fed-DNN and Fed-GNN, as it also involves
other graph parameters. Meanwhile, it remains significantly lower than centralized approaches in which raw data must
be transmitted. This is in agreement with previous studies on communication-efficient FL. [9,13] The small gain in the
margin is offset by this significant improvement in accuracy and interpretability.
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C. Explainability Analysis

Fig. 5. demonstrates the attention weight distribution of normal and anomalous nodes.
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Fig. 5. Attention Weight Distribution for Anomaly Detection.

As shown by the attention distributions, malicious nodes have relatively higher overall attention scores, which
indicates that our model can capture suspicious interactions between IoT devices. This difference is in line with
previous studies on the interpretability of GNNs [34,19], which have shown that attention mechanisms can highlight
important device relationships. Being able to interpret such a model allows analysts to trust it more and provides them
with actionable intelligence to respond to such an incident.

D. Ablation Study

Table 4. summarizes the ablation study evaluating the impact of the attention mechanism.

Table 4. Ablation Study on TON_IoT Dataset

Model Accuracy (%) | F1-Score (%)
FL-GAT-NoAtt 92.0 91.3
FL-GAT-1H 93.7 92.9
FL-GAT (Full) 95.2 94.5

The testing results with FL-GAT variants on the TON IoT, in which FL-GAT-NoAtt (no attention, where all
neighbours are given the same weight), FL-GAT-1H (single attention head), and FL-GAT (eight heads) are evaluated,
are presented in Table 4. The full model improved the accuracy (95.2%) and F1-score (94.5%) compared with FL-
GAT-1H (93.7%, 92.9%) and FL-GAT-NoAtt (92.0%, 91.3%). The model performs better using multi-head attention,
as this allows the model to focus on important interactions, thus justifying its use [21].

E. Hyperparameter Sensitivity Analysis

To assess the robustness and reproducibility of the proposed FL-GAT framework, a hyperparameter sensitivity
analysis was performed by varying key training parameters, such as the learning rate, batch size, and number of
attention heads. The experiments were conducted on the TON IoT dataset, with all other training settings unchanged.
The impact of these hyperparameters on the classification accuracy and Fl-score was analyzed to determine stable
settings for the proposed framework.

Table 5. Hyperparameter Sensitivity Analysis on TON_IoT Dataset

Parameter Configuration | Accuracy (%) | F1-Score (%)
0.001 93.8 93.1
Learning Rate 0.005 94.6 94.0
0.01 95.2 94.5
16 94.4 93.9
Batch Size 32 95.2 94.5
64 94.1 93.5
1 93.7 92.9
Attention Heads | 4 94.5 93.8
8 95.2 94.5

The sensitivity analysis results indicate that the optimal performance of FL-GAT was obtained when the
learning rate was 0.01,32 for the batch size and 8 for the number of attention heads. Slower convergence was also
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observed with lower learning rates and an increased generalization error with larger batches. We observed that by
increasing the number of attention heads, our model was able to identify more intricate patterns in device interactions,
leading to an increase in both the anomaly detection accuracy and F1 score. Overall, these results demonstrate the
stability and robustness of the proposed framework with respect to different training settings.

96.0

Accuracy (%)

16 32 64
Hyperparameter Configurations

Fig. 6. Impact of hyperparameter variations on FL-GAT accuracy.

Fig. 6. shows the impact of learning rate, batch size, and the number of attention heads on the accuracy of the
proposed FL-GAT framework. According to the results of the experiment, the best overall performance was achieved
using a learning rate of 0.01, a batch size of 32, and 8 attention heads. The error bars indicate the standard deviation
when performing the same experiments multiple times, thus showing that the performance of the proposed FL-GAT
framework is consistent across various combinations of hyperparameters.

F. Scalability Analysis

Fig. 7. illustrates the relationship between the training time per round and the number of active edge devices.
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Fig. 7. Scalability Analysis: Training Time vs. Number of Devices.

The observed near-linear scalability trend suggests that the proposed FL-GAT framework can support large-scale
IoT deployments under controlled benchmark conditions. It should also be considered a boon for smart cities, industrial
Internet of Things (IoT), and healthcare applications, which are critical for mass Internet-edge of Things (IoT)
deployments. Such scalability behaviour is in line with several recent studies on Internet of Things (IoT) FL
architectures [21,25].

G. Integrated Discussion of Findings

In summary, the experimental outcomes proved that FL-GAT demonstrates potential for improving privacy
preservation, scalability, and interpretability in benchmark IoT intrusion detection settings. FL-GAT leverages an
attention mechanism to learn rich graph-based dependencies without relying on spatial device relations, which is often
ignored in conventional FL-based IDS models [13,14,15], and to enhance decision interpretability. The improvements
achieved across different datasets and analysis points confirm that FL. augmented with graphs is a viable method for
secure distributed intelligence over IoT.

Volume 16 (2026), Issue 3 — Page 51



Federated Graph Attention Network for IoT Edge Anomaly Detection

H. Future Research Directions

Future extensions of this work may include:

Temporal GNN Integration: Capturing long-term interactions across time windows.

Lightweight Deployment: Applying model pruning and quantization for low-power loT devices.

Robust Aggregation: Strengthening defenses against poisoning and backdoor attacks [5].

Dynamic Graph Construction: Learning graph topology from streaming loT communication data.
Protocol-Aware Modeling: Tailoring FL-GAT for LoRaWAN, 5G-NR, NB-IoT, and multi-access edge
computing (MEC).

6G-Enabled Adaptive IoT Security: Investigating adaptive federated intrusion detection and resource-aware
edge intelligence for large-scale 6G-enabled IoT cyber-physical systems [23,24].

A

&

1. Limitations of the Proposed Framework

Although the proposed FL-GAT framework is promising, it has some shortcomings. First, the computational
overhead of the graph attention mechanism in resource-constrained edge devices is introduced by the extra computation
cost at the edge device. Second, the existing approach to graph construction is dependent on the similarity measures
used, which might not be well-suited to model highly dynamic communication behavior in real deployment
environments. Furthermore, the experimental assessment was performed on reference datasets under fixed settings in
simulation scenarios, which generally do not represent the real application situation of device mobility, interference in
the environment, communication instability, packet loss, dynamic topology changes, and diverse network traffic
patterns. Moreover, practical IoT-edge deployments may be affected by environmental variability such as wireless
signal fluctuations, physical obstructions, sensor noise, changing network density, and unstable communication
conditions that were not explicitly modeled in the present experimental setup. Furthermore, the existing evaluation does
not explicitly model dense multi-device communication interference, concurrent edge-device contention, or large-scale
user mobility behavior under highly congested real-world IoT network conditions. Future studies will focus on adaptive
graph building, lightweight model optimization, and deployment testing in real-world large-scale loT-edge systems.
Furthermore, the existing framework presumes stable federated communications and synchronized participation of edge
devices, whereas real-world IoT deployments can face hardware heterogeneity, intermittent device participation, noisy
sensor measurements, intermittent connectivity, and network latency, which can negatively impact model convergence
and detection robustness.

6. Conclusion

This study proposed FL-GAT, a federated graph attention framework for real-time anomaly detection in IoT-edge
environments based on a federated graph attention mechanism. By combining decentralized training and graph-based
relational modeling, combined with attention-mediated interpretability, we make a significant contribution to addressing
the challenges in privacy, scalability, and transparency. The experimental results of FL-GAT on benchmark IoT
security datasets demonstrate a competitive overall performance over centralized and federated baseline models for
similar experimental settings.

The application of attention coefficients increases trustworthiness by demonstrating the interactions behind
anomaly classification; furthermore, these enhance FL-GAT for mission-critical Internet of Things (IoT) applications
(e.g., healthcare, industrial automation, and smart cities). Future research directions include adding temporal
information based on lightweight model optimization and stronger defenses against powerful adversarial attacks.
Overall, the findings suggest that integrating federated learning with graph attention mechanisms can provide an
effective and privacy-preserving solution for anomaly detection in benchmark IoT-edge environments, while further
validation under real-world deployment conditions remains necessary.
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