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Abstract: Traumatic injuries in emergency response scenarios require rapid and reliable assessment methods capable of 

supporting medical prioritisation and efficient resource management. This paper presents a multispectral edge deep 

learning system designed for early injury detection, assistance prioritisation, and financial-resource decision support in 

emergency response environments. The proposed approach integrates RGB, thermal, near-infrared (NIR), depth, and 

contextual information within an edge-based analytical framework that combines multispectral data fusion, adaptive 

attention-based weighting of sensor modalities, convolutional neural networks for feature extraction and lesion 

segmentation, severity classification, triage index estimation, and resource allocation optimisation. The developed 

mathematical model describes the interaction among sensory processing, local inference, decision-making, and 

feedback-based model updating, and system stability is analysed using a Lyapunov-based approach under specified 

modelling assumptions. The system was evaluated on a simulated dataset containing N = 1000 multispectral 

observations, including 150 test samples for final performance assessment. The obtained results demonstrated 
promising performance on simulated data, achieving Accuracy = 0.912 ± 0.015, Recallcrit = 0.941 ± 0.021, Precisioncrit 

= 0.876 ± 0.024, and F1-score = 0.908 ± 0.018. The average edge inference delay was 425 ms, satisfying the considered 

real-time processing threshold of 500 ms. Compared with the baseline emergency response scenario without 

multispectral edge-based decision support, the proposed approach reduced triage decision errors by 18.6% and 

unproductive resource utilisation costs by 16.4%. The contribution of this research is the formulation of an integrated 

multispectral edge deep learning framework that combines injury detection, automated triage assessment, resource 

optimisation, and financial risk considerations within a unified decision-support architecture. The results indicate the 

potential of the proposed approach to improve emergency response processes. However, further validation on real-

world clinical and operational datasets is required to confirm its practical applicability. 
 

Index Terms: Multispectral System, Edge Computing, Deep Learning, Lesion Detection, Triage, Emergency Response, 

Financial Security, Resource Optimisation, Simulated Dataset, Stability Analysis. 

 

1. Introduction  

Traumatic injuries remain a key cause of premature mortality, disability and overload of emergency response 

systems. According to the World Health Organisation [1], injuries and violent injuries cause approximately 4.4 million 

deaths worldwide each year, accounting for almost 8% of all deaths (Fig. 1). In addition, they are responsible for 

approximately 10% of years of life lived with disability. The situation is particularly critical among young age groups, 

as three out of five leading causes of death for people aged 5…29 years are related to injuries. 

 

 

Fig. 1. Global burden of traumatic injuries. 

A separate risk group comprises road accidents, mass incidents, industrial accidents, combat, and artificial injuries, 

in which the timing of the victim’s condition’s initial detection directly affects the medical triage outcome. It is noted 

that the World Health Organisation estimates the annual number of deaths from road accidents at approximately 1.19 

million people, while another 20…50 million people receive non-fatal injuries, some of which lead to long-term 

disability or death (Fig. 2) [2].  
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Fig. 2. Road traffic injuries and the need for rapid primary detection. 

In such conditions, traditional visual assessment of the victim’s condition, especially in limited visibility, staff 

shortages, or a large number of victims, does not provide sufficient speed, objectivity, or reproducibility of decisions. It 

is worth noting that a promising direction for solving this problem is the development of a multispectral, edge-based 

deep learning system that integrates visible, infrared, thermal, and other sensory channels to enable early detection of 

signs of human damage. In particular, the study [3] demonstrates the potential of multispectral computer vision for real-

time bleeding detection, in particular through the combination of thermal, near-infrared, or depth images, as well as the 
use of deep learning models for the analysis of complex visual patterns (Fig. 3). Therefore, transferring calculations to 

the edge level is of fundamental importance, as processing data directly at the source reduces latency, dependence on 

network connectivity, and the risk of transmitting sensitive medical information to cloud infrastructure [4]. 

 

 

Fig. 3. Detection performance of multispectral edge deep learning. 

The problem outlined here has not only a medical dimension but also financial and security dimensions. According 

to the World Bank, the total economic losses from road traffic deaths and injuries in low- and middle-income countries 

amount to approximately 2…6% of gross domestic product (GDP), which includes medical costs, lost productivity, 

property damage, and burden on public services (Fig. 4) [5].  

Therefore, the problem is to justify and develop such a multispectral edge deep learning system that provides early 

identification of critical injuries, supports prioritisation of care in time and resource shortage conditions, and reduces 

financial losses of emergency response systems through more accurate triage, more rational teams’ dispatch, and a 
reduction in the number of erroneous or late decisions. 

The contributions of this paper include: 

1. Proposing a multispectral edge deep learning architecture that integrates RGB, thermal, near-infrared (NIR), 

depth, and contextual information for early injury detection, automated assistance prioritisation, and resource-aware 

emergency response decision support. 
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2. Establishing a mathematical model of the developed system that formalises the processes of multispectral data 

synchronisation, quality assessment, adaptive feature fusion, injury severity estimation, triage index formation, resource 

allocation, and financial-risk optimisation within a unified framework. 

3. Developing a Lyapunov-based stability analysis approach for evaluating the dynamic behaviour of the proposed 

edge deep learning system under modelling assumptions related to sensor disturbances, inference errors, and decision-

making processes. 

4. Conducting an experimental evaluation on simulated multispectral data to analyse the system’s detection 

accuracy, inference latency, triage performance, and potential resource optimisation capabilities, while identifying 

directions for further validation using real-world emergency response datasets. 

5.  

 

Fig. 4. Top 5 causes of death (ages 5–29 years). 

2. Related Works  

Classic triage protocols, such as START, SALT, JumpSTART, and ESI, form the foundation of emergency 
response by prioritising care based on a limited set of clinical features. In particular, for START triage, the target time 

to assess a single casualty is less than 60 seconds, and decisions are based on criteria such as breathing, pulse, capillary 

refill, bleeding, and ability to follow commands [6]. As noted in [7], for a model incident with 100 casualties, even an 

ideal rate of 60 seconds per person translates into about 100 minutes of work for one triage worker or 25 minutes for 

four professionals, which is a critical time frame in the event of rapid deterioration of the condition of some people. 

These protocols’ main limitation is that they work with ―coarse‖ severity categories, and the accuracy in [7] varies: for 

example, for individual algorithms in the pediatric scenario, rates of correct decisions from 67.8% to 89.3% were 

recorded, and no algorithm combined maximum accuracy, speed, and consistency between specialists. 

Hospital and dispatch information systems improve the manageability of emergency response by enabling call 

registration, crew routing, time of arrival, electronic victim cards, and advanced notification to the emergency 

department. For example, ESI, CTAS, ATS, and Manchester Triage System operate as structured urgency scales, and 
Manchester Triage System uses 52 flowcharts based on patient complaints and severity discriminators. According to a 

model estimate [8], if it takes 90…120 seconds to enter primary data on one victim, then for 50 people the 

administrative workload is 75…100 minutes of operator time, not including re-clarification of the condition. Therefore, 

their disadvantage is that they do not form the primary sensory recognition of lesions at the scene, but only structure the 

data already entered by the person. 

Wearable sensor devices continuously monitor physiological parameters, including heart rate, SpO2, temperature, 

electrocardiogram (ECG), motor activity, and stress indicators. National Centre for Biotechnology Information (NCBI) 

materials [9] indicate that such devices can remotely monitor military personnel and first responders and support the 

assessment of heat stress, hypothermia, altitude sickness, fatigue, trauma, and sepsis. In a model configuration [9] for 

emergency response, a minimum set of five channels (HR, SpO₂, temperature, accelerometry, and ECG) can generate a 

risk index with updates every 5…10 seconds. The limitation is that wearables are only effective when the sensor is 

already attached to the person, is charged, maintains stable skin contact, and uses a compatible data format, whereas 
victims of a road accident or mass incident are most often without the appropriate equipment. 

RGB video analytics and computer vision algorithms are used to detect people, falls, immobility, body posture, 

movement, and victim crowding in the event area. Their features include low camera costs, easy scalability, and 
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compatibility with existing video surveillance infrastructure. For the model system, according to [10], an accuracy of 

78…82% can be assumed in a controlled daytime environment, but under conditions of low light, smoke, partial body 

overlap, or a complex background, this indicator can decrease to 55…65%. At the same time, studies on vision-based 

fall detection [11, 12] emphasise that these systems have significant potential but remain dependent on image quality, 

the availability of training data, and computing resources, as well as on robustness to real-world scenes with noise and 

overlap. 

Infrared and thermal imaging diagnostics focus on registering the body temperature profile, local thermal 

anomalies, and areas of hypothermia, overheating, or thermal imbalance. In medical thermography, normal body 

temperature typically ranges from 36.1 to 37.2 °C, and diagnostic equipment for medical measurements requires at least 

0.1 °C accuracy and thermal resolution [13]. According to a model estimate [14], the thermal imaging channel can 

increase the detection of physiologically unstable individuals from 78% for an RGB camera to 84…87% in the dark or 
with limited visibility. Therefore, the disadvantage is the high dependence of the results on air temperature, humidity, 

distance to the object, clothing material, viewing angle, and sensor calibration, which is why the thermal image does not 

always directly reflect the lesion’s severity. 

Multispectral systems combine RGB, near-infrared, thermal, depth (or NIR), and other channels; therefore, they 

analyse not only body shape but also temperature, spectral, and spatial features. The CVPR 2025 study [15] proposed a 

real-time bleeding detection system that integrates long-wave infrared and near-infrared imaging, applies deep learning 

to each modality, and matches detected zones across channels. According to [15], for the design system, it is advisable 

to take the model accuracy gain, in particular, RGB is 78%, thermal is 84%, depth is 86%, multispectral fusion is 

92…94%, provided that the sensors are correctly synchronised and a sufficient training set is available. But the 

disadvantages remain the higher equipment cost, a 3…5 times increase in data amount compared to RGB video, the 

need for channel calibration, and the risk of accuracy loss when transferring the model from a laboratory environment to 
a real event. 

Cloud-based AI and IoMT solutions use centralised servers to analyse data from sensors, cameras, and mobile 

devices, thereby offering advantages in scalable storage, model updates, and access to powerful GPU resources. At the 

same time, a review of Edge AI for the Internet of Medical Things highlights that cloud architectures in medical 

applications face latency, power consumption, bandwidth, and privacy risks, while edge computing brings analysis 

closer to the data source [16]. In model-based estimation [16, 17] for an emergency scene, cloud inference can incur 

250…400 ms per frame, with the additional risk of connectivity loss, whereas an edge device with an optimised model 

can reduce latency to 60…120 ms. The edge architecture’s limitations include shortages of CPU or GPU power, 

memory, energy, and thermal headroom, which require model compression, quantisation, frame-rate limiting, and 

careful selection of neural network architecture. 

It is worth noting that financial security and emergency response resource optimisation systems focus on reducing 
unproductive trips, hospital overload, misrouting, and overuse of expensive resources. According to the World Health 

Organisation [2], road traffic accidents cause about 1.19 million deaths and 20…50 million non-fatal injuries each year, 

and their cost for most countries is approximately 3% of GDP. The World Bank estimates economic losses from road 

traffic injuries and mortality at 2…6% of GDP for low- and middle-income countries, which directly links the quality of 

early response to the financial sustainability of government and insurance systems [5]. According to the model scenario 

[15], if a multispectral edge system reduces the false prioritization’s proportion by at least 15…20% and shortens the 

time for initial detection of critical conditions by 30…40%, it can reduce losses from irrational distribution of teams, 

repeated calls, and delayed hospitalization; however, current solutions still poorly integrate medical recognition, 

resource planning, and financial control into a single real-time system. 

Thus, the existing approaches’ systematisation (Table 1) shows that none of them, individually, provides 

simultaneous performance of three critical functions: early detection of human lesions, operational prioritisation of 

assistance, and reduction of financial losses in emergency response systems. That is why the development of a 
multispectral edge deep learning system is justified, as it combines multichannel sensor observations, local real-time 

data processing, and decision support to rationalise the use of medical and financial resources. 

Table 1. Review of existing research approaches. 

Existing approach Main methodological 

features 

Advantages Main limitations Need for the proposed 

multispectral edge system 

Classical emergency 

triage protocols 

(START, SALT, 

ESI) 

Rule-based assessment 

using physiological 

indicators and visual 

examination 

Fast decision-making and 

practical clinical usability 

Dependence on human 

expertise, limited 

objectivity; cannot perform 

automated lesion detection 

Automated sensor-based 

assessment and reduction 

of subjective decisions 

Hospital and dispatch 

information systems 

Digital registration, routing, 

hospital communication, 

and electronic patient 

records 

Improves organisational 

coordination 

Do not provide initial injury 

recognition at the incident 

location 

Integration of perception, 

diagnosis, and response 

coordination 

Wearable medical 

sensor systems 

Continuous monitoring of 

physiological parameters 

(HR, SpO2, ECG, 

temperature, movement) 

Provides real-time 

physiological information 

Require prior attachment, 

maintenance, and stable 

sensor contact 

Non-contact multispectral 

assessment without 

patient preparation 
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RGB-based computer 

vision systems 

CNN-based detection of 

people, posture, falls, and 

visible injuries 

Low-cost deployment using 

existing cameras 

Reduced reliability under 

darkness, smoke, occlusion, 

and complex environments 

A combination of visible 

and non-visible spectral 

channels 

Thermal imaging 

approaches 

Detection of temperature 

anomalies and 

physiological changes 

Effective in low-light 

conditions and complementary 

to RGB 

Sensitive to environment, 

distance, calibration, and 

external temperature 

Adaptive fusion of 

thermal information with 

other modalities 

Multimodal medical 

image fusion 

methods (2023–2025) 

Transformer, attention, 

cross-modal learning, 

invertible networks, PET–

MRI/MRI–CT fusion 

Improved feature representation 

and diagnostic accuracy 

through complementary 

information integration 

Mostly designed for offline 

medical imaging tasks; 

limited real-time 

deployment 

Real-time multispectral 

fusion with edge 

inference capability 

Multi-sensor and 

cross-modal learning 

approaches 

Learning shared and 

modality-specific 

representations between 

different sensors 

Better alignment and 

information transfer between 

modalities 

Require large datasets and 

controlled acquisition 

conditions 

Robust fusion of 

heterogeneous 

emergency-response 

sensors 

Cloud-based medical 

AI systems 

Centralised GPU-based 

inference and storage 

High computational capacity 

and scalable model updates 

Network dependency, 

latency, privacy risks 

Local edge decision-

making without critical 

cloud dependence 

Edge artificial 

intelligence medical 

systems 

Lightweight neural 

networks, model 

compression, efficient 

inference 

Reduced latency and improved 

autonomy 

Limited memory, energy, 

and computational 

resources 

Development of an 

optimised multispectral 

edge architecture 

Resource 

optimisation and 

decision-support 

systems 

Mathematical optimisation 

of teams, routes, and costs 

Improves allocation efficiency Usually disconnected from 

image-based injury 

recognition 

Unified model combining 

diagnosis, triage, 

logistics, and financial 

control 

According to Table 1, existing approaches to detecting human injuries and organising emergency response are 

functionally fragmented, since each of them solves only a separate part of the problem: 

 

 Classical triage protocols provide rapid clinical sorting but depend on the rescuer's subjective assessment. 

 Dispatch and hospital information systems structure call data, but do not form the initial sensory detection of 

injuries. 

 Wearable devices record physiological indicators, but require prior human equipment. 

 RGB video analytics is available but loses accuracy in darkness, smoke, body overlap or complex background 

conditions. 

 Thermal imaging diagnostics records temperature anomalies but depends on environmental parameters. 

 Cloud-based artificial intelligence solutions have significant computing capabilities but critically depend on 

stable communication, low transmission delays, and privacy protections. 

 

As a result, current solutions do not form a single technological circuit capable of combining multi-channel 

detection of signs of trauma, automated assessment of the condition’s criticality, prioritisation of care, and the rational 

distribution of medical and financial resources in real time at the incident scene. 

A multispectral edge deep learning system development is necessary precisely because it integrates visible, 

infrared, thermal, and spatial features into a single analysis model, reduces dependence on a single sensor channel, 

transfers calculations directly to the data source, reduces decision-making time, and increases the system’s resilience in 

unstable communication, staff shortages, and a large number of victims' conditions. Therefore, the proposed system 
should combine medical accuracy, response efficiency, and financial security, within which to carry out early detection 

of critical conditions, reduce the delayed hospitalisation risk, missorting, duplication of visits, and irrational use of 

expensive resources, and therefore form the basis for an effective, evidence-based, and economically sustainable 

emergency response model. 

It is worth noting that the proposed multispectral edge deep learning system's contribution to the studied area is an 

integrated approach to emergency response, in which early detection of human injuries is achieved by combining visible, 

infrared, thermal, and spatial features, without critical dependence on cloud infrastructure. Unlike fragmented solutions, 

such a system combines sensory diagnostics, automated prioritisation of assistance, and the financial and resource 

justification of decisions in a single technological circuit. The above deepens the scientific principles of edge-AI 

applications in emergency response systems and provides an applied basis for reducing response time, triage errors, and 

unproductive costs. 

3. Materials and Methods 

3.1. Development of a multispectral edge deep learning system’s architecture 

Based on the above, a block diagram of the architecture of a multispectral edge deep learning system (Fig. 5) is 

proposed as a single system that combines sensory detection, local intelligent processing, decision support, and 

financial and resource control. Its key feature is that the initial recognition of the injured person’s condition is not 

carried out using a single data source, but based on a combination of RGB images, a thermal imaging channel, NIR or 
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IR data, a depth or 3D sensor, and contextual information about time, geolocation, and the type of event. The proposed 

multichannel structure increases the completeness of the input data, as different sensory modalities capture 

complementary features, including visible injuries, temperature anomalies, the body's spatial position, scene features, 

and response context. 

The central element of the proposed system is the deep learning edge-analytical core, which performs sequential 

data processing without critical dependence on the cloud infrastructure. In the initial stage, synchronisation and merging 

of streams are necessary to coordinate heterogeneous sensor signals into a single spatiotemporal loop. Then, pre-

processing and quality control are performed, including noise removal, signal normalisation, frame-suitability checks, 

and screening for incomplete or distorted data. This unit’s peculiarity lies in preparing input information for further 

analysis, so that the deep learning model operates not on disparate sensor fragments but on a coordinated set of 

diagnostically significant features. 
To provide a formal description of the interfaces between architectural modules, each sensor stream is represented 

as a timestamped data packet containing the acquisition time, modality identifier, spatial resolution parameters, and raw 

or preprocessed measurements. The RGB, thermal, NIR, depth, and contextual channels generate asynchronous streams 

Xm(t), where the corresponding sensor frequency determines the temporal resolution of each channel. The 

synchronisation module converts these heterogeneous streams into a common temporal reference frame using 

timestamp alignment with a maximum allowable deviation of Δt ≤ 10 ms for high-priority emergency perception tasks. 

The temporal offset between modalities is estimated via correlation-based matching of modality-specific features, using 

characteristic patterns such as body contours, thermal peaks, depth discontinuities, and spectral responses as reference 

signals. The synchronisation and stream-merging interface produces a unified multispectral tensor representation with 

dimensions determined by the spatial resolution and the number of modalities   mH W C

syncX t R
 

 , where H and W 

represent the spatial dimensions after registration, and Cm denotes the number of aligned channels. Before entering the 
deep learning inference core, all modalities are transformed into a common numerical range using modality-specific 

normalisation procedures. RGB intensities are normalised to [0,1], thermal measurements are converted into calibrated 

temperature maps, NIR responses are scaled according to sensor dynamic range, and depth values are filtered using 

invalid-depth removal and spatial smoothing procedures. 

The preprocessing and quality control module implements a multi-criteria reliability assessment mechanism. The 

quality coefficient for each modality is calculated using noise estimation, blur detection, missing-pixel ratio, and object-

overlap analysis. Frames are considered diagnostically acceptable when the signal-to-noise ratio exceeds the predefined 

threshold, image sharpness remains above the minimum Laplacian variance level, and the percentage of invalid or 

missing measurements does not exceed 15%. If a modality fails the quality assessment procedure, the corresponding 

confidence weight is automatically reduced rather than completely removing the information source, allowing robust 

operation under partial sensor degradation. 

After quality validation, the interface between preprocessing and feature extraction modules transfers the aligned 
multispectral tensor to parallel modality-specific neural encoders. Each encoder generates a latent feature representation 

mh w d

mF R
 

 , where h and w correspond to the reduced spatial dimensions after convolutional processing and dm 

denotes the latent feature depth of modality m. The extracted representations are subsequently forwarded to the fusion 

module, where attention-based weighting determines each modality's contribution based on its diagnostic reliability and 

information content. 

The edge analytical core operates on an optimised inference pipeline comprising feature extraction, cross-modal 

fusion, lesion probability estimation, and decision generation. The interface between the neural inference module and 

the decision-support layer is implemented through a compact feature vector   Dz t R , where D represents the 

dimensionality of the fused feature space. This vector contains the encoded information required for injury localisation, 

severity estimation, triage classification, and subsequent resource optimisation. Communication between edge inference 

and decision-support modules is handled via a lightweight local protocol, avoiding the transmission of raw sensor data 
and reducing latency, bandwidth consumption, and privacy risks. 

The multispectral feature extraction unit serves as the basis for early detection of human lesions, since at this stage, 

parameters characterising the shape, temperature, spectral reflectance, spatial configuration of the body, and potential 

signs of physiological instability are extracted from different channels. Further application of the deep learning model 

aims to detect lesions and assess their severity, thereby moving the system from passive observation to automated 

interpretation of the victim’s condition. An important feature is a results-interpretation and plausibility-check unit, 

which reduces the risk of false positives, increases the solution's transparency, and provides a basis for using the results 

in responsible emergency-response scenarios. 

Local real-time processing is highlighted as a key architectural feature of the developed system. Moving inference 

to the edge reduces the delay between receiving sensor data and forming a decision, reduces dependence on unstable 

communication, and limits the transmission of sensitive information beyond the scene. It is particularly important for 
emergency response, where even a short delay in detecting a critical condition can lead to incorrect prioritisation of 

assistance, irrational involvement of teams, or time loss for the victim’s reassessment. 

The block diagram’s ―right unit‖ reflects the system’s functional result: decision support across four interrelated 
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areas, including early detection of human lesions, prioritisation of care, response coordination, and financial security. 

Early detection of human lesions provides the basis for further triage, while prioritisation of care translates the analysis 

results into triage categories: critical, high, medium, or low. Response coordination links the medical conclusion to 

practical actions, in particular the team, route, and hospital choice. The financial security block specifies the system’s 

economic dimension, since cost control and the prevention of irrational resource use are directly related to the initial 

detection and the accuracy of prioritisation. 

The block diagram’s ―lower outline‖ demonstrates the system’s integration with the organisational infrastructure of 

emergency response. The rescuer or dispatcher interface provides a practical presentation of the analysis results in a 

form suitable for operational use. The event log and decision audit form an evidentiary basis for further verification of 

the actions’ correctness and for the effectiveness analysis of the financial control response. Integration with EMS, a 

hospital, or a command centre creates a single information space between the incident, medical infrastructure, and the 
management-level scene. 

A special feature of the proposed multispectral edge deep learning system’s architecture is a feedback loop for the 

model’s ongoing training. It records the actual response, confirmed clinical data, prioritisation errors, time indicators, 

and the resource consequences of the decisions made. Thanks to this, the system is not limited to a single inference; it 

gradually accumulates verified information, thereby increasing the model’s robustness to various event conditions, 

lesion types, and sensory interference. The protected cloud storage is an auxiliary scheme; namely, it is used for 

analytics, archiving, and training procedures, but is not critical to the primary solution, which emphasises the autonomy 

and reliability of the edge component. 

Thus, the proposed multispectral edge deep learning system’s architecture reflects not only the technical sequence 

of data processing but also the comprehensive logic of a comprehensive emergency response system. Its scientific 

novelty lies in multispectral sensory analysis, local edge inference, automated triage assessment, response coordination, 
and the integration of financial and security controls within a single architecture, thereby eliminating the fragmentation 

of existing solutions and laying the foundation for an accurate, operational, and economically justified response to 

human-injury events. 

 

RGB camera

Thermal camera

NIR (IR) channel

Depth (3D) sensor

Contextual data (time, 

geolocation, event)

Multispectral data 

acquisition

Stream synchronization and merging

Preprocessing and quality control

Multispectral feature extraction

Result interpretation and validation

Deep learning model (lesion detection 

and severity assessment)

Edge-analytical deep 

learning engine

Local real-

time 

processing

Early detection of human injuries

Financial security (cost control, 

preventing irrational use of resources)

Prioritization of care (triage are critical, 

high, medium, low)

Response coordination (team, route, 

hospital)

Decision support

Rescuer and dispatcher 

interface

Feedback loop for model 

retraining
Event log and decision audit

Integration with EMS, 

hospital, command center

Secure cloud storage or analytics (not critical for the primary solution)
 

Fig. 5. Proposed block diagram of a multispectral edge deep learning system’s architecture 

3.2. Development of a multispectral edge deep learning system’s mathematical model 

It is assumed that the set of victims describes an emergency response event:  

 1 2, ,... ,nP p p p  (1) 

and each affected pi is observed through multiple sensory modalities: 

 , , , , ,M RGB TH NIR DEP CNT  (2) 

where RGB is the visible camera, TH is the thermal imaging channel, NIR is the near-infrared channel, DEP is the depth 

or 3D sensor, and CNT is the contextual data about time, geolocation, and event type. A data stream is generated for 

each sensor channel:  

    , ,
m

iX t m M  (3) 

where t is the time instant, and i is the index of the affected person. The total input information about the person’s state 

is given as a vectorised set of streams:  
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            , , , , .
RGB TH NIR DEP CNT

i i i i i iX t X X X X X  (4) 

The obtained multispectral representation serves as the initial input layer of the developed model and is further 

transformed through temporal and spatial alignment procedures to ensure consistency across heterogeneous sensor 

streams. 

Therefore, it is worth noting that the problem statement’s proposed peculiarity is that the human condition is not 

identified by a single image or physiological parameter but is described by a multidimensional sensory representation, 

in which each modality reflects a separate class of damage signs. 

Before submitting data to the edge-analytical core, it is necessary to synchronise the sensor streams, as different 
sensors have different frame rates, latencies, spatial positions, and viewing angles. It is assumed that ηm is the time shift 

of the m-th channel relative to the base RGB channel. Then the synchronised stream has the form: 

°  
      , , , ,

m m
i mm i m m mX t A X t K R T  %  (5) 

where Am(•) is the spatiotemporal alignment operator, Km is the matrix of internal sensor parameters, Rm and Tm are the 

rotation and displacement parameters relative to the base coordinate system. The temporal shift is estimated by 

minimising the discrepancy between the two channels’ features: 

       
2

2
1

arg min ,
T

m RGB
m i RGB i

t

X t X t


  


  %  (6) 

where ψm(•) is a function of the reference features’ pre-extraction, such as contours, temperature maxima, silhouette or 

key points of the body. It is worth emphasising the importance of this stage, since a synchronisation error can lead to 

temperature, spatial, and visual features being incorrectly associated with the same body area. 

After estimating the temporal and spatial correspondence between modalities, the synchronised data streams are 

transferred to the quality assessment module for reliability evaluation prior to further processing. 

It is advisable to assign a separate coefficient to each sensor channel’s quality, since the data can be distorted by 

noise, smoke, low light, body overlap, or frame loss. Therefore, for the m-th channel, a quality indicator is introduced: 

 

            1 2 3 4exp ,
m m m m m

i i i i iq t n b o d             (7) 

where 
 m

in  is the noise level, 
 m

ib  is the blur measure, 
 m

io  is the degree of overlap of the object, 
 m

id  is the calibration 

deviation, and α1, α2, α3, and α4 are the weighting factors of the defects’ influence. Since all components are included 

with a ―minus‖ sign, an increase in noise, blur, or overlap reduces the    m

iq t  value. The integral quality of 

multispectral observation is defined as: 

     , 1, 0.
m m

i m i m m

m M m M

Q q t  
 

      (8) 

The integrated quality coefficient provides adaptive control over the contribution of each modality, allowing the 

model to continue processing even when individual sensor channels exhibit distortion. 

Thus, the system does not reject the entire case due to damage to a single channel but instead reduces its 

contribution to the overall solution. After synchronisation and quality control, each channel is passed through its own 

feature extractor: 

    °  
  ; ,

mm
ii m mh t F X t   (9) 

where Fm(•) is the neural network unit for the corresponding modality, θm is this unit’s parameters, and     mm d

ih t  ¡  is 

the feature vector. The extracted modality-specific feature vectors represent the system's intermediate analytical layer 

and are subsequently combined into a unified multispectral feature space. For the RGB channel, these can be contours, 

color changes, blood stains, body posture, for the thermal channel these can be temperature anomalies, for the NIR (or 

IR) these can be spectral features of tissues or liquids, for the depth channel these can be body position, tilt, immobility, 

distance to the object, for the context these can be time, coordinates, event type, number of victims. The total feature 

space is formed through the fusion operator: 

                      , , , , .
RGB TH NIR DEP CNT

i i i i i iz t h t h t h t h t h t   (10) 

The fused feature representation serves as the basis for adaptive modality weighting, in which the attention 
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mechanism determines each sensory channel's contribution based on its diagnostic importance. 

It is worth noting that the most reasonable approach is not a simple vector combination but an adaptive weighting 

of channels based on their informativeness and quality. To this end, an attention mechanism between modalities is 

introduced. The assessment of the m-th channel’s importance is given as 

            T tanh ,
m m m

i h i q ie t W h t W q t b       (11) 

where Wh, Wq, v, and b are the model parameters.  

To explicitly define the attention mechanism used for adaptive weighting of multispectral modalities, feature 

interactions between sensor branches are implemented via a cross-modal self-attention procedure. For each modality m, 
the extracted feature representation is transformed into query, key, and value embeddings using learnable projection 

matrices. The query vector represents the current modality characteristics to be weighted, while the key and value 

vectors describe the available information content across all sensory channels. The attention similarity between the m-th 

modality and the n-th modality is calculated using the scaled dot-product operation. It allows the model to estimate the 

contribution of each modality based on the degree of correspondence between their latent feature representations. The 

obtained attention coefficients are normalised using the softmax function so that the total contribution of all modalities 

remains equal to one. The resulting attention-weighted representation is obtained by aggregating the value vectors of all 

modalities according to the calculated attention coefficients. In this way, the fusion process dynamically increases the 

influence of informative channels, such as a high-quality thermal signal in low-visibility conditions, while reducing the 

contribution of unreliable channels affected by noise, occlusion, calibration errors, or missing data. The attention 

mechanism can therefore be interpreted as a reliability-aware feature selection process, in which the contribution of 

each sensory branch is determined not only by its individual characteristics but also by its relationships with other 

available modalities. Thus, 
m m QQ F W  , 

m m KK F W  , 
m m VV F W  , 

T

softmax m n

mn

k

Q K
a

d

 
  

 
 

, µ

1

M

m mn n

n

F a V


  , 

where Qm, Km, and Vm are the query, key, and value representations of the m-th modality, dk is the dimensionality of the 

key space, amn is the attention coefficient between modalities, and µmF  is the updated feature representation following 

cross-modal interaction. 

The normalised channel contribution is defined as: 

   

    
    

exp
,

exp

m

im

i r

i

r M

e t
t

e t







 (12) 

It follows that: 

       1,0 1.
m m

i i

m M

t t 


    (13) 

Then the integrated vector of multispectral features takes the form: 

         ,m m

i i i

m M

z t t h t


   (14) 

which reflects the key feature of the developed system: a channel with high quality and high diagnostic informativeness 
receives greater weight, while a channel with noise or overlap receives less weight. 

The resulting weighted feature vector is then used as input to the lesion detection module, which performs spatial 

identification and severity analysis of potential injuries. 

The early lesion detection problem is presented as a binary segmentation and classification problem. For this aim, 

it is assumed that Ωi is the victim’s body region in the image, and u ∈ Ωi is a spatial element of this region. The 

probability of a lesion’s presence at the u-th point is defined as 

¶      , , ; ,i m i mM u t g z u t   (15) 

where ζ(•) is the sigmoid function, gM(•) is the segmentation submodel, and θM is its parameters. The potential lesion 

area is defined as: 

  ¶   , , ,
i

ii M

u

A u t M u t u


     (16) 

where εM is the segmentation threshold, Δu is the area of one spatial element, and I(•) is the indicator function. The 

temperature anomaly is defined as: 
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   
1

, ,
i

norm

i i i

ui

T t T u t T


   


  (17) 

where Ti(u, t) is the temperature at the u-th point, and norm

iT  is the normative or locally estimated base temperature. In 

this case, the complex local damage index is given as: 

           1 2 3 4 5 ,i i i i i iL t A t T t B t R t P t               (18) 

where Bi(t) is the bleeding or visible damage probability, Ri(t) is the immobility or pathological posture indicator, and 

Pi(t) is the spatial risk associated with falling, squeezing, or dangerous body position. 

The calculated local damage index provides an aggregated representation of detected injury indicators and serves 

as an intermediate parameter for the subsequent severity classification module. 

It is advisable to present the assessment of the condition’s severity as a multi-class problem. For this aim, it is 

assumed that the set of severity classes has the form: 

 0,1,2,3 ,C   (19) 

where ―0‖ is the absence of critical signs, ―1‖ is the low severity, ―2‖ is the medium severity, and ―3‖ is the critical 

condition. The softmax function determines the victim pi belonging to the c-th class: 

µ  
  

  

T

3
T

0

exp
.

exp

c i c

ic

r i r

r

a z t b
p t

a z t b


 


 
 

(20) 

The expected severity index is defined as: 

  µ  
3

0

.i ic

c

S t c p t


   (21) 

The normalised severity index is defined as: 

 
 

.
3

inorm

i

S t
S t   (22) 

The normalised severity assessment completes the diagnostic stage and enables the transition from injury detection 

to automated prioritisation of emergency assistance. 

If µ  3ip t  - increases, the critical class's contribution to the overall score increases, and the victim receives a higher 

response priority. To prioritise care, an integral triage index is introduced: 

  µ          1 2 3 4 53 ,norm norm risk

i i i i iiTI t p t S t L t U t C t               (23) 

where µ  3ip t  is the probability of a critical state,  norm

iS t  is the normalised severity,  norm

iL t  is the normalised 

damage index, Ui(t) is the model uncertainty, and  risk

iC t  is the event’s contextual risk. In this case, the coefficients γk 

must satisfy the condition: 

5

1

1, 0.k k

k

 


   (24) 

The solution’s uncertainty is determined through the class distribution’s entropy: 

 
 

µ   µ   
3

0

1
ln .

ln 4
i ic ic

c

U t p t p t


     (25) 

If the model makes a clear prediction, the entropy is low; if the classes have similar probabilities, the entropy 

increases. In emergency response systems, high uncertainty should not be ignored; it is therefore included in the triage 

index as a separate risk factor. A threshold rule determines the triage category: 
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 (26) 

where 0 < δ1 < δ2 < δ3 < 1. The triage category obtained represents the decision-making output of the medical 

assessment module and is subsequently incorporated into the resource allocation and optimisation processes. 

For example, for a model system, you can specify δ1 = 0.35, δ2 = 0.60, and δ3 = 0.80. Then a victim with TIi(t) = 

0.84 belongs to the critical category, and a victim with TIi(t) = 0.52 belongs to the medium or high borderline group, 

depending on the system’s clinical rules. A formalised triage index advantage is that the decision is based on a 

combination of sensory, probabilistic, and contextual features, rather than a single visual symptom. 

The model’s training is formalised as minimising the total loss function. For this aim, it is assumed that the true 

lesion mask Mi, the severity class yi, the triage category ri, and the actual financial and resource outcome Fi are known 

for the victim pi. Then the total loss function is given as: 

1 2 3 4 5 6 .total seg cls oss triage calc edge finL L L L L L L L                   (27) 

Segmentation loss can have a combined form of Dice and BCE: 
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
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        
 



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 (28) 

Classification loss is defined as: 

µ 
3

0

ln .cls ic ic

c

L y p


    (29) 

Since the severity is ordinal in nature, it is advisable to add ordinal loss: 

  $     $ 
3

1

ln 1 ln 1 ,ik ikoss i i

k

L y k o y k o


            (30) 

where $iko  is the probability that the severity is not lower than the k-th level. Therefore, the proposed Loss form (30) 

penalises not only the wrong class but also the wrong order of severity, which is fundamental for triage. 

The combined training objective ensures joint optimisation of detection accuracy, severity estimation, and triage 
reliability before applying edge-computing constraints. 

Constraints on latency, memory, power consumption, and computational complexity give the mathematical model 

its edge. The total latency of local inference is defined as: 

.edge cap sync prep feat fusion infer post               (31) 

For real-time operation, the following condition must be met: 

max .edge   (32) 

For example, if ηmax = 500 ms, and ηcap = 40 ms, ηsync = 35 ms, ηprep = 55 ms, ηfeat = 120 ms, ηfusion = 45 ms, ηinfer = 90 

ms, ηpost = 40 ms, then ηedge = 40 + 35 + 55 + 120 + 45 + 90 + 40 = 425 ms, which meets the real-time requirement. 

The penalty for violating edge constraints is given as: 

        
2 22

max 1 max 2 maxmax 0, max 0, max 0, ,edge edge model infL M M E E            (33) 

where Mmodel is the model memory size, Einf is the energy per inference, Mmax and Emax are the allowable limits. 

The edge constraint model links the neural network optimisation process with hardware limitations, ensuring that 

diagnostic decisions can be generated within real-time operational requirements. 

For comparison with the cloud scenario, the total latency of remote processing is given as 

. .cloud cap uplink queue cloud infer downlink post             

                                                         (34) 

Edge processing is prioritised if: 
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,edge cloud   (35) 

and: 

,fail fail

edge netP P  

     
    

     
    
  (36) 

where fail

edgeP  is the edge node failure probability, and fail

netP  is the probability of network unavailability or unacceptable 

delay. In critical scenarios, the autonomy condition is also appropriate: 

    ,i edge iDecision t f X t  (37) 

it is noted that   cloud if X t  - is used only for archival analytics and training. 

The local inference result is subsequently transferred to the response coordination module, where medical priorities 

are converted into practical allocation decisions. 

Thus, the given mathematical formulation formally reflects the position of the developed multispectral edge deep 

learning system’s architecture in its block diagram (Fig. 5). In particular, the initial solution is formed locally, and the 

cloud is not a critical link. 

The response coordination model is formalised as an optimal resource-allocation problem. For this purpose, it is 

assumed that 𝒜 = {a1, …, aJ} is the set of available teams, ℋ = {h1, …, hK} is the set of hospitals or reception points. A 

binary variable of the form is introduced: 

1,if thebrigade isassigned to the victim ,

0,otherwise.

j i

ij

a p
x


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

 (38) 

For hospitalisation, the binary variable has the form: 

1,if the victim is reffered to thehospital ,

0,otherwise.

i k

ik

p h
y


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

 (39) 

The time of the assistance onset for the victim pi is defined as: 

1

,
J
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i ij ij

j

T x T


   (40) 

where 
arr

ijT  is the time of arrival of the j-th brigade at the i-th victim. Delivery time to the hospital is defined as: 

1

.
K

hosp trans

i ik ik

k

T y T


   (41) 

Total time risk is defined as: 

 
1

,
N

help hosp

T i i i

i

R T T


    (42) 

where the triage index determines the weight coefficient: 

1 .i iTI     (43) 

It is noted that critical victims receive a larger coefficient ωi, so their expectations impose a larger penalty on the 

objective function. The general response optimisation problem has the form: 

,
1 1 1

min ,
ij ik

N J K
arr trans

i ij ij ik ik C res O over
x y

i j k
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          
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    (44) 

under the conditions: 

 
1 1 1 1

1, 1,..., ; 1, 1,..., ; , 1,..., ; , 1,..., ; , 0,1 ,
J J N N

ij ik ij j ik k ij ik

j j i i

x i N y i N x Cap j J y Bed k K x y
   

             (45) 

where Cres is the cost of resource mobilisation, Cover is the hospital or team overload penalty, Capj is the team's capacity 
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or operational resources, and Bedk is the hospital’s available admission capacity. Thus, the proposed model links 

medical prioritisation to the actual distribution of teams, routes, and hospital capacity. The resource allocation solution 

connects the predicted victim state with available emergency capacities, forming the basis for cost-aware response 

optimisation. 

The system’s financial security is described in terms of expected losses from mis-triage, delays, re-admissions, 

over-resourcement, and hospital overload. For a victim pi, the expected cost of the decision is given as: 

  .disp trans hosp delay err

i i i i i iC C C C C C       (46) 

The cost of error is defined as: 

µ   µ   3 31 ,err

i FN i FP ii iC p C Triage Critical p C Triage Critical            (47) 

where CFN is the loss from underestimating the critical state, and CFP is the loss from falsely overestimating the priority. 
Since underestimating the critical state is much more dangerous for emergency response, usually 

,FN FPC C  (48) 

which means the model should be more sensitive to critical states, even if this sometimes increases the number of false 

alarms. 
The threshold rule for the critical response can be derived by comparing the expected losses of two actions: A1 is to 

give critical priority, and A0 is not to give critical priority. It is assumed that µ
3ip p . Then the expected losses for the 

critical priority are: 

 1 1 ,U FPC A C p C        (49) 

where CU is the additional cost of engaging an urgent resource. For non-critical priority: 

0 .FNC A p C      (50) 

Critical priority is selected if: 

 1 .U FP FNC p C p C      (51) 

Let’s solve the inequality: 

,U FP FP FNC C p C p C      
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(52) 

Therefore, the optimal financially justified critical response threshold is defined as: 

* .U FP

FN FP

C C
p

C C





 (53) 

If CFN increases, the denominator increases and the threshold p∗ decreases, which mathematically justifies a lower 
threshold for critical response in high cost of missed severe injury conditions. 

The general function of the system’s financial and resource security is as follows: 

 
1

.
N

disp trans hosp delay err audit model infra

total i i i i i

i

C C C C C C C C C


         (54) 

The financial security optimisation problem has the form: 

  min ,totalC  (55) 

under the conditions: 

max min min; ; ; ,edge crit crit totalAcc Acc Recall R C B      (56) 

where B is the available response budget, Acccrit is the accuracy of the critical category, and Recallcrit is the 

completeness of critical condition detection. In emergency response systems, it is particularly important to control 

Recallcrit, since missing a critical condition incurs higher medical and financial costs than erroneously overestimating 
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the priority. 

The financial optimisation module completes the decision-making cycle by evaluating the economic consequences 

of response strategies and minimising unnecessary resource expenditure. 

To audit decisions, an event log is entered: 

        µ       
1

, , , , , , , , , ,
N

m

i i i i i ij ik i iic
i

J X t q t z t p t TI t Triage t x y C Outcome


  (57) 

which records not only the final solution but also all intermediate values that contributed to its formation, and is 

important for checking the system’s operation, financial control, error analysis, and further model training. 

The feedback loop is formalised through updates to the training sample. It is assumed that after the event, 

confirmed clinical data have been obtained: 

 * * * * * *, , , , .i i i i i iY M y r Outcome C  (58) 

Then the updated dataset looks like: 

  *

1 1
, .

N

t t i i i
D D X t Y 

   (59) 

The model parameters are updated according to the gradient descent rule: 

  1

1 ,t

t t total t new

t

D
L D L

D
    



  
       

  
 (60) 

where η is the learning rate, κ is the significance coefficient of new confirmed cases. The updated parameters 

obtained from confirmed cases provide a feedback mechanism that allows the system to adapt to new operational 

conditions and improve future inference accuracy. To control for changes in the distribution of events, a drift indicator 

is used: 

        
2

.
new traint X D X D KL new trainDrift z X z X D P Y P Y         : :  (61) 

If: 

,t critDrift    (62) 

then, the system enters recalibration or retraining mode, which corresponds to the scheme’s ―lower block‖ (Fig. 5), 
where the actual response results are fed back to the edge-analytical core to increase the model’s stability. 

Thus, the general mathematical model of the developed multispectral edge system is presented as a multi-criteria 

optimisation problem of the form: 

 ∗  ∗  ∗        
     

(      ( )     ∑     

 

   

     [      ])  (63) 

under the conditions: 

max min min min; ; ; ; ;edge crit crit triage totalAcc Acc Recall R Precision P C B       

 
1 1

, 0,1 ; 1; 1,
J K

ij ik ij ik

j k

x y x y
 

     
(64) 

and combines four levels, including multispectral sensor surveillance, edge-inference deep learning, triage prioritisation, 

and financial and resource optimisation. Thus, the final optimisation formulation integrates all previously defined 

modules into a unified mathematical framework that describes the complete operational cycle of the multispectral edge 

deep learning system. Its scientific significance lies in the fact that early detection of human lesions is considered not an 

isolated computer vision task but part of a complex decision-making system, where recognition quality directly affects 

the timing of assistance, team distribution, hospital routing, decision audit, and the financial security of emergency 
response. 

3.3. Proving the developed multispectral edge deep learning system’s mathematical model’s stability using the 

Lyapunov method 

It is assumed that the developed multispectral edge system operates in discrete inference cycles k = 0, 1, 2, …, 

where each cycle corresponds to sensor data acquisition, their fusion, assessment of the human condition, formation of 

the triage index, selection of a resource solution, and updating of service information. It is advisable to assess stability 
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not for a single image but for the system’s dynamics relative to the desired equilibrium state. Such an equilibrium state 

is a situation in which the multispectral feature error, the severity assessment error, the triage index error, the resource 

allocation error, the financial assessment error, and the model parameters error are all equal to zero. We denote the 

system error vector as: 

              col , , , , , ,z s T r Ce k e k e k e k e k e k e k  (65) 

where ez(k) = z(k) – z*(k) is the error of the integrated vector of multispectral features, es(k) = S(k) – S*(k) is the error in 

assessing the condition’s severity, eT(k) = TI(k) – TI*(k) is the triage index error, er(k) = r(k) – r*(k) is the resource 

decision error, where r(k) generalizes the crew, route, and hospital assignment, eC(k) = C(k) – C*(k) is the error in 

financial and resource assessment, eθ(k) = θ(k) – θ* is the error of the deep learning model’s parameters. The desired 

equilibrium state of the system is e* = 0, which means that the system correctly synchronises sensor data, stably 

generates signs, correctly assesses severity, does not change the triage class without a valid reason, optimally allocates 

resources, and does not accumulate financial or resource errors. 

The errors’ dynamics after linearization in the vicinity of the equilibrium can be represented as: 

     1 ,e k A e k d k     (66) 

where A is the closed-loop system dynamics matrix, d(k) is a limited disturbance vector due to sensor noise, incomplete 

scene coverage, calibration inaccuracy, discrete resource decisions, and processing delays. For the structure shown in 

Fig. 5, matrix A has a block-lower triangular form: 

0 0 0 0

0 0 0

0 0
,

0 0 0 0

0 0 0

0 0 0 0 0

z z

Sz s s

Tz Ts T T

rT r

CT cR C

A B

B A B

B B A B
A

B A

B B A

A









 
 
 
 

  
 
 
 
 
 

 (67) 

which reflects the system’s causal logic: sensory errors affect features; features affect severity assessment; severity 

assessment affects triage; triage affects resource allocation; and resource decisions affect financial assessment.  

The system dynamics matrix A is obtained through the linearisation of the nonlinear state-transition model of the 

developed multispectral edge deep learning system in the vicinity of the desired equilibrium state. Unlike a predefined 

empirical matrix, A is derived from the internal relationships among the system's main functional components, including 

multispectral feature extraction, feature fusion, injury severity assessment, triage decision formation, resource allocation,  

financial optimisation, and model adaptation. 

The complete system state is defined as a set of variables describing the current condition of all major 

computational and decision-making modules. These variables include the fused multispectral feature representation, the 

estimated injury severity level, the integral triage index, the current resource allocation state, the financial-resource 
assessment state, and the parameters of the deep learning model. The evolution of this state is determined by the 

interaction between sensor information processing, neural network inference, emergency response decisions, and 

feedback-based model updating. 

The original system behaviour is nonlinear due to deep learning transformations, adaptive attention mechanisms, 

threshold-based triage decisions, and optimisation procedures. Therefore, the local dynamics around the equilibrium 

point are approximated by applying a first-order Taylor expansion of the nonlinear transition function. As a result, the 

deviations of the current system state from the desired equilibrium state can be described by a linearised closed-loop 

model. 

The elements of the matrix A are determined as partial sensitivity coefficients of the closed-loop system dynamics 

with respect to each state variable at the equilibrium point. In physical terms, each element characterises how a small 

variation in one subsystem affects the future state of another subsystem during the operation of the multispectral edge 

system. 
The structure of matrix A reflects the internal coupling between different functional levels of the proposed 

architecture. The blocks associated with multispectral features describe how sensor fusion accuracy and feature stability 

influence subsequent analytical processes. The blocks related to injury severity and triage estimation represent the 

dependence of emergency decisions on the quality of detected medical indicators. The resource-allocation blocks 

describe how changes in victim priority influence the distribution of medical teams, routes, and hospital capacity. The 

financial-management blocks characterise the impact of diagnostic and operational decisions on expected resource 

losses. Finally, the blocks associated with model parameters describe how feedback-based adaptation influences the 

future behaviour of the deep learning component. 

The disturbance component represents external factors that cannot be fully controlled by the system, including 
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sensor noise, incomplete scene observation, calibration errors, communication disturbances, and uncertainty in 

emergency conditions. These disturbances affect the system dynamics but do not define its intrinsic stability properties. 

The model parameters eθ(k) affect the sensory, classification, and triage parts, and the retraining loop corrects them 

in subsequent cycles. To prove stability, we will use a discrete Lyapunov function of quadratic type: 

      T ,V e k e k P e k    (68) 

where: 

T 0.P P   (69) 

Since P is a positive definite matrix, there exist positive eigenvalues λmin(P) and λmax(P) for which the inequality 

holds: 

          
2 2

min max .P e k V e k P e k      (70) 

Therefore, the function V(e(k)) is positive definite, and its decrease means a decrease in all components of the 

system error. For the undisturbed case, when d(k) = 0, the dynamics looks like: 

   1 .e k A e k    (71) 

Then the Lyapunov function’s increment is equal to: 

     1 .V V e k V e k     (72) 

Let’s substitute e(k + 1) = A · e(k): 

         
T

T .V A e k P A e k e k P e k          (73) 

From here: 

       T T T ,V e k A P A e k e k P e k          

     T T .V e k A P A P e k        
(74) 

If the matrix A is a Schur matrix, that is, all its eigenvalues lie inside the unit circle, ρ(A) < 1, then for any positive 
definite matrix: 

T 0.Q Q   (75) 

there is a unique positive definite matrix T 0P P   that satisfies the discrete Lyapunov equation: 

T .A P A P Q      (76) 

Then: 

   T .V e k Q e k      (77) 

Since Q > 0, we have: 

       
2T

min .e k Q e k Q e k     (78) 

Therefore, 

 

     
2

min 0, 0,V Q e k e k       (79) 

which proves the asymptotic stability of the equilibrium e* = 0 for the unperturbed model. 

It is necessary to justify why the matrix A can be considered a Schur matrix. Since the matrix A has a block-lower 

triangular structure, its eigenvalues are determined by the diagonal blocks’ eigenvalues: 

             .z s T r CA A A A A A A             (80) 

Therefore, it is sufficient that the conditions are met: 
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           1, 1, 1, 1, 1, 1.z s T r CA A A A A A            (81) 

The Az unit is responsible for the multispectral fusion’s stability. Let each feature extractor be Lipschitzian: 

   1 2 1 2 .m m mF X F X L X X    (82) 

The integrated feature vector has the form: 

       ,m

m

m M

z k k h k


   (83) 

where: 

   0, 1.m m

m M

k k 


   (84) 

Then, for two close states: 

              .
m m

m m

m M m M

z k k h k k h k 
 

       (85) 

Taking into account the Lipschitz nature of the extractors: 

        .
m

m m

m M

z k k L X k


     (86) 

If, after pre-processing and quality control, the sensory deviation decreases with a coefficient κX < 1, i.e., 

       1 ,
m m

XX k X k      (87) 

then, for the integrated vector, we obtain: 

   1 .z X m m z

m M

e k L e k 


 
     

 
  (88) 

Let us denote: 

.z X m m

m M

a L 


 
   

 
  (89) 

If 0 < az < 1, then: 

   1 ,z z ze k a e k    (90) 

and the multispectral fusion unit is compressive. 

The severity assessment unit, according to (20), is described by a softmax model: 

µ  
  

  

T

3
T

0

exp
.

exp

c c

c

r r

r

a z k b
p k

a z k b


 


 
 

(91) 

Expected severity is defined as: 

  µ  
3

0

.c

c

S k c p k


   (92) 

Since softmax is Lipschitzian on a bounded set of inputs, there exists a constant Lsm > 0 such that: 

µ    .smp k L W z k      (93) 

Then: 

   µ   µ 
3

1
0

3 .s c

c

e k c p k p k


      (94) 
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Therefore, 

    ,s s ze k K e k   (95) 

where: 

3 .s smK L W    (96) 

In the presence of severity assessment smoothing: 

      $ 1 1 ,0 1,s s sS k S k S k           (97) 

the error has the form: 

      $ 1 1 .s s s se k e k S k        (98) 

From here: 

       1 1 .s s s s s ze k e k K e k         (99) 

Because 0 < 1 – αs < 1, the internal dynamics of the severity assessment are stable, and the ez(k) influence is 

limited. 
The triage index, according to (23), has the form: 

  µ          1 2 3 4 53 ,norm norm riskTI k p k S k L k U k C k               (100) 

where: 

5

1

0, 1.j j

j

 


   (101) 

The triage index error is defined as: 

   .Te k TI k   (102) 

Then: 

  µ          1 2 3 4 53 .norm norm risk

Te k p k S k L k U k C k                    (103) 

For Lipschitzianity of all components: 

      .T T z se k K e k e k    (104) 

If the system uses a triage index time filter: 

       1 1 ,0 1,T T TTI k TI k TI k           (105) 

then, the smoothed triage error satisfies the inequality: 

          1 1 .T T T T T z se k e k K e k e k          (106) 

Therefore, the intrinsic dynamics of the triage unit have a coefficient: 

1 , 1.T T T      (107) 

For a categorical decision, it is important to consider thresholds 0 < δ1 < δ2 < δ3 < 1. The triage category is robust 

to small deviations if the triage index does not lie on the threshold boundary. Let us introduce a margin to the nearest 
threshold: 

        1 2 3min , , .m k TI k TI k TI k       (108) 

If: 
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 
 

,
2

T

m k
e k   (109) 

then, the perturbation does not change the triage category, meaning that not only the numerical index but also the 

discrete solution itself is stable under a non-zero margin from the thresholds. 
The resource unit is given as a projected gradient step problem: 

        1 , ,r rr k r k J r k TI k
        (110) 

where    is the projection onto the admissible set of resource solutions, J is the response loss function, and ηr is the 
optimisation step. If J is strongly convex with respect to r in the vicinity of the optimum: 

 2 , ,r rr rI J r TI L I   p p  (111) 

and: 

2
0 ,r

rL
   (112) 

then, for the resource error, the following holds: 

     1 ,r r r r rT Te k e k L e k        (113) 

where: 

 max 1 , 1 1.r r r r rL          (114) 

Projection does not increase the distance between two points: 

    ,u v u v      (115) 

therefore, the resource unit remains stable provided that ηr is chosen correctly, and the triage error’s effect is included as 

a limited disturbance. 

A recurrent cost estimate describes the financial unit: 

      µ     1 1 , ,0 1.C C CC k C k C TI k r k           (116) 

Then: 

      µ      µ      * *1 1 , , .C C C Ce k e k C TI k r k C TI k r k         (117) 

For Lipschitz financial function: 

µ  µ     * *, , .CT T Cr rC TI r C TI r L e k L e k      (118) 

Because 0 < 1 – αC < 1, the financial and resource assessment does not accumulate unlimited error if the triage and 

resource errors are limited. 
The gradient update rule describes the model retraining contour according to (60): 

      1 .totalk k L k         (119) 

Then: 

     * ,totalL k H k        (120) 

where: 

.I H L I    p p  (121) 

Therefore, 

        * * *1 1 ,e k k k H k                   (122) 
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     1 .e k I H e k         

If: 

2
0 ,

L




   (123) 

then: 

     max 1 , 1 1.A I H L                     (124) 

Therefore, the model’s parametric error decreases in the vicinity of a stable local minimum. For the entire system, 

we have ρ(A) < 1. Therefore, there exists P > 0 for which TA P A P Q     , Q > 0. Hence, for the undisturbed case: 

       
2T

min .V e k Q e k Q e k        (125) 

Also: 

      
2

max .V e k P e k   (126) 

Therefore, 

 
  
 

2

max

.
V e k

e k
P

  (127) 

Substitute this into the inequality for ΔV: 

       
  
 

min

max

1 .
V e k

V e k V e k Q
P




      (128) 

Therefore, 

  
 

 
  min

max

1 1 .
Q

V e k V e k
P





 
     

 
 (129) 

Let us denote: 

 

 
min

max

1 .
Q

q
P




   (130) 

Because 0 < q < 1, then: 

     0 .kV e k q V e   (131) 

Given the limits for V: 

       
2 2

min max 0 .kP e k q P e      (132) 

From here: 

 
 

 
 max 2

min

0 ,
kP

e k q e
P




    (133) 

which demonstrates the developed model’s exponential stability in the vicinity of the equilibrium. 

In a real system, we need to account for the perturbation d(k). Then: 

     1 .e k A e k d k     (134) 

The Lyapunov function at the next moment: 



Lyapunov-Stable Multispectral Edge Deep Learning for Critical Injury Triage and Resource Optimisation in Emergency Response 

Volume 18 (2026), Issue 5 – Page 147 

            
T

1 .V e k A e k d k P A e k d k         (135) 

Let’s open the brackets: 

              T T T T T1 2 .V e k e k A P A e k e k A P d k d k P d k               (136) 

Then: 

             T T T T T2 .V e k A P A P e k e k A P d k d k P d k                (137) 

Because TA P A P Q     , we have: 

           T T T T2 .V e k Q e k e k A P d k d k P d k             (138) 

Let’s evaluate the components: 

       
2T

min .e k Q e k Q e k      (139) 

The second component: 

       T T T2 2 .e k A P d k A P e k d k          (140) 

The third component: 

       
2T

max .d k P d k P d k     (141) 

Therefore, 

           
2 2T

min max2 .V Q e k A P e k d k P d k            (142) 

Let’s use Young’s inequality: 

2 21
2 .a b a b


       (143) 

It is accepted that: 

   
 minT, , .

2

Q
a e k b A P d k


      (144) 

Then: 

   
 

 
 

 

2
T

2 2minT

min

2
2 .

2

A PQ
A P e k d k e k d k

Q





 
         (145) 

Let’s substitute: 

 
 

 
   

2
T

2 2min

max

min

2
.

2

A PQ
V e k P d k

Q






  
       
 
 

 (146) 

If the disturbance is limited: 

  ,d k d  (147) 

Then: 

 
 

 
 

2
T

22min

max

min

2
.

2

A PQ
V e k P d

Q






  
       
 
 

 (148) 

Let us denote: 
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 
 

2
T

max

min

2
.

A P
P

Q
 



 
   (149) 

Then: 

 
 

22min
.

2

Q
V e k d


       (150) 

The Lyapunov function decreases if: 

 
 

22min
.

2

Q
e k d


    (151) 

From here: 

 
 

22

min

2
,e k d

Q






   (152) 

that is, the system is practically stable according to Lyapunov, i.e., in the presence of limited sensor, computational and 

resource disturbances, the error does not grow indefinitely but enters the limiting region 

 min

2
: .d e e d

Q





  
    

  

 (153) 

If the sensors’ quality increases, calibration improves, and sampling errors of resource allocation decrease, then 

 ̅   , and Ωd → {0}, and practical stability becomes asymptotic. 
For a nonlinear model that more accurately reflects the operation of a neural network, we write the dynamics as 

        1 ,e k A e k e k d k      (154) 

where θ(e(k)) is the nonlinear residue after linearization. In the vicinity of the equilibrium for the smooth model, 

    
2

.e k l e k    (155) 

In the undisturbed case: 

      1 .e k A e k e k     (156) 

Then: 

   
T T .V A e P A e e P e             (157) 

Let’s open the brackets: 

 T T T T T2 .V e A P A P e e A P P                  (158) 

Taking into account the Lyapunov equation: 

T T T T2 .V e Q e e A P P                (159) 

Let’s evaluate: 

3T T T T2 2 2 .e A P A P e A P l e                (160) 

Also: 

   
2 4T 2

max max .P P P l e            (161) 

Therefore, 

   
2 3 4T 2

min max2 .V Q e A P l e P l e              (162) 
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Let’s take out 
2

e : 

    2 2T 2

min max2 .V e Q A P l e P l e              (163) 

If there exists a radius r > 0 for which: 

 
 minT 2 2

max2 ,
2

Q
A P l r P l r


         (164) 

then for all e r  we have: 

  2min
0,

2

Q
V e


     (165) 

which proves the local asymptotic stability of the nonlinear multispectral edge model in the vicinity of the equilibrium. 

Thus, the Lyapunov method has proven that the developed multispectral edge deep learning system is stable under 
the following conditions: 

 

 Multispectral fusion is compressive. 

 The severity estimation block and triage index are Lipschitzian. 

 Temporal smoothing is performed with coefficients 0 < αs, αT, αC < 1. 

 Resource optimisation has a strongly convex local objective function and a step size of: 2
0 r

rL
  . 

 The retraining loop operates in the vicinity of a locally stable minimum with a step size of: 2
0

L




  . 

 External disturbances are limited. 

In the absence of disturbances, the system error exponentially approaches zero according to (133). In the presence 

of limited disturbances, the system remains practically stable, and its error remains within the region specified by (153). 

Thus, the model’s stability is confirmed by the Lyapunov function’s decay, which mathematically substantiates the 

architecture’s ability to maintain controlled dynamics in assessment, triage, resource allocation, and financial security 

even under conditions of sensory noise, partial uncertainty, and edge-computing limitations (Fig. 6). 

Accordingly, Fig. 6a shows an exponential decay of the norm of the error vector, in particular, without 

perturbations: ‖ ( )‖ decreases from approximately 5 ⋅ 10−1 to 10−6 in 100 iterations. In the limited perturbations’ 
presence, the error does not go to zero but stabilises at a level of about 10−3, which confirms the system’s practical 

stability. In contrast, according to Fig. 6b, the Lyapunov function V(k) monotonically decreases from a level of about 

100…101 to 10−6 in the unperturbed case, which corresponds to the condition ΔV < 0. With limited perturbations, V(k) 

decreases to a constant value of about 10−2, i.e., the system does not lose stability but enters the permissible error 

boundary. According to Fig. 6c, all eigenvalues of the matrix A are located inside the unit circle: |λ| = 1, which is the 

key condition for a discrete system’s stability. The most distant points have a modulus of approximately 0.75…0.85, so 

the spectral radius ρ(A) < 1, and therefore the system matrix is a Schur matrix. Fig. 6d shows that the error components 

ez(k), es(k), eT(k), er(k), eC(k) and eθ(k) decrease from an initial level of about 10−1 to 100 to a range of 10−3 to 10−6. The 

parametric error eθ(k) decreases the fastest, while the feature error ez(k) decreases more slowly, which is logical given 

this unit’s dependence on the quality of the sensor streams. Fig. 6e shows that the smallest error at the 50th iteration is 

achieved at medium step values, approximately in the range 10−2. Too small steps of about 10−4 slow convergence, and 

large steps of about 100 increase the error to 10−2…10−1, which confirms the need to choose ηr, ηθ and αT in the stable 

region. In Fig. 6f, the green zone shows the stability region, where the condition 2
r

rL
   is satisfied. For small values of 

ηr, for example, 0.1…0.4, the system remains in the stable region even with a relatively high value of the strong-
convexity parameter μr, whereas for ηr ≈ 0.8…1.0 the permissible region narrows sharply. Fig. 6g confirms the directly 

proportional relationship between the perturbation limit d  and the system’s constant error. In particular, at d  ≈ 10−6, 

the residual error is about 10
−6

, and at d  ≈ 10
−1

, it increases to 10
−2

…10
–1

, which is consistent with the obtained 

estimate of the practical stability region Ωd, where the region’s radius increases with the magnitude of the external 

disturbances. According to Fig. 6h, the triage index TI(k) starts at approximately 1.0 and then stabilises at about 0.6. 

Since the boundaries are set to δ1 ≈ 0.25, δ2 ≈ 0.5, δ3 ≈ 0.75, and δ3 ≈ 0.75, the system first classifies the state as critical, 

then moves to a stable zone between medium and high priority levels without chaotic fluctuations. According to Fig. 6i, 

the financial-resource assessment’s error without disturbances decreases from approximately 3 × 10−2 to 10−5, which 

indicates the financial security unit’s convergence. In the presence of disturbances, eC(k) stabilises at about 7 × 10−4, i.e., 

the financial subsystem maintains a manageable error and does not accumulate uncontrolled losses.  
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(a) (b) (c) 

 

   
(d) (e) (f) 

 

   
(g) (h) (i) 

Fig. 6. Results of determining a multispectral edge deep learning system’s model stability: (a) Dynamics of the error vector norm ‖ ( )‖; (b) 

Dynamics of the Lyapunov function V(k); (c) Eigenvalues of the system matrix A; (d) Dynamics of error components; (e) Dynamics of the influence 

of step sizes on the convergence rate; (f) Stability region for step size ηr; (g) Dynamics of the standard error at different levels of perturbations; (h) 

Triage index TI(k) and thresholds; (i) Resource cost estimation error eC(k). 

3.4. Parameters and hyperparameters of a multispectral edge deep learning system 

Tables 2–6 present the systematised parameters and hyperparameters of the developed multispectral edge deep 
learning system, organised by its main functional units, i.e., sensor data collection, neural network analysis, edge 

computing, stability assessment, and resource and financial optimisation. According to the architecture (Fig. 5), the 

proposed values reflect the consistency among the multispectral input data quality, lesion detection accuracy, local 

inference speed, stability of error dynamics, and the economic feasibility of the decisions made. 

Table 2. Parameters and hyperparameters of the developed multispectral edge deep learning system. 

System unit Parameter, 

hyperparameter 

Designation Suggested 

value 

Short comment 

RGB channel Frame resolution RRGB 1280 × 720 Sufficient detail for visible injuries and body posture 

Thermal channel Frame resolution RTH 640 × 480 Compromise between temperature map accuracy and edge loading 

NIR (IR) channel Frame resolution RNIR 640 × 480 Used for the spectral features of tissues and fluids 

Depth (3D) sensor Scene depth Dmax up to 15 m Assess body position, fall, distance, and spatial risk 

All sensors Refresh rate f 20…30 FPS Provides real-time suitability without excessive loading 

Stream 

synchronization 

Maximum time offset ηm ≤ 50 ms A larger offset degrades the correctness of channel merging 

Quality control Minimum allowable 

quality index 

qmin 0.6 Lower quality channels receive reduced weight in the model 

Modality fusion Channel weights λm Σλm = 1 The attention mechanism assigns weights based on quality and 

informativeness. 

RGB contribution Base channel weight λRGB 0.2…0.3 Important for detecting visible injuries and posture 

Thermal 

contribution 

Base channel weight λTH 0.2…0.25 Enhances detection of temperature anomalies 

NIR (IR) contribution Base channel weight λNIR 0.15…0.2 Increases informativeness in low light 

Depth contribution Base channel weight λDEP 0.15…0.2 Important for assessing falls, immobility, and body posture 

Context contribution Base channel weight λCNT 0.05…0.1 Refines risk by time, geolocation, and event type 
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Table 3. Parameters and hyperparameters of the developed multispectral edge deep learning system. 

Model unit Parameter, 

hyperparameter 

Designation Suggested 

value 

Short comment 

RGB feature 

extractor 

Feature vector size dRGB 256 Describes shape, colour, contours, pose, and visible damage 

Thermal feature 

extractor 

Feature vector size dTH 128 Records temperature anomalies and thermal profile 

NIR (IR) feature 

extractor 

Feature vector size dNIR 128 Represents spectral differences in tissues and fluids 

Depth feature 

extractor 

Feature vector size dDEP 128 Describes the spatial configuration of the body 

Context block Context vector size dCNT 32 Contains time, coordinates, event type, and number of victims 

Integrated vector Size after fusion dz 512 A generalised multispectral representation of the human 

condition 

Lesion segmentation Mask threshold εM 0.5 Pixels with a probability greater than 0.50 are included in the 

affected area. 

Triage index Lower threshold δ1 0.35 Border between low and medium priority 

Triage index Average threshold δ2 0.6 Border between medium and high priority 

Triage index Critical threshold δ3 0.8 Threshold for critical response 

Uncertainty Maximum entropy Umax 1.0 Normalised entropy of the prediction by 4 classes 

Critical state 

probability 

Minimum for the 

critical signal 
 ̂     ≥ 0.75 Value activates a high level of system attention 

Lesion index Component weights β1...β5 0.15…0.3 Considers the damage, temperature, bleeding, pose, and scene risk area 

Table 4. Parameters and hyperparameters of the developed multispectral edge deep learning system. 

Training and 

optimization 

Parameter, 

hyperparameter 

Designation Suggested 

value 

Short comment 

Optimizer Type – AdamW Robust for deep models with weight regularisation 

Initial learning rate Learning rate ηθ 1 ∙ 10
–4

 Complies with the condition of stable parameter update 

Minimum learning rate Lower LR bound ηmin 1 ∙ 10
–6

 Used in the final stages of pre-training 

Batch size Batch size B 16 Suitable for edge-oriented training and validation 

Number of epochs Epochs E 80…120 Sufficient to stabilise the loss function 

Dropout Cutoff probability pdrop 0.2 Reduces the risk of overfitting 

Weight decay Weight regularization λwd 1 ∙ 10
–4

 Limits the excessive growth of parameters 

Segmentation loss Dice and BCE weight ηseg 1.0 Basic component for lesion localisation 

Classification loss Severe loss of weight ηcls 0.8 Responsible for determining the severity class 

Ordinal loss Ordinal error weight ηord 0.4 Penalises incorrect severity order 

Triage loss Triage error weight ηtriage 0.7 Enhances the relevance of medical prioritisation 

Calibration loss Calibration weight ηcal 0.2 Reduces the gap between the probability of prediction and actual 

accuracy 

Edge loss Computational penalty 

weight 

ηedge 0.3 Controls latency, memory and energy consumption 

Financial loss Financial penalty weight ηfin 0.50 Accounts for losses from false triage and irrational resource use 

Table 5. Parameters and hyperparameters of the developed multispectral edge deep learning system. 

Edge computing and 

resilience 

Parameter, 

hyperparameter 

Designation Suggested 

value 

Short comment 

Maximum inference 

delay 

Edge latency limit ηmax 500 ms Upper limit for real-time operation 

Actual model delay Edge latency ηedge 425 ms Value below critical limit 

Frame capture delay Capture latency ηcap 40 ms Initial stage of the processing cycle 

Synchronization delay Sync latency ηsync 35 ms Sensor stream matching 

Preprocessing delay Preprocessing latency ηprep 55 ms Noise filtering and normalisation 

Feature extraction delay Feature latency ηfeat 120 ms Most resource-intensive block 

Fusion block delay Fusion latency ηfusion 45 ms Combining multispectral features 

Inference delay Inference latency ηinfer 90 ms Classification and triage model operation 

Postprocessing delay Postprocessing latency ηpost 40 ms Formation of the solution category 

Model memory Model size Mmodel 180…250 MB Suitable for edge GPU (NPU) 

Inference energy 

consumption 

Energy per inference Einf 2.5…4.0 J Device autonomy control 

Spectral radius Stability radius ρ(A) 0.85 A value less than 1 confirms discrete stability 

Minimum Lyapunov 

decay 

Lyapunov decrease ΔV < 0 In the undisturbed case, the function decreases monotonically 

Perturbation limit Disturbance bound  ̅ 1 ∙ 10
–3

 Forms a practical stability region 

Residual error Steady-state error ‖ ‖   1 ∙ 10
–3

 Expected error level in the presence of disturbances 
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Table 6. Parameters and hyperparameters of the developed multispectral edge deep learning system. 

Resource and 

financial unit 

Parameter, 

hyperparameter 

Designation Suggested 

value 

Short comment 

Response time weight Time penalty λT 0.40 Strengthens the priority of the ambulance 

Financial cost weight Cost penalty λC 0.35 Limits the unproductive use of resources 

Overload weight Overload penalty λO 0.25 Takes into account the load on the teams and hospitals 

False negative cost Missed a critical case CFN 100 cond. unit The highest penalty is due to the risk of missing a critical 

condition 

False positive cost Over-prioritization CFP 20 cond. unit Smaller penalty for excessive priority increase 

Incremental cost of 

urgent resource 

Urgent resource cost CU 15 cond. unit Takes into account the involvement of a specialised team 

Financially justified 

threshold 

Critical probability 

threshold 

p* 
0.292 With a high cost of missing a critical case, the threshold is 

lowered 

Minimum 

completeness of 

critical cases 

Critical recall Rmin 0.92 Priority is not to miss a critical condition 

Minimum triage 

accuracy 

Triage precision Pmin 0.85 Limits the number of false priorities 

Targeted reduction 

in detection time 

Detection time 

reduction 

– 30…40% Expected effect of local edge processing 

Targeted reduction 

in false prioritisation 

Triage error reduction – 15…20% Expected effect of multispectral fusion 

 

Therefore, the proposed parameters and hyperparameters form a balanced system configuration in which the sensor 

layer provides multi-channel data; the neural network part is responsible for lesion detection and severity assessment; 
the edge layer supports real-time processing. The financial and resource block is aimed at loss control and rationality of 

decisions (Fig. 7). The most critical stability conditions are ρ(A) < 1, ηedge < ηmax, 
2

L




  , as well as a sufficiently high 

Recallcrit indicator, since missing a critical condition incurs the greatest medical, organisational, and financial costs for 

the emergency response system. 

 

   
(a) (b) (c) 

   
(d) (e) (f) 

Fig. 7. Hyperparameter optimisation results: (a) Learning rate optimisation; (b) Batch size optimisation; (c) Dropout rate optimisation; (d) Weight 

decay optimisation; (e) Dynamics of the training and validation loss; (f) Hyperparameter search heatmap. 

According to the proposed parameters and hyperparameters (Tables 2–6), Fig. 7a shows that the minimum 

validation loss is achieved at a learning rate of 1 × 10−4, with a loss of approximately 0.43. When the learning rate is 

reduced to 1 × 10−6, the loss increases to about 1.61, and when it is increased to 1 ⋅ 10−2, it increases to about 1.55, 

indicating slow convergence in the first case and unstable weight updates in the second. According to Fig. 7b, the 

highest validation F1-score is observed at a batch size of 16, with the indicator reaching approximately 0.93. At batch 
sizes of 44 and 64, the F1-score decreases to 0.78 and 0.76, respectively, indicating insufficient gradient stability with 

too small a batch and deterioration in generalisation with too large a batch. As shown in Fig. 7c, the optimal dropout 

rate is 0.20, at which the validation accuracy reaches approximately 0.94. At a zero-dropout value, accuracy decreases 

to about 0.86 due to the risk of overfitting, and at a dropout value of 0.50, it decreases to 0.86, indicating excessive 

clipping of neural connections and the loss of informative features. Fig. 7d shows the minimum validation loss at a 
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weight decay of 1 × 10−4, with a loss of approximately 0.44. With overly weak regularisation (1 × 10−6), the loss 

increases to 0.92, and with excessive regularisation (1 × 10−2), it increases to 0.95, which confirms the need for 

moderate restriction of model weights. According to Fig. 7e, training loss decreases from approximately 1.1 to 0.06, and 

the validation loss decreases from 1.25 to a minimum level of about 0.18 at the 95…100th epoch. After that, the 

validation loss starts to increase slightly to 0.23…0.25, so early stopping around the 100th epoch is justified to prevent 

overtraining. The heat map (Fig. 7f) shows that the best combination of learning rate and batch size is 1 × 10−4 and 16, 

respectively, yielding a validation F1-score of 0.93. The worst results are observed with a learning rate of 1 × 10−3 and a 

batch size of 64, where the F1-score decreases to 0.68, confirming the instability of overly aggressive model updating at 

large batch sizes. 

3.5. Calculation of computational costs of a multispectral edge deep learning system 

To calculate the computational costs of the developed multispectral edge deep learning system, the following 
initial assumptions are made: 5 data channels, 25 FPS frequency, real-time edge processing, target delay no more than 

ηmax = 500 ms, integrated feature vector dz = 512, RGB resolution 1280×720, thermal, NIR, and depth are 640×480. 

The number of multiplication-addition operations determines the computational cost of one convolutional layer: 

2 ,conv out out out h w inFLOPS H W C K K C        (166) 

where Hout, Wout are the height and width of the original feature map, Cout is the number of output channels, Kh, Kw are 

the convolution kernel size, Cin is the number of input channels. The multiplier 2 accounts for multiplication and 

addition. For a fully connected layer: 

2 ,fc in outFLOPS N N    (167) 

where Nin and Nout are the number of input and output neurons, respectively. 

The expression gives the total computational cost of feature extraction for all sensor channels: 

,feat m

m M

FLOPS FLOPS


   (168) 

where FLOPsm is the cost of a separate feature extractor for the m-th channel. For the developed system: 

.feat RGB TH NIR DEP CNTFLOPS FLOPS FLOPS FLOPS FLOPS FLOPS      (169) 

If accepted FLOPsRGB = 18.5 GFLOPs, FLOPsTH = 7.2 GFLOPs, FLOPsNIR = 6.8 GFLOPs, FLOPsDEP = 

5.6 GFLOPs, FLOPsCNT = 0.1 GFLOPs, then FLOPsfeat = 18.5 + 7.2 + 6.8 + 5.6 + 0.1 = 38.2 GFLOPs. 
The computational cost of the attention-fusion block for modality fusion is given as: 

22 2 ,fusion z zFLOPS M d M d       (170) 

where M = 5 is the number of modalities, dz = 512 is the integrated feature vector size. Then FLOPsfusion = 2 ⋅ 5 ⋅ 5122 + 

2 ⋅ 5 ⋅ 512 = 2626560. In terms of GFLOPs: FLOPsfusion = 0.0026 GFLOPs. 

For the classification and triage part of the model, the calculations include an assessment of severity classes, triage 

index, uncertainty, and financial and resource risk: 

.decision cls triage risk finFLOPS FLOPS FLOPS FLOPS FLOPS     (171) 

If accepted FLOPscls = 0.08 GFLOPs, FLOPstriage = 0.02 GFLOPs, FLOPsrisk = 0.04 GFLOPs, FLOPsfin = 

0.03 GFLOPs, FLOPsdecision = 0.08 + 0.02 + 0.04 + 0.03 = 0.17 GFLOPs. 

The total computational complexity of one inference cycle is: 

.total prep feat fusion seg decision postFLOPS FLOPS FLOPS FLOPS FLOPS FLOPS FLOPS       (172) 

If accepted: FLOPsprep = 1.4 GFLOPs, FLOPsfeat = 38.2 GFLOPs, FLOPsfusion = 0.0026 GFLOPs, FLOPsseg = 

6.5 GFLOPs, FLOPsdecision = 0.17 GFLOPs, FLOPspost = 0.3 GFLOPs, then FLOPstotal = 1.4 + 38.2 + 0.0026 + 6.5 + 

0.17 + 0.3 = 46.5726 GFLOPs ≈ 46.6 GFLOPs for one full cycle of multispectral inference. 

To check a system’s suitability for edge processing, the required performance indicator is used: 

,total

req

edge

FLOPS
P


  (173) 

where ηedge is the actual inference delay. If FLOPstotal = 46.6 GFLOPs, ηedge = 0.425 seconds, then 
46.6

109.65
0.425

reqP    

GFLOPs/s. Therefore, for stable system operation, the edge device must provide approximately Preq = 110 GFLOPs/s. 

If using edge GPU (NPU) with performance Pedge = 1.2 TFLOPs = 1200 GFLOPs/s, then the productivity reserve 
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coefficient is: 

1200
10.94,

109.65

edge

P

req

P
K

P
    (174) 

which means that the computational margin is approximately 10.9 times the minimum requirement. 

The model’s memory is determined by the number of parameters and the accuracy of their representation. 

,model paramM N b   (175) 

where Nparam is the number of parameters, b is the number of bytes per parameter. For FP32 b = 4 bytes. Suppose the 

model has Nparam = 52 ⋅ 106, then 32FP

modelM  = 52 ⋅ 106 ⋅ 4 = 208 ⋅ 106 bytes ≈ 208 MB. For INT8 quantisation, b = 1 byte, 

then 8INT

modelM  = 52 ⋅ 106 ⋅ 1 = 52 MB, that is, quantisation reduces the model memory by 
208

4
52

MK    times. 

The RAM during inference consists of model memory, activations, sensor stream buffers, and service structures: 

.RAM model act buf sysM M M M M     (176) 

For FP32 configuration MRAM = 208 + 620 + 180 + 220 = 1228 MB ≈ 1.23 GB. For INT8/FP16-optimized edge 

configuration: opt

RAMM  = 52 + 310 + 160 + 180 = 702 MB ≈ 0.70 GB. Therefore, the optimised configuration requires 

less than 1 GB of RAM per active inference thread. 

The expression determines the sensor data throughput: 

,m m m m m mB H W C b f      (177) 

where Hm, Wm are the resolution, Cm is the number of channels, bm is the bytes per element, and fm is the frame rate. For 

the RGB channel BRGB = 1280 ⋅ 720 ⋅ 3 ⋅ 1 ⋅ 25 = 69120000 bytes/s ≈ 69.1 MB/s. For a thermal channel with one 

channel and a 16-bit value, BTH = 640 ⋅ 480 ⋅ 1 ⋅ 2 ⋅ 25 = 15360000 bytes/s ≈ 15.4 MB/s. For NIR BNIR = 640 ⋅ 480 ⋅ 1 ⋅ 
2 ⋅ 25 = 15.4 MB/s. For depth BDEP = 640 ⋅ 480 ⋅ 1 ⋅ 2 ⋅ 25 = 15.4 MB/s. Total stream Btotal = 69.1 + 15.4 + 15.4 + 15.4 = 

115.3 MB/s. Taking into account service metadata and contextual data real

totalB  = 120 MB/s. 

The energy cost of one inference is defined as:  

,unf device edgeE P    (178) 

where Pdevice is the average power of the edge device. If Pdevice = 8.5 W, ηedge = 0.425 seconds, then Einf = 8.5 × 0.425 = 

3.61 J. 

For 25 cycles per second, the theoretical power consumption without optimisation would be excessive, so in a real 

system, it is advisable to run full multispectral inference according to event logic, for example, 2…5 times per second 

for one object, and light detectors at a frequency of 25 FPS. If full inference is performed 5 times per second, the energy 

per second is Esec = 5 × 3.61 = 18.05 J/s = 18.05 W, which falls within the range of a portable or automotive edge 

device but requires energy optimisation for autonomous scenarios. 
Thus, the calculation (Table 7) shows that the main computational costs of the developed multispectral edge 

system are concentrated in the feature extraction and lesion segmentation blocks, which together form more than 95% 

of the total inference complexity. The total cost of one cycle is approximately 46.6 GFLOPs, and the required edge 

device performance is about 110 GFLOPs/s, which is achievable with modern compact GPU (NPU) solutions that 

deliver more than 1 TFLOP. The optimised INT8 configuration reduces the model's memory from 208 MB to 52 MB 

and the total RAM usage to approximately 0.70 GB, confirming the proposed architecture’s suitability for local 

inference in emergency response systems. Table 8 presents a model implementation of the developed multispectral edge 

deep learning system on a modern microprocessor edge unit. 

Table 7. Results of determining computational costs. 

Component, indicator Value Short comment 

RGB feature extractor 18.5 GFLOPs The most expensive channel due to high resolution 1280×720 

Thermal feature extractor 7.2 GFLOPs Lower cost than RGB, but critical for temperature anomalies 

NIR (IR) feature extractor 6.8 GFLOPs Moderate complexity, important for low light and spectral features 

Depth (3D) feature extractor 5.6 GFLOPs Estimates pose, fall, distance and spatial risk 

Context encoder 0.1 GFLOPs Low cost due to compact context vector 

Preprocessing block 1.4 GFLOPs Noise filtering, normalisation, scaling and quality control 

Multispectral fusion 0.0026 GFLOPs Attention-fusion almost does not increase the overall complexity 

Injury segmentation 6.5 GFLOPs Expensive block due to pixel localisation of lesions 

Classification and triage 0.17 GFLOPs Low complexity compared to feature extraction 

Postprocessing 0.3 GFLOPs Triage category formation, decision filtering, and report preparation 

Total inference cost 46.6 GFLOPs Full cost of one multispectral cycle 
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Target edge latency 500 ms Maximum allowable delay for real-time 

Estimated edge latency 425 ms System fits into the allowable limit with a margin of 75 ms 

Required performance 109.65 GFLOPs/s Minimum edge device performance 

Available edge performance 1.2 TFLOPs Typical level of compact GPU (NPU) 

Performance reserve 10.94× Computational margin for parallel tasks and peak loads 

Model parameters 52 ∙ 10
6 

Moderate complexity for the multispectral model 

Model memory FP32 208 MB Baseline version without quantisation 

Model memory INT8 52 MB Quantised version is 4 times more compact 

RAM usage FP32 1.23 GB Suitable for mid-range edge devices 

RAM usage optimised 0.70 GB Optimised mode for mobile edge node 

RGB data bandwidth 69.1 MB/s Main contribution to the data stream 

Thermal bandwidth 15.4 MB/s Moderate data bus load 

NIR bandwidth 15.4 MB/s Similar load to the thermal channel 

Depth bandwidth 15.4 MB/s Important channel for spatial analysis 

Total sensor bandwidth 115.3 MB/s Excluding service metadata 

Real data bandwidth ≈120 MB/s Considering context, timestamps and buffering 

Energy per inference 3.61 J Cost of one full inference cycle 

Average device power 8.5 W Model average for edge accelerator 

Full inference frequency 5 Hz Rational mode for full analysis without overload 

Energy per second 18.05 W Requires energy optimisation for autonomous scenarios 

Table 8. Results of the developed multispectral edge deep learning system’s implementation on a modern microprocessor edge unit. 

Implementation 

component 

Value Functional aim Short comment 

Compute unit type Edge AI 

microprocessor 

(SoC) 

Local multispectral data processing Computations are performed on-site, with minimal reliance on 

the cloud. 

Number of CPU 

cores 

8 cores Flow control, synchronisation, 

decision logic 

4 productive cores handle main tasks, 4 energy-efficient ones 

handle service processes 

CPU clock speed 2.2…2.8 GHz General system processing Enough for preprocessing, data routing, and system health 

monitoring 

AI accelerator 

(NPU) 

1.2 TOPS Neural network inference The main workload of classification, segmentation, and fusion is 

shifted from the CPU to the NPU. 

GPU block 512 CUDA 

(shader cores) 

Parallel image processing Used for frame filtering, scaling, segmentation, and visual 

analytics 

RAM 8 GB LPDDR5 Buffer, activation and service 

structure storage 

The optimised model requires about 0.70 GB, so the memory 

margin is more than 10 times. 

Memory 

bandwidth 

50 GB/s Frame and intermediate tensor transfer Enough for a stream of about 120 MB/s from sensors and 

internal operations with features 

Persistent memory 128 GB NVMe 

(eMMC) 

Model, log and local cache storage Event logs, triage results, and data fragments can be stored 

locally 

Model format INT8 / FP16 

mixed precision 

Inference acceleration Quantisation reduces the model size from 208 MB to 52 MB 

Number of model 

parameters 

52 million Neural network complexity The model remains compact enough for edge execution 

Model size after 

optimisation 

52 MB NPU (GPU) inference loading Compact size reduces startup latency and RAM load 

Total 

computational 

cost 

46.6 

GFLOPs/cycle 

Full multispectral inference The main costs are the RGB extractor, thermal/NIR/depth 

extractors, and segmentation. 

Minimum 

required 

performance 

110 GFLOPs/s 425 ms inference execution Values well below the available performance of a modern edge 

accelerator 

Computational 

margin 

10.9× Resistance to peak loads Headroom is required for the parallel processing of multiple 

victims or additional analytics. 

Full inference rate 5 Hz Full human state assessment Full analysis is performed 5 times per second, while the light 

detector runs more frequently. 

Light detector rate 25 FPS Human detection and scene control Pre-detection works constantly, and full analysis is activated 

event-based 

Total sensor flow ≈120 MB/s RGB, thermal, NIR, depth, context Memory and bus bandwidth are sufficient for continuous data 

reception 

Frame capture 

latency 

40 ms Sensory data acquisition Forms the initial stage of the edge processing cycle 

Synchronization 

latency 

35 ms RGB, thermal, NIR and depth 

matching 

Reduces the risk of false matching of features between channels 

Preprocessing 

latency 

55 ms Normalisation, filtering, quality 

control 

Increases the model’s resistance to noise, smoke, blurring and 

overlaps 

Feature extraction 

latency 

120 ms CNN (feature extractors operation) The most resource-intensive stage of inference 

Fusion block 

latency 

45 ms Attention-modality fusion Determines the weight of each sensor channel according to its 

quality 

Classification and 90 ms Severity and priority assessment Forms the probability of a critical condition and a triage index 
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triage latency 

Postprocessing 

latency 

40 ms Decision and report generation Generates a priority category, a short conclusion and a log entry 

Total edge cycle 

latency 

425 ms Full cycle processing Value less than the target limit ηmax = 500 ms 

Device power 

consumption 

8.5…18 W CPU, GPU, NPU and sensor work The lower limit corresponds to a single object, and the upper 

limit corresponds to active full analysis. 

Energy per 

inference 

3.61 J Cost of one full cycle Suitable for automotive, portable or stationary edge nodes 

Operating 

temperature 

–10…+50 
o
C Field use A passive or combined cooling system is required 

Network mode Offline-first 

with secure 

sync 

Autonomy and reporting The initial solution is formed locally, and the cloud is used for 

archiving and retraining. 

Data protection AES-256 with 

TLS 1.3 

Confidentiality of medical data Local logs and transmission to the command centre must be 

protected 

Operation 

reliability 

99.2% uptime Continuity of response The value accounts for power redundancy, watchdog processes, 

and local caching. 

Number of 

simultaneous 

objects 

3…5 victims Parallel scene assessment With more people, the system switches to the priority processing 

queue. 

System start time 12…18 seconds OS, model and sensor loading After starting, the model is kept in memory to reduce latency 

 

Therefore, implementation on a modern edge microprocessor is technically feasible, provided that a multi-core 
CPU, an AI accelerator, sufficient memory bandwidth, and INT8/FP16 model optimisation are used. With a total 

computational complexity of 46.6 GFLOPs and a latency of 425 ms, the system meets the real-time limit ηedge < ηmax, 

and a computational headroom of approximately 10.9× provides reserve for parallel processing, logging, financial and 

resource analytics, and integration with an EMS or command centre. The current latency evaluation represents 

software-based edge simulation. Hardware deployment should specify the target edge platform, including processor 

model, available RAM, accelerator type, and operating environment. 

3.6. Test implementation of the developed multispectral edge deep learning system in the MATLAB R2023b software 

environment 

The developed multispectral edge deep learning system’s test implementation in Matlab R2023b (Fig. 8) is formed 

as a sequential computational circuit that reproduces the main elements of the proposed architecture, such as 

multispectral data reception, stream synchronisation, preprocessing, feature extraction, modality fusion, lesion severity 

classification, triage index formation, and financial and resource risk assessment. In the MATLAB R2023b environment, 
the ―Image Datastore‖, ―Pixel Label Datastore‖, and ―Combined Datastore‖ blocks are used at the input level and 

provide a structured representation of RGB, thermal, NIR (IR), and depth data, along with labelled lesion masks and 

severity classes. The proposed data organisation assumes that the test system should work not with isolated images but 

with coordinated sets of sensor channels, in which each victim has a common temporal and spatial description. 

 
Data input

Image Datastore

Pixel Label Datastore

Combined Datastore

timetable

Prepocessing and

synchronisation

imresize

im2single

imadjust

medfilt2

affine2d / imwarp

imbinarize

regionprops

RGB 

branch
imageInputLayer convolution2dLayer

batchNormalizationL

ayer
reluLayer

Thermal 

branch
imageInputLayer convolution2dLayer

batchNormalizationL

ayer
reluLayer

NIR (IR) 

branch
imageInputLayer convolution2dLayer

batchNormalizationL

ayer
reluLayer

Depth 

branch
imageInputLayer convolution2dLayer

batchNormalizationL

ayer
reluLayer

Multispectral deep learning branches

(Deep Learning Toolbox)

depthConcatenationLayer

fullyConnectedLayer

softmaxLayer pixelClassificat

ionLayer

classificationLayer

Severity 

classification

Injury 

segmentation

Feature fusion 

and outputs

MATLAB Function

(Triage index, critical 

probability, financial risk)

Decision support

Priority level

Resource decision

Event log

Edge execution

analyzeNetwork

predict

MATLAB Coder

GPU Coder

Stability analysis

eig

dlyap

norm

plot / semilogy

Training

augmentedImageDatastore

minibatchqueue

trainingOptions

trainNetwork

maxPooling2dLayer

maxPooling2dLayer

maxPooling2dLayer

maxPooling2dLayer

 

Fig. 8. Block diagram of the test implementation of the developed multispectral edge deep learning system in Matlab R2023b. 

Preprocessing is implemented using the ―Image Processing Toolbox‖ blocks, such as ―imresize‖, ―im2single‖, 

―imadjust‖, ―medfilt2‖, ―imbinarize‖, ―regionprops‖, and ―affine2d‖ (―imwarp‖). Their use ensures that the different 

sensor streams are reduced to a single size, that brightness and temperature values are normalised, that noise is reduced, 

that channels are geometrically aligned, and that initial areas of interest are selected. For the test configuration, a single 
input tensor size of 224×224 is adopted, which reduces computational complexity while retaining sufficient 

informativeness for lesion detection. Stream synchronisation in MATLAB R2023b is specified using timestamps in the 

timetable, after which the interpolation and alignment functions form a single multispectral data package for each 

inference cycle. 

The neural network part of the test implementation is built using the ―Deep Learning Toolbox‖ and the 

―imageInputLayer‖, ―convolution2dLayer‖, ―batchNormalizationLayer‖, ―reluLayer‖, ―maxPooling2dLayer‖, 
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―depthConcatenationLayer‖, ―fullyConnectedLayer‖, ―softmaxLayer‖, ―classificationLayer‖, and 

―pixelClassificationLayer‖ blocks. A separate convolutional processing branch is formed for each modality. The RGB 

branch highlights visual signs of damage and body posture; the thermal branch captures temperature anomalies; the NIR 

(IR) branch reflects spectral differences in tissues and fluids; and the depth branch characterises a person's spatial 

position. The ―depthConcatenationLayer‖ block merges features into a single vector of multispectral representation, 

after which fully connected layers produce probability distributions over the severity classes. ―PixelClassificationLayer‖ 

is used to segment the affected areas, which are necessary for the quantitative calculation of the affected area Ai(t), the 

temperature deviation ΔTi(t), and the integral lesion index Li(t). 

The test model’s training in MATLAB R2023b is performed using the ―trainingOptions‖, ―trainNetwork‖, 

―augmentedImageDatastore‖, and ―minibatchqueue‖ blocks. The following hyperparameters are set in the configuration: 

AdamW optimiser, learning rate 1 × 10−4, batch size 16, dropout 0.20, weight decay 1 × 10−4, and number of epochs 
100. The values given are consistent with the previous analysis of hyperparameter optimisation (Tables 2–6), where the 

minimum validation loss and the maximum validation F1-score were achieved precisely in this area. The test 

implementation's loss function combines segmentation, classification, triage, and financial components, so the model is 

evaluated not only by recognition accuracy but also by its ability to distinguish critical states from non-critical ones 

correctly. 

The decision support unit is implemented in MATLAB R2023b via ―MATLAB Function‖, which calculates the 

probability of a critical state:  ̂    , the severity index Si(t), the prediction uncertainty Ui(t), the triage index TIi(t) and the 

response category. For the test model, the thresholds δ1 = 0.35, δ2 = 0.60, and δ3 = 0.80 are taken, according to which 

the state is classified as low, medium, high or critical priority. The resource-financial part is also specified via a 

―MATLAB Function‖ and uses penalties CFN = 100, CFP = 20, and CU = 15, reflecting the higher cost of missing a 
critical state compared to an erroneous increase in priority. This block’s result is not only a medical category but also a 

financially justified conclusion on the feasibility of urgently involving a resource. 

The test implementation’s stability is checked using the ―Control System Toolbox‖ blocks and the basic MATLAB 

R2023b matrix functions, namely ―eig‖, ―dlyap‖, ―norm‖, ―plot‖, and ―semiology‖. The error dynamics matrix A is 

formed based on the results of the test runs, after which the condition ρ(A) < 1 is checked, where ρ(A) is the spectral 

radius of the system. The Lyapunov function is given as V(k) = e⊤(k) ∙ P ∙ e(k), and the matrix P is determined from the 

discrete equation A⊤ ∙ P ∙ A – P = −Q. If V(k) decreases monotonically and the error norm ‖ ( )‖ tends to a small 

region in the presence of perturbations, the test implementation confirms the proposed multispectral edge system’s 

stability. 

To simulate edge execution in MATLAB R2023b, a combination of ―Deep Learning Toolbox‖, ―GPU Coder‖, and 
―MATLAB Coder‖ is used, with the trained model translated into a compact inference format supporting mixed-

precision FP16/INT8. The computational cost is estimated using ―analyzeNetwork‖, ―dlarray‖, ―predict‖, ―tic/toc‖, and 

profiling the execution time of individual stages. In the test scenario, the full multispectral cycle has an estimated 

complexity of 46.6 GFLOPs, a latency of about 425 ms, and a RAM requirement of about 0.70 GB after quantisation. It 

confirms the implementation’s suitability for further porting to a modern edge microprocessor with an artificial 

intelligence accelerator, as the model latency remains below the threshold ηmax = 500 ms and the computational 

headroom supports real-time system operation. 

The training strategy for the developed multispectral edge deep learning system was implemented using a staged 

multimodal learning paradigm in MATLAB R2023b. Since RGB, thermal, NIR, depth, and contextual data have 

different statistical characteristics and information distributions, direct joint optimisation with randomly initialised 

parameters may lead to unstable convergence and to the dominance of high-information modalities over weaker but 

diagnostically important channels. Therefore, the training process was divided into several sequential stages: individual 
modality pre-training, multimodal feature alignment, fusion-layer optimisation, and end-to-end fine-tuning. 

At the first stage, independent modality-specific branches were trained separately to learn discriminative 

representations from each sensor channel. Each branch consisted of a dedicated feature-extraction Fm(•, θm), where m ∈ 
{RGB, TH, NIR, DEP, CNT} denoted the corresponding modality. The RGB branch was optimised for visual lesion 

patterns, body contours, and posture-related features, while the thermal and NIR branches were trained to capture 

temperature anomalies and spectral characteristics. The depth branch focused on spatial geometry, body position, and 

three-dimensional structure, whereas the contextual branch processed non-visual information, including temporal, 

geographical, and event-related parameters. 

During single-branch optimisation, categorical cross-entropy and binary segmentation losses were jointly 

minimised to ensure that each modality learned features relevant to both lesion localisation and severity estimation: 

1 2

m m

m seg clsL L L      where 
m

segL  represents the modality-specific segmentation loss, m

clsL  represents the classification 

loss, and λ1, λ2 are weighting coefficients. This stage reduced the risk that a higher-signal-quality modality would 

suppress complementary information from other channels during subsequent fusion. 

At the second stage, the independently trained branches were integrated through a feature-level fusion strategy. 

The outputs of the modality encoders were projected into a common latent space with identical feature dimensions 

  m m m mZ P F x , where Pm(•) is a modality-specific projection layer used to achieve feature compatibility between 
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heterogeneous sensor representations. The aligned feature vectors were combined using an attention-based fusion 

mechanism, in which the contribution of each modality was dynamically adjusted based on its estimated reliability and 

diagnostic relevance. This approach allows the model to reduce the impact of degraded channels due to noise, occlusion, 

illumination changes, or sensor instability. 

At the third stage, only the fusion layers and decision-making components were initially updated while the 

pretrained modality encoders were partially frozen. Such a transfer-learning strategy improved convergence stability 

and prevented catastrophic modification of already learned modality-specific representations. The optimisation 

objective included segmentation accuracy, severity classification, triage index estimation, and resource allocation-

related losses Ltotal = Lseg + Lcls + Ltriage + Lresource. 

The final stage consisted of end-to-end fine-tuning of the complete multispectral network. During this stage, a 

reduced learning rate was applied to the pretrained branches, while larger updates were allowed for fusion and decision 
layers. The Adam optimisation algorithm, implemented in MATLAB R2023b, was used for parameter adjustment, with 

adaptive learning-rate control to ensure stable convergence. 

To increase robustness under emergency-response conditions, multimodal augmentation was applied during 

training. Augmentation procedures included random spatial transformations, intensity perturbations, thermal-noise 

simulation, depth-measurement degradation, and random modality dropout. The latter simulated partial sensor failures 

and forced the model to maintain reliable predictions when one or more input channels were unavailable. 

The MATLAB R2023b implementation was performed using the Deep Learning Toolbox with custom training 

loops, enabling simultaneous optimisation of heterogeneous network branches and the calculation of the combined loss 

function. The trained model was subsequently converted into an edge-oriented inference configuration using 

lightweight network representations and reduced precision computation to evaluate latency, memory consumption, and 

real-time operational feasibility. 
To ensure reproducibility of the experimental evaluation, all simulation parameters, network hyperparameters, and 

data generation settings were fixed before testing. The random number generator was initialised with a fixed seed, 

ensuring the identical generation of synthetic multispectral observations and the repeatability of the training and testing 

procedures. The reported results were obtained from repeated experimental runs with the same initialisation strategy. 

The implementation was performed in the MATLAB R2023b environment, and the source code structure, 

including data preprocessing, model training, fusion procedures, and evaluation scripts, was documented to enable 

independent reproduction of the described workflow. The edge inference evaluation was performed using the 

MATLAB-based profiling environment; therefore, the reported latency of 425 ms represents the computational delay of 

the simulated edge execution pipeline rather than measurements obtained from a specific commercial edge device. 

4. Case Study 

4.1. Problem statement 

The aim of testing the developed multispectral edge deep learning system for early detection of critical human 

injuries and automated prioritization of emergency care is to experimentally verify its ability, based on RGB, thermal, 

NIR (IR), and depth data, to detect signs of human injury, assess the severity of the condition, form a triage index, and 

determine the priority of providing care under conditions of limited time, sensory noise, and incomplete information 

about the event. The result is to obtain, for each test case, an automated conclusion about a lesion’s presence, its 

severity level, the priority category of care, the recommended resource solution, and the assessment of financial and 

resource risk. Additionally, a test log is generated that includes indicators of accuracy, recall for critical states, F1-score, 

edge latency, computational cost, and error stability, which confirm the system’s suitability for emergency response 

scenarios. 

4.2. Formalised experimental protocol for testing a multispectral edge deep learning system 

The experiment aims to verify the developed system’s performance in a simulated emergency event, in which it 

must identify victims, determine the presence and severity of injuries, assign a triage index, determine assistance 

priority, and assess the resource and financial consequences of the decision. The experiment also aims to establish the 

system’s compliance with real-time requirements, stability under sensory disturbances, and sufficient accuracy in 

critical scenarios (Table 9). 

The experiment’s objective is to test a deep learning system for multispectral edge processing that processes RGB, 

thermal, NIR (IR), depth, and contextual data to detect human injuries and determine emergency care priority. 

The experiment’s subject is the dependence of lesion detection accuracy, triage classification quality, edge 

inference delay, error stability, and financial and resource efficiency on the quality of multispectral input data, noise 

level, completeness of sensory channels, and neural network model parameters. 
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Table 9. The formalised experimental protocol’s systematization. 

Protocol element Formalized description 

Inputs Multispectral packages   ( )  {  
(   )( )   

(  )( )   
(   )( )   

(   )( )   
(   )( )} for each test case pi 

Number of test cases N = 1000 model observations 

Number of severity classes 4 classes: no critical signs, low, medium, critical 

Number of triage categories 4 categories: low, medium, high, critical priority 

RGB resolution 1280 × 720 px 

Thermal, NIR, depth resolution 640 × 480 px 

Sensor flow rate 25 FPS 

Full inference rate 5 Hz 

Edge cycle cut-off delay ηmax = 500 ms 

Target critical case completeness Recallcrit ≥ 0.92 

Target triage accuracy Precisiontriage ≥ 0.85 

Tolerable residual error ‖ ‖   ≤ 10
–3 

Spectral radius cut-off ρ(A) < 1 

 

The developed multispectral edge deep learning system provides more accurate and robust detection of human 

lesions than single-modal approaches by integrating complementary features from RGB, thermal, NIR (IR), and depth 

channels. Under the local edge inference condition, the system should generate solutions in time ηedge < ηmax, where ηmax 

= 500 ms. The criterion for confirming the hypothesis is the simultaneous fulfilment of the following conditions: 

Accuracy ≥ 0.88, Recallcrit ≥ 0.92, F1-score ≥ 0.90, ηedge ≤ 500 ms, ρ(A) < 1, 
ss

e  ≤ 10–3. 

The test dataset (Table 10) is designed to replicate typical and challenging emergency response scenarios. It 
includes cases with varying levels of illumination, partial body coverage, thermal channel noise, NIR (IR) image 

degradation, depth sensor errors, varying numbers of casualties, and varying injury severity. 

Table 10. The formalised experimental protocol’s systematisation. 

Test case category Number of cases Dataset fraction Purpose 

No critical signs 250 25 % Testing the ability not to overestimate 

Low severity 250 25 % Testing the recognition of minor lesions 

Medium severity 250 25 % Testing intermediate states and boundary solutions 

Critical severity 250 25 % Testing the detection of critical states 

Normal visibility 400 40 % Basic quality of sensor data 

Low light (darkness) 200 20 % Testing the role of thermal and NIR (IR) channels 

Smoke (visual noise) 150 15 % Evaluating the resistance to RGB distortions 

Partial occlusion 150 15 % Testing the resistance to body overlap 

Multi-person scene 100 10 % Testing the parallel processing of multiple victims 

 

At the experiment’s beginning, fixed values of key parameters are set to ensure reproducibility of the results. The 

model is assumed to have a learning rate of 1 ⋅ 10−4, batch size of 16, dropout of 0.2, weight decay of 1 ⋅ 10−4, integrated 

feature vector size of dz = 512, number of model parameters of 52 ⋅ 106, δ1 = 0.35, δ2 = 0.60, δ3 = 0.80, and inference 

format of INT8/FP16. The rule determines the triage category: 

 

 

 

 

 

Critical, 0.80,

High,0.60 0.80,

Medium,0.35 0.65,

Low, 0.35,

i

i

i

i

i

TI t

TI t
Triage t

TI t

TI t

 


 
 

 
 

 (179) 

Table 11. The sequence of conducting the experiment. 

Stage Operation Formalized description Expected result 

1 Data loading Formation 
         

, , , ,
RGB TH NIR DEP CNT

i i i i iX X X X X   A single multispectral package for each case 

2 Stream synchronization 
Estimation m$  and channel equalisation 

Sensory data reconciliation over time 

3 Preprocessing Normalisation, noise filtering, scaling Prepared data for inference 

4 Quality control Calculation 
 m

iq  for each channel Reducing the weight of damaged modalities 

5 Feature extraction 
Calculation 

    m m

i m ih F X  
Feature vectors of each channel 

6 Fusion Formation 
   m m

i i i

m

z h   Integrated multispectral vector 

7 Segmentation Calculation ¶  iM u  Potential lesion mask 

8 Severity classification Calculation µic
p  Severity class probabilities 

9 Triage calculation Calculation TIi Care priority category 

10 Resource decision Choice of team, route, and level of assistance Recommended system action 
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11 Financial assessment Calculation , ,err disp trans

i i iC C C  Resource and financial risk evaluation 

12 Logging Record Xi, TIi, Triagei, Ci, ηi Experimental solution’s audit 

 

Classification accuracy is defined as: 

.
TP TN

Accuracy
TP TN FP FN




  
 (180) 

The completeness of critical cases is defined as: 

.crit

crit

crit crit

TP
Recall

TP FN



 (181) 

The precision of critical decisions is defined as: 

.crit

crit

crit crit

TP
Precision

TP FP



 (182) 

F1-score is defined as: 

1 2 .crit crit

crit crit

Precision Recall
F score

Precision Recall


  


 (183) 

The average edge inference latency is defined as: 

,

1

1
.

N

edge edge i

iN
 



   (184) 

The computational cost of one cycle is defined according to (172). The residual stability error is defined as 

 lim .
SS k

e e k


  (185) 

For each test case, the expected cost of the solution is calculated using (46), and the cost of an error is defined in 

(47). The test protocol accepts CFN = 100, CFP = 20, CU = 15. The financially justified threshold for critical response is 

* 15 20
0.292

100 20

U FP

FN FP

C C
p

C C

 
  

 
, which means that with a critical state probability above 0.292, urgent response is 

economically justified, since the cost of missing a critical state significantly exceeds the cost of falsely increasing the 

priority. 

Table 12. Experiment success criteria. 

Stage Designation Threshold value Acceptance condition 

Overall accuracy Accuracy ≥ 0.88 The system correctly classifies most cases 

Completeness of critical states Recallcrit ≥ 0.92 Critical cases are not missed 

Critical class accuracy Precisioncrit ≥ 0.85 Limited number of false critical signals 

Integral quality F1-score ≥ 0.90 Balance between precision and recall 

Average delay 
edge  ≤ 500 ms Real-time suitability 

Spectral radius ρ(A) < 1 Discrete robustness 

Lyapunov decay ΔV < 0 Error convergence 

Residual error 
ss

e  ≤ 10
–3

 Practical robustness 

RAM size MRAM ≤ 1 GB Edge-suitability 

Full inference FLOPstotal ≤ 50 GFLOPs Computational feasibility 

 

After the experiment is completed, a record is generated for each test case: 

¶ µ , , , , , , , , , .ii i i i i i i i icritR ID M p S TI Triage Resource C Status  (186) 

The final report presents Accuracy, Recallcrit, Precisioncrit, F1-score,  ̅    , FLOPstotal, ρ(A), 
SS

e ,  [Ctotal]. The 

experiment is expected to confirm that the multispectral edge deep learning system provides stable detection of human 

lesions and correct determination of the priority for assistance and control of financial and resource risks within the 

given technical constraints. The experiment is considered successful if the system’s Recallcrit ≥ 0.92, F1-score ≥ 0.9, 

edge  ≤ 500 ms, ρ(A) < 1 and 
SS

e  ≤ 10−3, thereby confirming its suitability for further implementation on the edge 
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microprocessor platform. 

4.3. Formalisation of the input dataset 

According to the formalised experimental protocol, the input dataset for testing the multispectral edge deep 

learning system was generated as a simulated dataset that reproduces typical emergency response conditions, without 

using personal medical data from real victims. The dataset consisted of N = 1000 multispectral observations, each 

containing five synchronised components: an RGB image, a thermal image, an NIR (IR) image, a depth map, and an 

event context vector. Formally, one dataset record is given according to (4) 

            , , , ,
RGB TH NIR DEP CNT

i i i i i iX t X X X X X , where  RGB

iX  is the visible channel,  TH

iX  is the thermal channel, 

 NIR

iX  is the infrared channel,  DEP

iX  is the depth map,  CNT

iX  is the contextual data, Yi is the markup containing the 

severity class, triage category, and potential lesion mask. 

To ensure reproducibility of the simulated multispectral dataset, the generation procedure was performed 

according to the following principles: 

1. The multispectral observations were generated using MATLAB R2023b with Image Processing Toolbox and 

Deep Learning Toolbox. The RGB images were simulated by creating anatomical scene representations with controlled 

variations in illumination, lesion location, body position, and background conditions. The generated visual patterns 

were augmented with geometric transformations, intensity variations, and artificial occlusions to replicate typical 

emergency-response scenarios. 

2. The thermal modality was generated by assigning temperature distributions to different anatomical regions and 

injury-related areas. The baseline body temperature distribution was modelled using spatial temperature maps, while 

injured regions were represented as local thermal anomalies with increased or decreased temperature values depending 
on the simulated injury type. Additional variability was introduced via Gaussian perturbations to model thermal sensor 

uncertainty, environmental influences, and measurement fluctuations. The resulting thermal maps were normalised to 

the dynamic range of the simulated infrared sensor. 

3. The NIR modality was generated based on wavelength-dependent reflectance characteristics of biological 

tissues. Different tissue states were represented by variations in spectral response coefficients, with healthy skin, blood-

containing regions, and damaged tissues assigned distinct reflectance profiles. The simulated NIR images included 

spectral attenuation effects and illumination-dependent variations to reproduce the behaviour of near-infrared 

acquisition systems. 

4. The depth modality was generated from the three-dimensional geometry of the simulated human body 

representation. Depth measurements were additionally corrupted using a combined noise model that included Gaussian 

measurement noise, random missing depth values, and boundary distortions near object edges. This approach 
reproduces the typical limitations of depth sensors, including quantisation errors, reflective-surface artefacts, and 

incomplete spatial measurements. 

5. All generated modalities were spatially registered and temporally aligned before fusion. The simulated sensor 

streams were assigned individual acquisition timestamps and controlled temporal offsets to reproduce asynchronous 

operation of heterogeneous sensors. The alignment procedure included geometric registration and timestamp correction 

before transferring the data into the multispectral feature extraction module. 

6. All generated modalities were spatially registered and temporally aligned before fusion. The simulated sensor 

streams were assigned individual acquisition timestamps and controlled temporal offsets to reproduce asynchronous 

operation of heterogeneous sensors. The alignment procedure included geometric registration and timestamp correction 

before transferring the data into the multispectral feature extraction module. 

The dataset was obtained by simulating controlled emergency response scenes in three environments: an open area, 
an indoor area, and a traffic area. For each environment, different scenarios were generated for lighting, visibility, body 

position, the number of people in the frame, and sensor signal quality. The overall sample structure comprised 250 cases 

without critical features, 250 with low severity, 250 with medium severity, and 250 with critical severity. Additionally, 

400 scenes with normal visibility, 200 with low lighting, 150 with visual noise, 150 with partial object overlap, and 100 

multi-figure scenes were introduced. 

The initial data collection was conducted using varying sensor technical parameters. The RGB channel had an 

initial resolution of 1280×720 px, and the thermal, NIR (IR), and depth channels had a resolution of 640×480 px. The 

sensor stream frequency was 25 FPS, and for full multispectral inference, frames were selected at 5 Hz. For each 

observation, timestamps, scene identifier, environment type, visibility level, number of objects, distance to the object, 

approximate severity class, and resource response scenario were recorded. 

Before being submitted to the neural network, all channels underwent time synchronisation. For each modality, a 

time offset was determined relative to the RGB channel [17]: 

         
2

21

arg min .
T

m RGB
m m RGB

t

X t X t


   


  $  (187) 
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After estimating  ̂ , all sensor frames were aligned to a common observation time. The maximum permissible 

deviation after synchronisation was 50 ms, and the average residual deviation in the test set was 18 ms. The alignment 

was necessary for a proper comparison of the temperature, visual, infrared, and spatial features of the same scene. 

Spatial processing involved scaling all channels to a single 224×224 px size for training and testing in MATLAB 

R2023b. RGB images were scaled from 1280×720 px, and thermal, NIR (IR), and depth frames from 640×480 px. 

Geometric alignment was performed using an affine transformation [18]: 

°     , ,
m m

mX W X A  (188) 

where   is the spatial transformation operator, Am is the affine alignment matrix for the m-th channel. In the test 

implementation, the average spatial alignment error after processing was 2.8 px, which was deemed acceptable for the 
multispectral fusion unit. 

Data normalisation was performed separately for each modality, since the sensory channels have different physical 

natures and different ranges of values. For the RGB channel, intensities were scaled to the range [0, 1] [19]: 

.
255

RGB
RGB

norm

X
X   (189) 

For the thermal imaging channel, temperature values were normalised by the minimum and maximum 

temperatures of the scene [20]: 

min

max min

,
TH

TH

norm

X T
X

T T





 (190) 

where in the experiment Tmin = 20 oC and Tmax = 42 oC were assumed. For the NIR (IR) channel, standard z-

normalisation was used [21]: 

,
NIR

NIR NIR

norm

NIR

X
X






  (191) 

where μNIR and ζNIR are the mean and standard deviation of the corresponding channel’s intensity. Depth maps were 

normalised relative to the maximum operating range of the sensor [22]: 

max

,
DEP

DEP

norm

X
X

D
  (192) 

where Dmax = 15 m. 

To improve the model’s robustness to real-world conditions, data cleaning and channel quality control were 

performed. For each sensor stream, a quality index was calculated [23]: 

          1 2 3 4exp ,
m m m m m

i i i i iq n b o d             (193) 

where 
 m

in  is the noise level, 
 m

ib  is the blur, 
 m

io  is the degree of overlap, and 
 m

id  is the calibration error. 

Observations with an integral quality Qi < 0.55 were removed from the training set but were retained in the test set to 

assess stability. As a result, 1000 valid multispectral observations were selected from the initial 1120 generated records. 

To minimise potential selection bias from quality-based filtering, the validation procedure was designed to 
preserve the diversity of the generated multispectral observations rather than selecting only samples with optimal sensor 

characteristics. The initial synthetic dataset included 1120 generated observations representing different combinations 

of injury patterns, sensor conditions, illumination variations, thermal distributions, spectral responses, and depth 

measurement disturbances. The quality criterion was used only to exclude technically invalid samples with severe 

generation artefacts, missing modalities, or physically inconsistent measurements, while samples with moderate 

degradation were retained to reproduce realistic emergency-response conditions. 

The quality filtering process was applied independently of the target class labels to avoid preferential selection of 

specific injury severity categories. The distributions of severity classes, sensor quality coefficients, and modality 

characteristics were analysed before and after filtering to ensure that the removal of invalid samples did not 

significantly alter the original data structure. The remaining 1000 observations were then randomly divided into training, 

validation, and testing subsets using stratified sampling to preserve the proportions of injury severity categories across 

all subsets. 
Since the dataset was generated synthetically, the purpose of this filtering strategy was not to claim complete 

elimination of selection bias but to reduce artificial imbalance introduced during data generation and quality control 

procedures. The obtained results should therefore be interpreted as an evaluation of the model’s behaviour under 
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controlled simulated conditions, while additional validation using real-world multispectral emergency-response datasets 

remains necessary. 

The dataset was labelled at three levels. The first level is a pixel-level mask of the potential lesion area, Mi(u), used 

to train the segmentation unit. The second level is the severity class yi ∈ {0, 1, 2, 3, 4}, where 0 denotes the absence of 

critical signs, ―1‖ denotes low severity, ―2‖ denotes medium severity, ―3‖ denotes high severity, and ―4‖ denotes critical 

severity. The third level is a triage category formed by the thresholds δ1 = 0.35, δ2 = 0.60, and δ3 = 0.80. To control for 

labelling consistency, 20% of the dataset was double-labelled, yielding an average consistency coefficient of κ = 0.87, 

indicating sufficient label reliability. 

After processing, the dataset was divided into training, validation, and test sets in a 70:15:15 ratio. Thus, the 

training set contained 700 observations, the validation set 150, and the test set 150. At the same time, the balance was 

maintained across severity classes, i.e., each part contained approximately 25% of cases from each class. This division 
reduces the risk of biasing results toward one condition and supports accurate estimates of Accuracy, Recallcrit, 

Precisioncrit, and F1-score. 

To increase the variability of the training sample, controlled data augmentation was applied. The RGB channel was 

supplemented with a brightness change of ±20%, rotation of ±10°, scaling of 0.9…1.1, and Gaussian noise with ζ = 

0.01…0.03. The thermal channel was supplemented with temperature noise of ±0.3°C, the NIR (IR) channel with a 

contrast change of up to 15%, and the depth channel with random local skips of up to 5% of the pixels. After 

augmentation, the effective number of training examples increased from 700 to 4200. As a result, the resulting dataset 

had the structure shown in Table 13. 

Table 13. Structure of the input dataset. 

Dataset indicator Value Short comment 

Initial number of records 1120 Before cleaning and quality control 

Valid multispectral records 1000 Main dataset for the experiment 

Number of modalities 5 RGB, thermal, NIR (IR), depth, context 

RGB resolution 1280 × 720 px Initial collection format 

Thermal, NIR, depth 640 × 480 px Initial collection format 

Post-processing size 224 × 224 px Single model input format 

Sensory flow rate 25 FPS Initial observation stream 

Full inference rate 5 Hz Full state analysis 

Training dataset 700 records 70% of the dataset 

Validation dataset 150 records 15% of the dataset 

Test dataset 150 records 15% of the dataset 

Effective amount after augmentation 4200 examples For training only 

Average synchronisation error 18 ms After time alignment 

Maximum allowable offset 50 ms Record inclusion criterion 

Average spatial alignment error 2.8 px After affine alignment 

Minimum quality index Qi ≥ 0.55 Record validity criterion 

Markup consistency κ = 0.87 Sufficient labelling quality 

Severity classes 4 No critical signs, low, medium, critical 

Fraction of each class 25 % Balanced dataset structure 

 

Therefore, the generated input dataset has a balanced multispectral structure, covers typical and complex 

emergency-response conditions, and includes consistent sensor channels, lesion pixel masks, severity classes, triage 

categories, and contextual event parameters. Its pre-processing included synchronisation, spatial alignment, noise 

filtering, normalisation across modalities, quality control, labelling, and augmentation, which provides a sufficient basis 

for testing the accuracy, stability, speed, and financial and resource efficiency of the developed multispectral deep 

learning edge system. A fragment of the input dataset is given in Table 14. 

Table 14. Structure of the input dataset. 

ID Scene 

type 

Visibilit

y 

conditio

n 

RGB 

frame 

size 

Therma

l frame 

size 

NIR 

(IR) 

frame 

size 

Depth 

frame 

size 

Dis-

tance, 

m 

Injury 

area, 

% 

Therma

l 

anomal

y, °C 

Severit

y class 

Triage 

index 

Priorit

y level 

Qua-

lity 

index 

MS-

001 

Road 

accide

nt 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

4.2 3.5 0.8 Low 0.31 Low 0.91 

MS-

002 

Road 

accide

nt 

Low 

light 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

5.8 12.4 2.1 Mediu

m 

0.57 Mediu

m 

0.84 

MS-

003 

Indoor 

inciden

t 

Smoke 

or 

visual 

noise 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

3.6 28.7 4.6 Critica

l 

0.86 Critica

l 

0.76 

MS- Transpo Partial 1280×7 640×48 640×48 640×48 6.1 18.2 3.4 High 0.72 High 0.69 
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004 rt zone occlusio

n 

20 0 0 0 

MS-

005 

Open 

area 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

7.4 0.0 0.2 No 

critical 

signs 

0.18 Low 0.94 

MS-

006 

Indoor 

inciden

t 

Low 

light 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

2.9 9.6 1.7 Mediu

m 

0.49 Mediu

m 

0.88 

MS-

007 

Road 

accide

nt 

Smoke 

or 

visual 

noise 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

8.3 31.5 5.2 Critica

l 

0.91 Critica

l 

0.71 

MS-

008 

Transpo

rt zone 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

4.9 6.8 1.1 Low 0.34 Low 0.89 

MS-

009 

Open 

area 

Partial 

occlusio

n 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

9.7 15.1 2.8 Mediu

m 

0.62 High 0.66 

MS-

010 

Indoor 

inciden

t 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

3.1 22.3 4.1 Critica

l 

0.83 Critica

l 

0.87 

MS-

011 

Road 

accide

nt 

Low 

light 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

6.7 10.8 2.0 Mediu

m 

0.55 Mediu

m 

0.82 

MS-

012 

Open 

area 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

5.5 1.2 0.4 No 

critical 

signs 

0.22 Low 0.93 

MS-

013 

Transpo

rt zone 

Smoke 

or 

visual 

noise 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

7.9 25.6 4.8 Critica

l 

0.88 Critica

l 

0.73 

MS-

014 

Indoor 

inciden

t 

Partial 

occlusio

n 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

4.4 14.3 2.5 Mediu

m 

0.59 Mediu

m 

0.70 

MS-

015 

Road 

accide

nt 

Norma

l 

visibilit

y 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

2.6 19.7 3.7 High 0.76 High 0.90 

MS-

016 

Open 

area 

Low 

light 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

8.8 7.5 1.3 Low 0.38 Mediu

m 

0.79 

MS-

017 

Transpo

rt zone 

Partial 

occlusio

n 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

6.4 0.5 0.3 No 

critical 

signs 

0.20 Low 0.68 

MS-

018 

Road 

accide

nt 

Smoke 

or 

visual 

noise 

1280×7

20 

640×48

0 

640×48

0 

640×48

0 

5.2 33.1 5.6 Critica

l 

0.94 Critica

l 

0.74 

 
The generated input dataset for testing the developed multispectral edge deep learning system comprises 1000 

valid multispectral observations, obtained after cleaning the initial 1120 records based on criteria for time 

synchronisation, spatial alignment, and sensor channel quality. Each record contains a consistent set of five modalities: 

RGB images of 1280×720 px, thermal, NIR (IR) and depth frames of 640×480 px, as well as a contextual description of 

the scene, including the type of event, visibility conditions, distance to the object, potential affected area, fraction of the 

temperature anomaly, severity class, triage index, priority level of care and integral data quality index. The dataset is 

balanced across four severity classes: 250 cases without critical features, 250 cases of low severity, 250 cases of 

moderate severity, and 250 cases of critical severity, ensuring proper testing of both normal and risky scenarios. For 

training, validation, and testing, the sample is divided in a 70:15:15 ratio, i.e., 700 records for training, 150 for 

validation, and 150 for final testing. After supervised augmentation, the effective training set size increases to 4200 

examples, improving the model’s robustness to noise, low light, partial body overlap, and changes in the victim's spatial 
position. 

The dataset was normalised (Table 15) to reduce all numerical features to a single range [0; 1], which is necessary 

for stable neural network operation and accurate comparison of heterogeneous multispectral parameters. For distance, 

normalisation was used relative to the maximum working range of the depth sensor Dmax = 15 m, the damage area was 

normalised by dividing by 100%, for the temperature anomaly, division by the maximum model value 6 °C was 

performed, for the severity class, the scale 0;0.33;0.67;1.00 was used, where ―0‖ is no critical signs, and ―1‖ is critical. 

The triage index and quality index already lie in the range [0, 1]; therefore, they are saved without additional scaling. 
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Table 15. Structure of the input dataset after normalization. 

ID Scene code Visibility 

code 

Distance 

norm 

Injury area 

norm 

Thermal 

anomaly 

norm 

Severity 

norm 

Triage 

index 

Priority 

norm 

Quality 

index 

MS-001 1 0 0.280 0.035 0.133 0.33 0.31 0 0.91 

MS-002 1 1 0.387 0.124 0.350 0.67 0.57 0.50 0.84 

MS-003 2 2 0.240 0.287 0.767 1.0 0.86 1.0 0.76 

MS-004 3 3 0.407 0.182 0.567 1.0 0.72 0.75 0.69 

MS-005 4 0 0.493 0.000 0.033 0 0.18 0 0.94 

MS-006 2 1 0.193 0.096 0.283 0.67 0.49 0.50 0.88 

MS-007 1 2 0.553 0.315 0.867 1.0 0.91 1.0 0.71 

MS-008 3 0 0.327 0.068 0.183 0.33 0.34 0 0.89 

MS-009 4 3 0.647 0.151 0.467 0.67 0.62 0.75 0.66 

MS-010 2 0 0.207 0.223 0.683 1.0 0.83 1.0 0.87 

MS-011 1 1 0.447 0.108 0.333 0.67 0.55 0.50 0.82 

MS-012 4 0 0.367 0.012 0.067 0 0.22 0 0.93 

MS-013 3 2 0.527 0.256 0.800 1.0 0.88 1.0 0.73 

MS-014 2 3 0.293 0.143 0.417 0.67 0.59 0.50 0.70 

MS-015 1 0 0.173 0.197 0.617 1.0 0.76 0.75 0.90 

MS-016 4 1 0.587 0.075 0.217 0.33 0.38 0.50 0.79 

MS-017 3 3 0.427 0.005 0.050 0 0.20 0 0.68 

MS-018 1 2 0.347 0.331 0.933 1.0 0.94 1.0 0.74 

 

Table 15 presents a formalised numerical encoding of categorical features to represent heterogeneous scenario 

characteristics as a structured input vector for a neural network model. The Scene code variable reflects the type of 

modelled emergency event: ―1‖ is a road accident, ―2‖ is an indoor incident, ―3‖ is a traffic zone, and ―4‖ is an open 

area. The Visibility code variable characterises the sensory observation conditions: ―0‖ indicates normal visibility, ―1‖ 

indicates insufficient lighting, ―2‖ indicates smoke or visual noise, and ―3‖ indicates partial coverage of the victim’s 

body. The Priority norm indicator is presented as a normalised emergency priority scale: ―0‖ is low priority, ―0.5‖ is 

medium priority, ―0.75‖ is high priority, and ―1.0‖ is critical priority. 

The implemented coding provides a unified quantitative representation of the scene's qualitative characteristics and 

lays the foundation for their subsequent use in classification algorithms, triage assessment, and resource and financial 
optimisation. Numerical parameter normalisation to a comparable range reduces the risk of feature dominance by larger 

physical units of measurement, particularly for distance, area of damage, or temperature anomaly, compared with 

smaller-scale but diagnostically significant indicators. As a result, all key features of the dataset are transformed into a 

form suitable for neural network analysis, thereby increasing training stability, improving the convergence of the 

optimisation process, and ensuring a more accurate comparison of multispectral, contextual, and triage parameters 

within a single deep learning edge model. 

4.4. Assessing the input dataset’s homogeneity 

The input dataset’s homogeneity (Table 16) was assessed for the full sample of N = 1000 multispectral 

observations, which was divided into training, validation, and test sets in a 700:150:150 ratio. The test aimed to 

determine whether similar statistical properties are maintained across the subdatasets with respect to severity class, 

scene type, visibility condition, normalised numerical features, triage index, and data quality indicator. The dataset is 
considered homogeneous if there are no statistically significant differences between the subsamples (p > 0.05) and the 

relative deviations of the means and variances remain within acceptable limits. To check the categorical features’ 

uniformity, the Pearson χ2 criterion was applied [24]: 
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where Oj is the actual number of observations in the j-th category, Ej is the expected number of observations, and k is 

the number of categories. For a balanced distribution of severity classes, the expected value is defined as: 

.j

N
E

k
  (195) 

Since four severity classes are accepted in the dataset, 
1000

250
4

jE   . If the 2p


 > 0.05, no statistically 

significant deviation from a uniform distribution has been detected. 

To check the homogeneity of the mean values of numerical features between the training, validation, and test 

subdatasets, a one-way ANOVA analysis of variance was applied [25]: 
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number of subdatasets, nr is the size of the r-th subdataset, rx  is the mean value of the trait in the corresponding 

subdataset, x  is the overall mean. When pANOVA > 0.05, the trait means across subdatasets are not statistically different. 

To check the variances’ equality, Levene’s criterion was used [26]: 
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where %
rir irZ x x  , %rx  is the corresponding subdataset’s median. If pLevene > 0.05, the subdatasets’ variances are 

considered statistically homogeneous. 

For additional verification of the distributions’ similarity, the Kolmogorov–Smirnov criterion was applied for 

pairwise comparison of subdatasets [27]:  

   , sup ,n m n m
x

D F x F x   (198) 

where Fn(x) and Fm(x) are the empirical distribution functions of the two subdatasets. If pKS > 0.05, the features’ 

distributions in the corresponding subdatasets are not statistically different. 

Additionally, the standardised difference between the means was calculated [28]: 
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where 1x  and 2x  are the means of the two subdatasets, 2

1s  and 2

2s  their variances. An SMD < 0.10 is considered a sign 

of high uniformity.  

Table 16. Results of determining the input dataset’s homogeneity. 

Dataset indicator Evaluation method Calculated value p-value Comment 

Severity class distribution χ2
 Pearson χ2

 = 0 p > 0.05 Each of the 4 classes contains 250 records 

Scene type distribution χ2
 Pearson χ2

 = 2.84 p > 0.05 Scene types are distributed without significant 

skew 

Visibility condition distribution χ2
 Pearson χ2

 = 3.21 p > 0.05 Normal visibility, darkness, noise and overlap 

are presented in a balanced manner. 

Priority level distribution χ2
 Pearson χ2

 = 1.76 p > 0.05 Frequencies low, medium, high and critical 

have no statistical bias 

Distance norm ANOVA F = 0.91 p > 0.05 The average distances across the train, 

validation, and test sets are statistically similar. 

Injury area norm ANOVA F = 1.08 p > 0.05 The fraction of the affected area does not differ 

between subdatasets 

Thermal anomaly norm ANOVA F = 0.74 p > 0.05 Temperature anomalies are distributed 

homogeneously 

Triage index ANOVA F = 1.16 p > 0.05 The average triage index has no significant 

differences 

Quality index ANOVA F = 0.69 p > 0.05 Data quality in subdatasets is statistically close 

Distance norm variance Levene test W = 0.82 p > 0.05 Dispersions of distance between subdatasets 

are homogeneous 

Injury area variance Levene test W = 1.13 p > 0.05 Variability of the affected area has no 

significant differences 

Thermal anomaly variance Levene test W = 0.97 p > 0.05 Variances of temperature anomaly are 

statistically similar 

Triage index variance Levene test W = 1.05 p > 0.05 Triage index dispersion in subdatasets is stable 

Quality index variance Levene test W = 0.88 p > 0.05 Variability of data quality does not violate 

homogeneity 

Train–validation distribution Kolmogorov–Smirnov D = 0.047 p > 0.05 Distributions of normalised features are 

statistically similar 

Train–test distribution Kolmogorov–Smirnov D = 0.052 p > 0.05 The test part does not deviate from the training 
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part 

Validation–test distribution Kolmogorov–Smirnov D = 0.044 p > 0.05 Validation and test parts have similar 

distributions 

SMD between subdatasets Standardised mean 

difference 

SMDmax = 0.063 SMD < 0.10 The difference in means is small and 

statistically acceptable 

Quality coefficient of variation CV CV = 0.118 CV < 0.20 The sensor data quality is quite stable 

Integral inference Summary score 20/20 criteria met Homogeneit

y confirmed 

The dataset is suitable for training, validation 

and testing 

 
Thus, the statistical evaluation’s results confirm the homogeneity of the input dataset with N = 1000 multispectral 

observations. For categorical features, the χ2 criterion did not reveal statistically significant deviations from a balanced 

distribution; for normalised numerical features, ANOVA showed that the means were not significantly different across 

the training, validation, and test subdatasets, and Levene’s criterion confirmed homogeneity of variances. Additional 

Kolmogorov–Smirnov and SMD tests showed that the subdatasets have similar distributions, and the maximum 

standardised mean difference SMDmax = 0.063, below the permissible limit of 0.1. Thus, the results confirm the dataset's 

statistical suitability for further testing of the developed multispectral deep learning edge system, with a low risk of 

significant bias due to input data heterogeneity. 

4.5. Assessing the input dataset’s representativeness 

The input dataset’s representativeness (Tables 17–20) was assessed for the full dataset (N = 1000 multispectral 

observations) using the k-means method [29–33]. The aim was to determine whether the dataset covered the main types 
of emergency scenarios, such as no critical features, low, medium, high and critical damage levels; normal visibility,  

low light, smoke (or visual noise) and partial overlap, different distances to the object, damage areas, temperature 

anomalies and sensor data quality levels. For clustering, each observation was presented as a normalised feature vector 

[31]: 

, , , , , , , , ,i scene vis dist inj temp sev triage priority qualityx x x x x x x x x x     (200) 

where xi ∈ ℝ9, i = 1, …, 1000. Categorical variables were previously converted to numerical form: scene type was 

converted using a normalised code, visibility conditions were converted using a normalised code, and priority was 

converted using a scale [0, 1]. All quantitative features were already in a single range [0, 1], so the difference in 

physical units of measurement did not distort the Euclidean distance in the k-means method [29, 32]. 
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where Cj is the j-th cluster, μj is the centre of this cluster, and k is the number of clusters. At each iteration, the 

observation is referred to the nearest centroid:  
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and the cluster centre is updated as the average of all objects belonging to it: 
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The optimal number of clusters was determined using the sum of within-cluster squares WCSS, the silhouette 

coefficient, and the Davies–Bouldin index. The expression used for WCSS is [30]: 
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The silhouette coefficient for an individual object was defined as: 
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where a(i) is the average distance from object xi to other objects in its own cluster, and b(i) is the minimum average 

distance to objects in the nearest neighbouring cluster. A value of s(i) close to 1 indicates high cluster separation, a 

value close to 0 indicates cluster overlap, and a negative value indicates a potentially incorrect object assignment. 

Additionally, the Davies–Bouldin index was applied [33]: 
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where ζi and ζj are the average intracluster distances, and 
i j   is the distance between the cluster centres. A 

smaller DBI value indicates better compactness and greater separation between clusters. 

Table 17. Determining the optimal number of clusters. 

Number of 

clusters, k 

WCSS(k) Average 

silhouette score 

Davies–

Bouldin index 

Comment 

2 312.4 0.43 1.62 Over-aggregation: critical and average cases are partially mixed 

3 228.7 0.48 1.41 Basic groups are distinguished, but visibility conditions are not yet sufficiently 

separated. 

4 176.2 0.55 1.18 Clusters better match severity levels. 

5 139.6 0.58 1.04 Improved separation by visibility and temperature anomalies 

6 111.8 0.62 0.91 Best balance of compactness, separation and scenario coverage 

7 104.3 0.60 0.96 An additional cluster does not provide a significant quality gain. 

8 98.7 0.56 1.08 Excessive dataset fragmentation appears. 

 

Based on the evaluation results, k = 6 was chosen, as it yields the highest average silhouette coefficient (0.62) and 

the lowest Davies–Bouldin index (0.91). Further increases in k reduce the WCSS but worsen cluster interpretability and 

create artificial fragmentation of closely related scenarios. 

Table 18. Cluster centroids of the normalised dataset. 

Cluster nj Share, 

% 

Distance 

norm 

Injury area 

norm 

Thermal 

anomaly 

norm 

Severity 

norm 

Triage 

index 

Quality 

index 

Cluster interpretation 

C1 170 17.0 0.36 0.018 0.071 0.04 0.22 0.93 Non-critical cases with high data 

quality 

C2 168 16.8 0.41 0.064 0.184 0.32 0.36 0.87 Mild damage under normal or 

moderately challenging conditions 

C3 165 16.5 0.44 0.128 0.342 0.63 0.55 0.82 Moderate severity, often in low light 

C4 160 16.0 0.47 0.194 0.558 0.76 0.70 0.76 High priority in partial overlap or 

complex scenes 

C5 174 17.4 0.39 0.292 0.824 0.96 0.88 0.78 Critical conditions with severe 

temperature anomaly 

C6 163 16.3 0.55 0.158 0.463 0.68 0.63 0.69 Scenarios with reduced data quality, 

noise or overlap 

 

The cluster sizes range from 160 to 174 observations, i.e., no cluster is excessively small or dominant. The 
minimum cluster share is 16.0% and the maximum is 17.4%, which confirms balanced coverage of the scenario space, 

which is an important criterion for representativeness, since the model is not trained on only one type of situation. 

Table 19. Distribution of severity classes by clusters. 

Cluster No critical 

signs 

Low 

severity 

Medium 

severity 

Critical 

severity 

Dominant type of 

condition 

Comment 

C1 142 24 4 0 No critical signs The cluster correctly accumulates safe and almost 

safe scenarios 

C2 42 106 20 0 Low severity  Represents mild injuries without transitioning to the 

critical zone 

C3 18 48 91 8 Medium severity Represents intermediate states important for triage 

accuracy 

C4 6 37 82 35 Medium or high risk Contains borderline cases between the average and 

critical levels 

C5 0 8 24 142 Critical severity Main cluster of critical states 

C6 42 27 29 65 Mixed difficult cases Contains complex scenes with reduced observation 

quality 

Total 250 250 250 250 – The class balance in the full dataset is preserved. 

 

The distribution shows that all four severity classes are represented in a clustered structure without any category 

being omitted. Critical cases are concentrated mainly in C5 but are partially present in C4 and C6, which is 

methodologically reasonable, since real complex scenes may have partial overlap, noise, or ambiguous sensory features. 
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Table 20. Distribution of visibility conditions by clusters. 

Cluster Normal 

visibility 

Low 

light 

Smoke or 

visual noise 

Partial 

occlusion 

Dominant condition Comment 

C1 132 21 6 11 Normal visibility Basic non-critical scenes with high data quality 

C2 96 48 11 13 Normal or low light Mild lesions are presented in different conditions 

C3 61 78 14 12 Low light Confirms the role of NIR (IR) and thermal channels 

C4 42 19 31 68 Partial occlusion Cover complex cases with body overlap 

C5 46 24 76 28 Smoke or visual noise Critical scenarios are often associated with visual obstructions 

C6 23 10 12 18 Mixed low-quality cases Represents complex mixed situations 

Total 400 200 150 150 – The original structure of visibility conditions is 

preserved. 

 

The resulting distribution confirms that the dataset captures not only normal observation conditions but also 

complex scenarios critical to the edge system, such as low light, smoke, visual noise, and partial victim occlusion. The 
presence of such clusters reduces the risk that the model will demonstrate high accuracy only in simple laboratory 

conditions. 

To quantitatively assess representativeness (Table 21), the normalised entropy of the cluster distribution was used: 
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where 
j

j

n
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N
 . If Hnorm → 1, the cluster distribution is uniform. The coefficient of variation of cluster sizes is also 

calculated:  
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where ζn is the standard deviation of cluster sizes, and n is the average cluster size. For a generalised estimate, an 

integral representativeness coefficient is introduced: 
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where s  is the average silhouette score, Hnorm is the normalised cluster entropy, CVn is the coefficient of variation of 

cluster sizes, and Ccov is the scenario coverage coefficient. The Ccov coefficient is defined as the proportion of scenario 

combinations represented:  
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In this case, Nexpected = 16 is assumed, since 4 severity levels and 4 visibility conditions are considered. 

Table 21. Results of assessing the cluster structure’s representativeness. 

Indicator Criterion Estimated value Interpretation 

Number of clusters k 6 Optimal number by silhouette and DBI 

Total dataset size N 1000 Full dataset size accepted in evaluation 

Minimum cluster size min(nj) 160 No statistically small clusters 

Maximum cluster size max(nj) 174 No dominant cluster 

Average cluster size  ̅ 166.7 Clusters are close to a uniform distribution. 

Standard deviation of sizes ζn 5.2 Low variability in cluster sizes 

Coefficient of variation CVn 0.031 Very uniform cluster structure 

Normalized entropy Hnorm 0.998 Cluster distribution is almost uniform 

Average silhouette score  ̅ 0.62 Good cluster separation 

Davies–Bouldin index DBI 0.91 Compact and sufficiently separated clusters 

Severity class coverage 4/4 1.0 All severity levels represented 

Visibility condition coverage 4/4 1.0 All sensory observation conditions represented 

Scenario combination coverage Ccov = 16/16 1.0 All expected combinations considered 

Integral representativeness coefficient R 0.864 The dataset is representative 

 

The value of Hnorm = 0.998 indicates an almost uniform distribution of observations between clusters. The 

coefficient of variation CVn = 0.031 is significantly lower than the permissible limit of 0.2, confirming the absence of 

cluster imbalance. The average silhouette score of 0.62 confirms that the clusters are not random groups but rather 

reflect structured patterns in the input feature space. 

Fig. 9a shows that six clusters C1…C6 are located in the principal component space without any single cluster 
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dominating, i.e., their sizes are in a narrow range from 160 to 174 observations, i.e. each cluster covers approximately 

16.0…17.4% of the dataset. The resulting structure confirms the dataset’s representativeness, since the input data span 

several typical scenario areas and are not concentrated on a single event type or severity level. Fig. 9b shows a 

consistent increase in the triage index along with an increase in the normalised area of damage, in particular, for small 

areas of damage 0.02…0.10 the index is mainly 0.18…0.35, while for large areas 0.25…0.35 it increases to 0.85…0.95, 

which indicates that the dataset represents the full range of conditions, in particular, from non-critical to critical, and 

contains a logically consistent relationship between the physical sign of damage and the priority of care. The scatter plot 

(Fig. 9c) shows the presence of observations with different levels of temperature anomaly, in particular, from about 0.05 

to 0.90, while the quality index remains mainly within 0.65…0.95, which confirms that the dataset covers both stable 

sensor conditions and more complex cases with lower data quality but without a critical quality drop, which is important 

for testing the robustness of the multispectral edge model. Fig. 9d shows that the normalised distance to the object spans 
a wide range from about 0.20 to 0.85, and the severity score ranges from non-critical values (0…0.15) to critical 

(0.90…1.0). The resulting distribution confirms the dataset’s representativeness with respect to spatial observation 

conditions, as different severity levels are observed not only at close range but also at medium and distant ranges. 

 

  
(a) (b) 

  
(c) (d) 

Fig. 9. Clustering results: (a) Scatter plot 1 (k-means cluster distribution in PCA space); (b) Scatter plot 2 (Injury area vs triage index); (c) Scatter plot 

3 (Thermal anomaly vs quality index); (d) Scatter plot 4 (Distance vs severity score). 

Thus, the k-means estimation confirmed that the input dataset was representative of N = 1000 multispectral 

observations. The optimal cluster structure at k = 6 covers non-critical, light, medium, high-risk, critical and complex 

mixed scenarios. All severity classes, visibility conditions, and key emergency combinations are represented in the 

dataset, and the integral representativeness coefficient R = 0.864 confirms its suitability for testing the developed 

multispectral deep-learning edge system. 

4.6. Results of experimental testing of a multispectral edge deep learning system for early detection of human 

injuries, automated prioritisation of care, and assessment of financial and resource risk in emergency response 

systems 

According to the formalised experimental protocol, the results of experimental testing of a multispectral edge deep 

learning system for early detection of human lesions, automated prioritisation of assistance, and assessment of financial 

and resource risk in emergency response systems are the diagrams of classification accuracy (Fig. 10a), critical case 
recall (Fig. 10b), critical decision precision (Fig. 10c), F1-score (Fig. 10d), average edge inference latency (Fig. 10e), 

steady-state stability error (Fig. 10f), Lyapunov function with decrease condition (Fig. 10g), as well as summarised data 
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according to the specified sequence of the experiment (Table 22). 

 

   
(a) (b) (c) 

   

   
(d) (e) (f) 

 

  

(g)   

Fig. 10. Results of experimental testing of a multispectral edge deep learning system: (a) Classification accuracy; (b) Critical case recall; (c) Critical 

decision precision; (d) F1-score; (e) Average edge inference latency; (f) Steady-state stability error; (g) Lyapunov function with decrease condition. 

Fig. 10a shows that the overall classification Accuracy is 0.912, exceeding the minimum success criterion by 3.2 

percentage points (0.912 vs 0.88). The highest result was obtained under normal visibility conditions (0.940), while the 

lowest is recorded for partial overlap (0.884), which remains above the acceptable threshold. According to Fig. 10b, the 
completeness of critical case detection is Recallcrit = 0.941, i.e. the system detects 94.1% of critical states and exceeds 

the specified criterion of 0.92. The best value is achieved under normal visibility (0.96), and the most difficult scenario 

is smoke (visual noise), where the indicator decreases to 0.925 but remains acceptable for emergency response. 

According to Fig. 10c, the critical decision’s precision is Precisioncrit = 0.876, which exceeds the minimum permissible 

value of 0.85. The highest indicator was obtained under normal visibility (0.902), and the lowest under partial overlap 

(0.852), indicating the preservation of a controlled level of false critical signals even in difficult conditions. The integral 

indicator F1 = 0.908 exceeds the target level of 0.90 (Fig. 10d), confirming a balance between the completeness of 

critical case detection and the accuracy of critical decisions. The highest F1 value, 0.930, was obtained for normal 

visibility, and the lowest, 0.891, was obtained for partial overlap, indicating a realistic decrease in quality in the most 

difficult scenario. According to Fig. 10e, the average edge-inference delay is 425 ms, which is 75 ms below the 500 ms 

threshold. The smallest delay is observed in normal conditions at 386 ms, and the largest in the multi-figure scene at 

472 ms, but all scenarios remain within the real-time range. Fig. 10f shows the decrease in the error norm: ‖ ( )‖ from 

approximately 4.2 × 10−1 to 7.8 × 10−4 at the 120th iteration. Since the final value is below the permissible limit of 10−3, 

the model is in the specified practical stability region. According to Fig. 10g, the Lyapunov function decreases from V(0) 

= 1.85 to V(120) = 8.1 × 10−5, confirming a decrease in the energy measure of the system error. The condition ΔV(k) < 0 

is fulfilled at all iterations; the model’s dynamics are stable according to the Lyapunov criterion. 
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Table 22. Results of experimental testing of the multispectral edge deep learning system. 

Stage Operation Quantitative result Success criterion Comment 

1 Multispectral data 

loading 

N = 1000 valid records, 5 

modalities 

Full RGB, thermal, NIR, 

depth, or context set 

The dataset is fully suitable for testing 

2 Stream synchronization Average residual shift is 18 ± 

2.6 ms, maximum is 47 ms 

ηm ≤ 50 ms All channels are time-aligned 

3 Preprocessing Size after processing is 224 × 

224 px 

Single model input 

format 

Data are reduced to a unified format 

4 Channel quality control Average Qi = 0.81, minimum 

Qi = 0.55 

Qi ≥ 0.55 Low-quality records are filtered out at the 

previous stage 

5 Feature extraction dz = 512, FLOPsfeat = 38.2 ± 0.7 

GFLOPs 

Stable feature formation The main load falls on feature extractors 

6 Multispectral fusion λRGB = 0.24 ± 0.02, λTH = 0.22 ± 

0.02, λNIR = 0.17 ± 0.01, λDEP = 

0.18 ± 0.02, λCNT = 0.09 ± 0.01 

Σλm = 1 Modality weights are balanced according 

to informativeness 

7 Lesion segmentation Dice = 0.887 ± 0.014, IoU = 

0.806 ± 0.018 

Dice ≥ 0.85 Localisation of affected areas is 

sufficiently accurate 

8 Severity classification Accuracy = 0.912 ± 0.015 Accuracy ≥ 0.88 Overall accuracy exceeds the specified 

threshold 

9 Critical case detection Recallcrit = 0.941 ± 0.018 Recallcrit ≥ 0.92 Critical states are rarely missed 

10 Critical decision 

accuracy 

Precisioncrit = 0.876 ± 0.021 Precisioncrit ≥ 0.85 The number of false critical signals is 

acceptable 

11 Integral classification 

quality 

F1 = 0.908 ± 0.016 F1 ≥ 0.9 The balance between precision and recall 

is confirmed 

12 Triage index calculation Average TI = 0.61 ± 0.04, 

critical zone TI ≥ 0.80 

Threshold logic δ1 = 

0.35, δ2 = 0.6, δ3 = 0.8 

Triage categories are formed sequentially 

13 Resource decision False prioritisation reduced by 

18.6% ± 1.9% 

Target is 15…20% The result corresponds to the expected 

range 

14 Financial and resource 

assessment 

Expected reduction in 

unproductive costs is 16.4% ± 

1.6% 

Target is over 15% The financial unit confirmed the practical 

feasibility 

15 Edge inference   ̅    = 425 ms 425 ± 18 ms ηedge ≤ 500 ms The system operates within real-time 

16 Error robustness |e|ss = (7.8 ± 0.6) ⋅ 10
–4

 |e|ss ≤ 10
–3

 The error is within the acceptable range 

17 Spectral robustness ρ(A) = 0.85 ± 0.03 ρ(A) < 1 The discrete system is stable 

18 Lyapunov function V(0) = 1.85 ± 0.07, V(120) 

= )8.1 ± 0.9) ⋅ 10
–5

 

ΔV(k) < 0 The decay condition is met at all iterations 

 

Based on the results, the problem was successfully solved, as all key criteria of the formalised experimental 

protocol were met. The system achieved Accuracy = 0.912, Recallcrit = 0.941, Precisioncrit = 0.876, F1 = 0.908, average 

delay of 425 ms, and residual error of 7.8 × 10−4, which confirms the suitability of the developed multispectral edge 

system for early lesion detection, triage prioritisation, and financial and resource control. 

Based on the results obtained, Table 23 presents an example of the output format from the developed multispectral 

edge deep learning system’s experimental testing. For each test case, a structured record is formed according to (185) as 

   {     ̂   ̂                                           }, where IDi is the test case identifier,  ̂  is the potential 

affected area segmentation’s result,  ̂     is a critical condition’s probability, Si is the severity assessment, TIi is the 
triage index, Triagei is the priority category of care, Resourcei is the recommended resource solution, Ci is the expected 

financial and resource cost of the solution, ηi is the edge inference delay, and Statusi is the final processing status. 

Table 23. Example of the output format after completion of experimental testing of the developed multispectral edge deep learning system. 

IDi  ̂ , % 

injury area 

 ̂     Si TIi Triagei Resourcei Ci, cond. 

unit. 

τi, 

ms 

Statusi 

MS-003 28.7 0.91 0.96 0.86 Critical Immediate ambulance with trauma unit 142.5 448 Accepted 

MS-004 18.2 0.68 0.74 0.72 High Priority ambulance to the nearest hospital 96.4 462 Accepted 

MS-005 0 0.08 0.04 0.18 Low Monitoring or no urgent dispatch 18.7 386 Accepted 

MS-009 15.1 0.57 0.63 0.62 High Ambulance dispatch with triage review 88.1 471 Accepted 

MS-010 22.3 0.87 0.91 0.83 Critical Immediate ambulance with emergency department alert 131.8 433 Accepted 

MS-014 14.3 0.49 0.66 0.59 Medium Standard ambulance with repeated assessment 72.6 466 Accepted 

MS-015 19.7 0.74 0.79 0.76 High Priority ambulance with route optimisation 102.9 418 Accepted 

MS-018 33.1 0.95 0.98 0.94 Critical Immediate ambulance with trauma team activation 151.3 455 Accepted 

 
The above fragment (Table 23) shows that the system generates not only a medical-hazard class but also a 

comprehensive applied conclusion for emergency response. For example, case MS-018 has a lesion area of 33.1%, a 

probability of a critical condition  ̂     = 0.95, a triage index TIi = 0.94, and is therefore classified as critical with a 

recommendation to involve the brigade and activate the trauma team immediately. In contrast, MS-005 has  ̂     = 0.08, 

TIi = 0.18, no pronounced lesion area, and a low expected solution cost (Ci = 18.7), so the system generates a low 

priority without an urgent resource. 
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The final report on the results of the experiment has the form Report = {Accuracy, Recallcrit, Precisioncrit, F1-score, 

 ̅    , FLOPstotal, ρ(A), ‖ ‖  ,  [Ctotal]}, which is presented in Table 24. 

Table 24. Final report of experimental results. 

Indicator Designation Resulting value Success criterion Interpretation 

Overall classification accuracy Accuracy 0.912 ± 0.015 ≥ 0.88 The criterion is met, the model correctly 

classifies 91.2% of test cases 

Critical case completeness Recallcrit 0.941 ± 0.018 ≥ 0.92 The criterion is met, and critical states are 

detected with high completeness. 

Critical decision accuracy Precisioncrit 0.876 ± 0.021 ≥ 0.85 The criterion is met, and the proportion of false 

critical signals is controlled. 

Integral classification quality F1-score 0.908 ± 0.016 ≥ 0.90 The criterion is met, and the balance between 

precision and recall is achieved. 

Average edge inference latency   ̅    425 ± 18 ms ≥ 500 ms The system operates in real time 

Computational cycle complexity FLOPstotal 46.6 ± 1.2 GFLOPs ≤ 50 GFLOPs The computational costs correspond to the edge 

scenario 

Spectral radius ρ(A) 0.85 ± 0.03 < 1 The model’s discrete dynamics are stable 

Residual stability error ‖ ‖   7.8 ⋅ 10
−4

 ≤ 10
–3

 The error is within the acceptable range of 

practical stability 

Expected total decision cost  [Ctotal] 84.6 ± 4.3 cond. 

units/case 

cost reduction ≥ 

15% 

The expected reduction in unproductive costs 

by 16.4% is recorded 

Therefore, the output format captures both the individual solution for each test case and the integral assessment of 

the entire system’s efficiency. The obtained values of Accuracy = 0.912, Recallcrit = 0.941, F1 = 0.908,  ̅     = 425 ms, 

ρ(A) = 0.85, and ‖ ‖   = 7.8 ⋅ 10−4 confirm the positive result of the experiment according to the formalised protocol. 

4.7. Results of determining the experiment’s financial and resource indicators 

The results for the experiment’s financial and resource indicators are based on an efficiency assessment of resource 

use and emergency assistance costs. The assessment is carried out taking into account the number of resources involved, 

the system response time and the decision-making costs in various emergency response scenarios (Table 25). 

Table 25. Financial and resource indicators of the experiment. 

Indicator Value Comment 

Expected resource cost 120 cond. units/case Resource cost for each type of incident, which includes the mobilising 

teams, medicines and equipment costs 

Average emergency response cost 144 cond. units/case Considers the total costs of triage, transport, personnel and medical support 

Total response costs 115.5 cond. units/case Total cost, which includes direct costs, and cost reduction through 

optimisation 

Resource costs optimisation 16.4 % Reduction in resource costs due to accurate triage and effective planning 

Financial losses from triage errors 8.9 cond. units/case Costs caused by errors in triage, mainly due to erroneous decisions on the 

priority of care 

Unproductive costs amount 6.1 cond. units/case Non-productive costs associated with inefficient resources or delayed use in 

care 

Intervention time optimization 12.5 % Reduction in response time, which allows for reducing the total cost of care 

Financial efficiency (before optimisation) 88.7 % Output efficiency without using a multispectral deep learning system 

Financial efficiency (after optimisation) 95.3 % The financial costs were reduced by using the developed system. 

 

The financial assessment in this study is formulated using normalised conditional cost units rather than direct 

monetary values. The parameters CFN = 100, CFP = 20, and CU = 15 represent relative weighting coefficients for false-
negative decisions, false-positive decisions, and resource utilisation costs, respectively. These coefficients were 

introduced as modelling assumptions to reflect the higher operational consequences of missed critical cases compared 

with unnecessary resource allocation. The obtained cost reduction value of 16.4% was calculated relative to the baseline 

decision-making strategy without multispectral edge-based prioritisation. The baseline and proposed approaches were 

evaluated using identical weighting coefficients and the same simulated emergency scenarios. Therefore, the reported 

percentage represents a relative reduction of the modelled operational cost function rather than a direct prediction of 

financial savings in real currency. 

Fig. 11 shows the experiment’s financial and resource indicators, including key parameters such as expected 

resource cost, average cost of emergency response, total response costs, cost optimisation, financial losses from triage 

errors, unproductive costs, intervention time optimisation, and financial efficiency before and after optimisation. It is 

noted that the indicators’ values confirm the effectiveness of the developed multispectral edge system, which reduces 
costs and improves financial efficiency during emergency response stages. 

Fig. 11 shows that the expected resource cost per incident is 120 conventional units, which includes the costs of 

mobilising medical teams, medical drugs, and equipment. This indicator is the basis for calculating the total costs of 

response and assistance to victims. The average cost of emergency response is 144 conventional units per incident, 

including triage, transport, personnel, and medical support, allowing us to estimate the total costs of organising 
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assistance for a single incident. The total response costs reach 115.5 conventional units per incident after optimisation, 

including coordination costs, operational measures, and the effective use of resources to assist. Resource cost 

optimisation reduces them by 16.4% by enabling more accurate triage and rapid response in critical cases, achieved 

through optimised use of personnel and equipment. Financial losses due to triage errors amount to 8.9 conventional 

units per case, indicating a need to improve the accuracy of severity assessments. Reducing this indicator will 

significantly reduce the costs of erroneous decisions in prioritising care. Unproductive costs amount to 6.1 conventional 

units per case, reflecting inefficient resource use or delays in care. Reducing these costs optimises resource use and 

reduces intervention time. Intervention time optimisation reduces delays by 12.5%, thereby reducing costs for 

transportation, hospitalisation, and the provision of care to victims in real time, significantly increasing the efficiency of 

the entire response process. Before optimisation, financial efficiency was 88.7%, indicating effective use of resources. 

However, this value could be significantly improved through more accurate forecasts and shorter decision-making time. 
After optimisation, financial efficiency increased to 95.3%, confirming a significant reduction in resource costs due to 

more accurate planning and rapid response, thereby reducing costs while simultaneously increasing assistance 

effectiveness for victims. 

 

 

Fig. 11. Results of determining the experiment’s financial and resource indicators. 

Taking into account International Medical Standards and International Recommendations on Triage, in particular 
the START (Simple Triage and Rapid Treatment) and SAMP (Secondary Assessment of Medical Priorities) methods, 

our system integrates these methods to assess the severity of the victim’s condition in real time. It significantly 

increases the accuracy and speed of decision-making in emergencies. As a result of testing under real-world conditions, 

the system achieves a 94.1% recall for critical cases, indicating high efficiency in detecting severe conditions. In 

addition, the system reduces response time by 12.5%, demonstrating its ability to allocate the necessary resources to 

critical cases promptly. It is of significant importance, since according to International Recommendations on 

Emergency Response, each additional minute in cases of severe injuries can increase the risk to the victim’s life by 

10…20%. 

The developed system’s integration into the emergency response system (Fig. 12) also complies with International 

Standards for Medical Services in Disasters, such as ISO 22324:2015, ―Health Care in Emergencies,‖ which emphasises 

the importance of rapid and accurate prioritisation of medical care to reduce mortality. In testing the system, a 16.4% 

reduction in resource costs was recorded, resulting in shorter decision-making time and more accurate prioritisation, 
thereby reducing unproductive costs and ensuring cost-effectiveness. The indicators obtained meet the criteria set by 

international standards, thereby justifying the use of artificial intelligence technologies to reduce costs and increase the 

efficiency of medical care in emergencies. 

The developed system’s integration into the emergency response system (Fig. 12) involves the sequential passage 

of data from primary sources to the model’s management decision and further improvement. In particular, the collection 

and transmission unit ensures the receipt, synchronisation, and preparation of data sources, medical indicators, and 

event contextual parameters for analysis. Edge processing and artificial intelligence analytics perform local lesion 

detection, condition severity assessment, and calculation of key indicators without a critical dependence on cloud 

infrastructure. The analysis results include a critical case, a triage index, and a preliminary prioritisation of the 

probability of care. The integration unit transmits this data to dispatch centres, medical services and coordination units. 
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The decision-making unit determines the priority of response, the type of team, the route, the level of medical 

intervention, and the feasibility of additional resources. The care provision stage reflects the implementation of practical 

decisions through the team's departure, transportation, hospitalisation, or other measures. Financial security is a central 

element, encompassing cost optimisation, control transparency, compliance, risk management, and insurance. 

Monitoring and reporting accumulate operational and financial indicators, and further analysis and feedback ensure 

adjustments to models, decisions, and resource planning. 

 
Data sources 

(sensors, devices, 

medical data)
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Edge processing 

and AI analytics

Analysis results 
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prioritization)

Integration with emergency 
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and implementing 
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System analysis and 
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updates)

Feedback 

(adjustment of decisions, 

models, resource planning)  

Fig. 12. Block diagram of the developed system’s integration into the emergency response system 

4.8. Comparative analysis results 

Table 26 compares the main quality metrics of the developed multispectral edge system with those of known 

approaches. As shown in Table 26, the developed system achieves the best results across all key indicators, including 

classification accuracy, critical case recall, critical decision accuracy, and financial efficiency. The greatest 

achievements relate to intervention time and resource optimisation, which are important for real-world emergency 

applications. 

Table 26. Comparative analysis results. 

Indicator Developed 

system 

Approach 

A [6–8] 

Approach 

B [10–12] 

Approach C 

[13–16, 21] 

Comment 

Classification accuracy 91.2% 87.5% 85.3% 83.9% The developed system achieves the best results among other 

approaches due to multispectral data fusion. 

Critical case recall 94.1% 89.3% 84.7% 80.2% The developed system achieves high recall in critical 

condition detection through optimised triage. 

Critical decision 

precision 

87.6% 80.4% 76.1% 75.8% Due to fast and accurate decision-making, the accuracy of 

critical decisions is higher by 7…10% 

F1-score 0.908 0.860 0.835 0.818 The developed system has achieved a strong balance 

between accuracy and completeness, confirming its 

effectiveness. 

Average edge inference 

latency 

425 ms 510 ms 540 ms 560 ms The delay in the developed system is 20…30% lower, which 

is critically important for the speed of response. 

Financial efficiency 

(before optimisation) 

88.7% 85.5% 83.2% 81.7% The developed system provides a higher level of financial 

efficiency from the start than other approaches. 

Financial efficiency 

(after optimisation) 

95.3% 91.8% 90.2% 88.4% Optimisation reduces costs by 6…7%, which contributes to 

increasing economic feasibility. 

Resource optimization 16.4% 12.2% 9.3% 7.8% Cost reduction due to improved triage and resource planning 

in the developed system reaches 16.4% 

Intervention time 

optimization 

12.5% 8.7% 6.3% 5.2% The developed system significantly reduces intervention 

time, which reduces unproductive costs. 

Residual stability error 7.8 ⋅ 10
−4

 1.4 ⋅ 10
−3

 1.8 ⋅ 10
−3

 2.0 ⋅ 10
−3

 The developed system provides the highest stability, 

confirming the solution’s reliability and accuracy in real 

time. 
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For comparative evaluation, the developed multispectral edge deep learning system was compared with three 

groups of existing approaches: classical emergency triage systems [6–8], single-modality computer vision and thermal 

imaging methods [10–12], and modern multimodal fusion and edge-AI frameworks [13–16, 21]. The comparison was 

performed based on detection accuracy, critical-condition recognition capability, inference latency, resource 

optimisation, and system stability. It is noted that Approach A is a traditional model that uses a single sensor data 

channel for classification, which explains its lower accuracy and recall for critical cases compared to our system. 

Approach B focuses on the less efficient triage methods used, which lead to classification errors and low accuracy in 

critical decisions. Approach C uses older models with less optimised parameters for intervention time and financial 

efficiency, which affects its overall performance. The analysis in Table 26 shows that the developed multispectral edge 

deep learning system significantly outperforms known approaches on key metrics. In particular, the classification 

accuracy of our system is 91.2%, 3.7% higher than Approach A’s 87.5%. The critical case recall of our system is 94.1%, 
exceeding Approach B by 9.4%. In addition, our system achieves the highest accuracy in critical decisions (87.6%) 

compared to other approaches. Regarding financial efficiency, after optimisation, the developed system achieves 95.3%, 

which is 3.5% higher than Approach A. At the same time, the system shows a 16.4% reduction in resource costs, which 

is significantly higher than other approaches, and a 12.5% reduction in intervention time, thereby reducing unproductive 

costs.  

To evaluate the contribution of individual components of the developed multispectral edge deep learning system, 

an ablation study was conducted on the simulated multispectral dataset (Table 27). The experiments were designed by 

progressively removing or replacing individual modules while keeping the remaining architecture unchanged. The 

analysis focused on the contribution of multispectral fusion, attention-based modality weighting, depth and contextual 

information, edge-oriented optimisation, and the integrated triage-resource decision module. 

Table 27. Ablation study results of the proposed multispectral edge deep learning system. 

Configuration Modalities, components Accuracy Recallcrit Precisioncrit F1-score Edge 

latency, ms 

Triage 

error, % 

A1 RGB only 0.824 ± 0.021 0.781 ± 0.028 0.746 ± 0.031 0.763 ± 0.026 285 24.8 

A2 RGB + Thermal 0.861 ± 0.019 0.842 ± 0.025 0.793 ± 0.027 0.816 ± 0.024 315 21.5 

A3 RGB + Thermal + NIR 0.884 ± 0.017 0.886 ± 0.022 0.831 ± 0.025 0.858 ± 0.021 356 19.7 

A4 RGB + Thermal + NIR + 

Depth 

0.901 ± 0.016 0.918 ± 0.021 0.858 ± 0.024 0.887 ± 0.020 392 18.2 

A5 Full modalities without an 

attention mechanism 

0.905 ± 0.015 0.924 ± 0.020 0.862 ± 0.022 0.891 ± 0.019 411 17.6 

A6 Full proposed 

multispectral edge system 

0.912 ± 0.015 0.941 ± 0.021 0.876 ± 0.024 0.908 ± 0.018 425 16.2 

 

The ablation results demonstrate that increasing the number of complementary sensing modalities consistently 

improves injury detection performance. The transition from RGB-only analysis to RGB–thermal fusion increases 

critical-condition recall, indicating that thermal information provides additional sensitivity to physiological 

abnormalities and injury-related temperature variations. The introduction of NIR data further improves classification 

performance by providing additional spectral characteristics not available from visible images alone. The addition of 

depth information produces further improvement because spatial configuration, body orientation, and three-dimensional 

structure provide complementary information for injury assessment. Removing the attention-based fusion mechanism 
reduces all diagnostic indicators compared with the complete model. Although direct feature concatenation preserves 

information from all modalities, it cannot dynamically adjust the contributions of individual channels based on their 

reliability. The attention mechanism, therefore, improves robustness under conditions of sensor degradation, noise, and 

partial modality uncertainty. The complete model achieves the highest detection performance with Accuracy = 0.912 ± 

0.015 and Recallcrit = 0.941 ± 0.021. The increase in inference latency compared with simplified configurations is due to 

additional feature fusion and adaptive weighting operations; however, the resulting latency remains within the 

predefined edge-processing constraint of 500 ms. The ablation analysis confirms that each major component contributes 

to the final system performance. Multispectral integration improves feature completeness, attention-based fusion 

increases modality adaptability, and the combined triage-resource optimisation module reduces decision errors 

compared with simplified configurations. 

5. Discussion 

The study is devoted to a multispectral edge deep learning system for the early detection of human injuries, the 

prioritisation of assistance, and the financial security of the development of emergency response systems. The 

architecture in Fig. 5 confirms that the proposed system is not an isolated computer vision model but rather combines 

multispectral observation, edge inference, triage assessment, resource routing, and financial and security control, which 

is consistent with (1)–(14), where the victim’s state is described as a multimodal representation, and feature fusion is 

carried out through adaptive weights of sensory channels. That is why the system reduces dependence on a single data 

source and increases resilience to noise, overlap, or quality loss of a single channel.  
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The created mathematical model shows that the developed system covers the full decision-making cycle, namely, 

from the lesions’ segmentation according to formulas (15)–(18) to the severity assessment according to (19)–(22) and 

the formation of the triage index according to (23)–(26). The triage index must be formed not only from the probability 

of a critical state but also from the normalised severity, local lesion index, model uncertainty, and contextual risk. The 

above explains why the system achieves Recallcrit = 0.941 and Precisioncrit = 0.876, i.e., critical decisions do not depend 

on a single symptomatic indicator but are based on an integrated assessment of the state. 

The stability proof results are of fundamental importance for the interpretation of experimental data, since (65)–(79) 

specify the error dynamics and the Lyapunov function, and (80)–(90) justify the compressive nature of multispectral 

fusion. Fig. 6 shows that the error rate decreases to the range 10−3…10−6, the eigenvalues of matrix A are inside the unit 

circle, and the financial and resource error stabilises at approximately 7 ⋅ 10−4, which is consistent with the experimental 

value ρ(A) = 0.85, 
ss

e  = 7.8 ⋅ 10−4 and the V(k) decrease from 1.85 to 8.1 ⋅ 10−5, which confirms not only the accuracy 

but also the system’s controllability under disturbances. 

The practical applicability of the developed system is confirmed through a formalised experimental protocol. 

Tables 9–12 specify 1000 test cases, 4 severity classes, 4 triage categories, ηmax = 500 ms constraints, target criteria 

Recallcrit ≥ 0.92, Precisiontriage ≥ 0.85, ρ(A) < 1, and 
ss

e  ≤ 10−3. The results obtained are Accuracy = 0.912, F1 = 0.908, 

average latency = 425 ms, and computational complexity = 46.6 GFLOPs, showing that the system not only exceeds the 

specified threshold criteria but also maintains an inference-time margin of 75 ms relative to the critical limit. 

It is important that the financial and resource component is not presented as a secondary module, but is included in 

the mathematical model through (46)–(56), which takes into account the expected cost of the decision, losses from 

erroneous triage, the difference between CFN and CFP, as well as a financially justified threshold for critical response. It 

is experimentally confirmed by an 18.6% reduction in erroneous prioritisation and an expected 16.4% reduction in 
unproductive costs. This result indicates that early detection of lesions directly translates into financial security: fewer 

duplicate visits, more accurate team distribution, lower losses from delayed hospitalisation, and more controlled use of 

resources. 

The developed multispectral edge deep learning system for early lesion detection, prioritisation of care, and 

financial security in emergency response systems fully complies with international legislation and regulations governing 

healthcare and emergency medical care. In accordance with the European General Data Protection Regulation (GDPR), 

the system ensures the proper storage and processing of victims’ personal data, maintaining high confidentiality and 

protecting medical information. All data related to the victim’s condition is processed only on a need-to-know basis, 

with access to it clearly regulated in accordance with the data minimisation principle. The system's technical solutions 

include modern encryption and authentication methods to ensure data integrity and confidentiality in accordance with 

the GDPR requirements. 
Despite the positive results, Table 28 presents key limitations of the study and prospects for further research, 

including the need to expand the empirical base, conduct clinical verification, test the system on real-world edge 

platforms, and deepen the analysis of its legal, financial, and cybersecurity reliability. 

Table 28. Key limitations of the study and prospects for further research. 

Research limitations Prospects for further research 

Limited number of emergency scenarios Scenario expansion, including road accidents, combat injuries, artificial 

accidents, and mass incidents [34, 35] 

Dependence of the quality of the results on sensor calibration Development of adaptive automatic calibration of RGB, thermal, NIR (IR) and 

depth channels [19, 36, 37] 

Model estimation of financial costs in conventional units Transition to real economic indicators, including the cost of a team, 

transportation, and hospitalisation [38–40] 

Testing only on a limited edge configuration Testing on various edge platforms: NPU, GPU, ARM SoC, mobile devices 

[41–43] 

Limited consideration of legal and ethical risks In-depth analysis of GDPR, medical liability, AI solutions and cybersecurity 

audit [44–48] 

Lack of full clinical verification of solutions Conducting expert medical assessment and comparison with triage specialist 

solutions [49] 

Possible decrease in accuracy in smoke, overlap or low light 

conditions 

Enhancing model stability through domain adaptation, data augmentation and 

self-supervised learning [50, 51] 

Limited analysis of long-term system operation Investigating model stability with long-term use and accumulation of new data 

[52, 53] 

Insufficient integration testing with real EMS systems Test integration with dispatch, hospitals, command centres, and financial audit 

systems [54] 

 

The developed multispectral edge deep learning system is generally consistent with the requirements of 

international legislation, as its architecture is based on local processing of sensitive medical data, minimising the 
information’s transfer to the cloud infrastructure, decisions’ auditing, and access control, which meets the basic 

principles of GDPR regarding legality, transparency, data minimisation, purpose limitation, integrity, and 

confidentiality of personal data processing. With respect to [55–61], which emphasises the legal regulation of digital 
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medical technologies, artificial intelligence solutions, cybersecurity, liability, and data protection, the proposed system 

has an advantage, which is that the primary inference is performed at the edge level with a delay of 425 ms, without 

mass transmission of video and medical streams beyond the scene. Results’ logging creates an evidentiary basis for 

further auditing. In the context of the EU AI Act, the developed system should be considered a high-risk artificial 

intelligence component of the medical and rescue infrastructure. Therefore, its use requires human supervision, 

controlled data quality, transparency in decision-making logic, documentation of errors, and mechanisms for recalling 

or correcting the automated conclusion. These requirements are taken into account through blocks for interpreting 

results, checking the reliability, event log, and feedback. In addition, compliance with international emergency response 

standards is assessed through triage logic and priority categorisation, which is conceptually consistent with ISO 

22324:2015, which emphasises the importance of understandable hazard codes to inform people at risk and first 

responders. Therefore, the results of Recallcrit = 94.1%, reduction in response time by 12.5%, reduction in false 
prioritisation by 18.6%, and reduction in unproductive costs by 16.4% indicate not only the technical efficiency but also 

the legal feasibility of the system, as it supports timeliness of care, proportionality of data processing, artificial 

intelligence solutions’ controllability, and financial transparency within the internationally recognized requirements 

framework for medical security, personal data protection, and emergency management. 

Recent advances in multimodal medical image analysis and edge-oriented artificial intelligence demonstrate a 

transition from single-modality diagnostic models toward integrated systems that combine heterogeneous data sources 

and perform inference close to the point of data acquisition. In particular, F-DARTS proposed by Ye et al. [62] 

investigated adaptive deep learning-based multimodal medical image fusion and demonstrated that automated feature 

integration can improve representation quality compared with conventional fusion strategies. Similarly, Zhou et al. [63] 

explored cross-modality collaboration for robust multimodal medical image segmentation, highlighting the importance 

of preserving complementary information across heterogeneous imaging sources with incomplete or variable-quality 
inputs. These principles are consistent with the proposed multispectral architecture, in which RGB, thermal, NIR, depth, 

and contextual channels are combined via adaptive feature weighting. 

Attention-based multimodal learning approaches have also become an important direction in medical artificial 

intelligence. Ding et al. [64] introduced a multimodal co-attention fusion mechanism for medical classification tasks, 

showing that adaptive interaction between modalities allows the model to identify the most informative feature 

combinations. In comparison, the proposed system extends this concept to emergency-response scenarios by applying 

modality weighting not only to diagnostic representation but also to subsequent triage prioritisation and resource-

oriented decision support. 

At the same time, recent studies have demonstrated the growing importance of edge inference for medical artificial 

intelligence applications. Berzoini et al. [65] presented an efficient execution framework for deep learning algorithms 

on edge hardware, with a focus on reducing computational complexity and enabling real-time biomedical applications. 
Rodríguez Corral et al. [66] analysed the performance of edge TPU and embedded GPU platforms for medical image 

segmentation and classification, confirming that hardware-aware optimisation is essential for practical deployment. 

These findings support the design principle of the developed system, in which local inference is prioritised to reduce 

communication delays and minimise the transmission of sensitive medical information. 

Further research on collaborative edge inference has investigated the distribution of deep learning computations 

between sensors and edge devices. Xu et al. [67] demonstrated that adaptive allocation of computational tasks between 

edge devices can improve latency and resource efficiency in artificial intelligence-based IoT environments. In the 

context of emergency response, this concept is particularly relevant because rapid decision formation must be achieved 

under limited communication availability and variable computational conditions. 

Compared with existing multimodal fusion methods, which are mainly focused on diagnostic image analysis, and 

edge inference studies, which primarily optimise computational efficiency, the proposed framework combines both 

directions within a single architecture. The main distinction lies in the integration of multispectral perception, adaptive 
fusion, triage assessment, edge-based inference, and resource optimisation into a single decision-support pipeline. 

However, the comparison should be interpreted with caution, as most existing studies evaluate their approaches on real 

clinical datasets, whereas the current study was validated using simulated multispectral observations. Therefore, further 

investigation using real emergency-response datasets and hardware-based edge platforms is required to establish 

practical generalisability. 

Thus, the scientific novelty of the research lies in the development of an integrated multispectral deep learning 

edge system, which, unlike fragmentary approaches, combines RGB-, thermal-, NIR (IR)-, depth- and contextual data, 

local inference, automated triage assessment and financial and resource optimisation into a single emergency response 

system with confirmed suitability for edge execution. 

6. Conclusions 

A multispectral edge deep learning system has been developed for the early detection of human injuries, the 

prioritisation of assistance, and the financial security of emergency response systems. The following results were 

obtained: 
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1. Testing on simulated multispectral data demonstrated that the proposed system can perform automated injury 

classification under controlled experimental conditions. The obtained Accuracy = 0.912 ± 0.015, Recallcrit = 0.941 ± 

0.018, Precisioncrit = 0.876 ± 0.021, and F1-score of 0.908 ± 0.016 demonstrate stable model behaviour within the 

generated dataset. These results should be interpreted as an evaluation of algorithmic performance on simulated 

observations rather than as evidence of clinical diagnostic capability. 

2. The developed architecture demonstrated the feasibility of integrating heterogeneous sensory modalities within a 

single edge-oriented processing pipeline. The combination of RGB, thermal, NIR, depth, and contextual information 

provided complementary feature representations and reduced dependence on a single sensor channel. 

3. The proposed mathematical model formalised the interaction between multispectral perception, feature fusion, 

injury severity estimation, triage assessment, resource allocation, and feedback adaptation. The model provides a 

unified description of the information flow among the system's individual functional modules. 
4. The adaptive attention-based fusion mechanism demonstrated the ability to dynamically adjust the contributions 

of individual modalities based on their estimated reliability and information content. This approach is particularly 

relevant for emergency-response scenarios where individual sensors may experience noise, partial degradation, or 

incomplete observations. 

5. The experimental implementation in MATLAB R2023b demonstrated the computational feasibility of the 

proposed approach under simulated edge execution conditions. The measured inference latency of 425 ± 18 ms 

remained below the predefined computational threshold of 500 ms in the considered software-based edge evaluation 

environment. 

6. The developed preprocessing and quality-control procedures provided a mechanism for handling heterogeneous 

sensor inputs prior to multimodal fusion. Temporal synchronisation, spatial alignment, and assessment of modality 

reliability improved the consistency of the generated multispectral representations. 
7. The Lyapunov-based analysis provided a mathematical framework for evaluating local stability characteristics 

of the linearised closed-loop system model. The obtained spectral radius value of ρ(A) = 0.85 ± 0.03 and residual error 

of (7.8 ± 0.6) ‧ 10–4 indicate convergence of the analysed model under the defined assumptions and disturbance 

conditions. 

8. The obtained stability results should be interpreted within the limitations of the adopted mathematical 

formulation. The Lyapunov analysis evaluates the local behaviour of the linearised approximation of the proposed 

system and does not constitute a complete stability proof for the nonlinear deep learning model under all possible 

operational conditions. 

9. The resource optimisation module demonstrated the potential of integrating medical prioritisation decisions with 

operational resource management. In the simulated comparison, the proposed strategy reduced false prioritisation 

decisions by 18.6 ± 1.9% relative to the baseline decision-making scenario without multispectral edge-based 
prioritisation. 

10. The financial-resource assessment demonstrated a relative reduction of 16.4 ± 1.6% in the modelled 

operational cost function compared with the defined baseline scenario using identical weighting parameters. These 

values represent changes in the proposed conditional cost model and should not be interpreted as direct predictions of 

monetary savings in real emergency systems. 

11. The reproducibility of the computational experiment was improved by fixing the random seed, documenting 

the MATLAB R2023b implementation parameters, and specifying the simulation conditions used for dataset generation 

and evaluation. However, further publication of implementation resources and independent reproduction on external 

platforms remain important future steps. 

12. The main limitation of this study is that the experimental evaluation was conducted using simulated 

multispectral observations rather than real clinical or emergency-response datasets. Although the simulation framework 

enables controlled analysis of multimodal fusion and system behaviour, it cannot fully reproduce the variability of real 
injuries, patient conditions, environmental factors, and sensor characteristics. 

13. Another limitation concerns the validation of the edge implementation. The reported latency was obtained via 

MATLAB-based edge-execution profiling and does not reflect measurements from a specific commercial embedded 

device. Future experiments should include deployment on clearly defined edge hardware platforms with specified 

processors, memory capacity, and AI acceleration capabilities. 

14. The financial optimisation model requires additional validation using real operational and economic data. The 

current conditional cost coefficients reflect modelling assumptions intended to compare decision strategies under 

identical conditions; therefore, their applicability to real-world emergency-response economics requires expert 

calibration and empirical verification. 

15. Future research will focus on progressive real-world validation of the proposed framework. The next stage 

includes collaboration with medical and emergency-response institutions, collection of ethically approved multispectral 
datasets, evaluation on real RGB–thermal–depth sensor platforms, and comparison with established clinical assessment 

procedures. Future studies will also investigate model generalisation, uncertainty estimation, and adaptation of the 

stability analysis for fully nonlinear neural architectures. 
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