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Abstract: Electrocardiogram (ECG)-based gender identification, which utilizes the electrical activity of the heart, has 

emerged as a promising approach in biometric and healthcare applications. This study introduces DeepFusion-CNN, a 

context-aware fusion framework that integrates VGG-19, DenseNet-121, and ResNet-152 using a validation-driven 

adaptive weighting strategy to improve gender classification performance. Unlike conventional ensemble approaches 

that use a static averaging strategy, the proposed approach adaptively adjusts each sub-model's contribution based on its 

validation performance, enabling improved feature representation and classification robustness. This adaptive fusion 

mechanism allows better-performing models to contribute more significantly, leading to improved overall prediction 
accuracy compared to individual models and static fusion strategies. The ECG signals are preprocessed using band-pass 

filtering, followed by R-peak identification using the Pan–Tompkins algorithm. The processed signals are then 

segmented and converted into 225×225×3 two-dimensional images, making them suitable for transfer learning with pre-

trained convolutional models. To maintain a fair evaluation, the data is partitioned on a subject basis before any 

augmentation, and augmentation is restricted to the training portion only. The framework is evaluated on the PTB and 

CYBHi datasets, achieving accuracies of 99.08% and 99.13%, respectively. Ablation test results indicate that the 

feature quality and classification performance are improved after preprocessing and the context-aware fusion strategy. 

The proposed framework shows strong potential for ECG-based gender classification and could serve as a useful 
foundation for future advancements in biometric systems and healthcare applications. 

 

Index Terms: Electrocardiogram, Gender recognition, Hybrid CNN, Pre-trained Architectures, Ensemble Learning. 

 

 

1. Introduction 

An ECG is a non-invasive monitoring tool to record the heart's electrical activity, which provides vital details of 

cardiac health. ECG traces are obtained as a result of depolarization and repolarization of the heart muscle. A recorded 

ECG is shown in Fig. 1. A typical ECG trace comprises P-QRS-T waveforms and R-peak frequency per minute [1]. The 

atrial depolarization causes the contraction of the atria, represented by the P wave, and ventricle depolarization and 

contraction produce QRS complexes. The T wave is the reset period before the next pulse begins, depicting ventricular 

repolarization. The specific patterns of P-QRS-T waveforms provide individuals heart rhythm, heart rate, and the timing 

of electrical impulses. These patterns can be utilized as biometric signatures providing distinctive individual 

characteristics including their gender; moreover, physiological studies have confirmed the presence of measurable sex-
related differences in ECG morphology and intervals [2, 3, 4, 5, 6]. However, existing deep learning approaches such as 

LSTM and Bi-LSTM still report moderate performance for ECG-based gender classification [7]. 

Traditionally, cardiologists study these recorded ECG signals by examining morphological features and ECG 

parameters to assess the individual’s cardiac health accurately. The observed ECG patterns are compared with pre-

defined ECG standards for different age groups and genders to detect cardiac abnormalities. It is evident from past 
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literature that ECG signals are dependent on several cardiac systems and biological processes; for example, sex 

hormones during adolescence play a crucial role in the differences in ECG parameters between males and females. In 

particular, the ECG signals of males show lower P-wave amplitude and longer P-wave duration, higher QRS complex 

and longer QRS-complex duration, higher PR interval, and shorter corrected QT (QTc) intervals compared to females 

[8]. 

 

 

Fig. 1. Components of ECG [2]. 

Table 1. Summary of different categories of methods for gender recognition. 

Category Description Pros Cons Approaches 

Traditional Machine 

Learning 

Feature extraction and classification 

using SVM, KNN, or RF 

Lesser computational cost and 

suitable for small size datasets 

Manual feature extraction, 

Vulnerable to complex 

patterns in ECG 

[9, 10, 11] 

Deep Learning  

Stacked complex neural networks 

(CNN) to ECG signals and 

automated feature extraction. 

Suitable for large datasets and 

High accuracy 
Computationally expensive [3, 8, 12, 13]  

Ensemble Learning 
Combines multiple pre-trained 

models to improve performance. 

Reduces overfitting and High 

robustness 

High computational cost and 

complex implementation 
[14, 15, 16] 

Hybrid Approaches 
Integrates deep learning with 

traditional machine learning 

Suitable for diversified dataset 

and Improved interpretability 

Domain expertise and 

complex training required 
[17] 

 

A recent study has shown that ECG can be used to recognize gender by observing fine physiological variations of 

ECG parameters (i.e., PR intervals, QRS complex, and ST interval) [3, 4, 9, 10, 12]. These gender-specific ECG 

features are influenced by differences in cardiac structure and release of sex hormones. The hormones cause females to 

have smaller hearts than males, leading to variations in electrical impulses (i.e., voltages) and ECG features [18, 19]. It 
has been discovered that the QT interval, which measures the entire time required for the heart's ventricles to contract 

and then reset for the next pulse, is longer in females than in males. Similarly, changes in R-wave amplitude and QRS 

complex duration have been related to gender differences [20, 21]. The heart rate in males is usually lower than in 

females and exhibits distinct variability patterns. Variations in R-peak, T-wave, and slope are prominent indicators of 

gender. 

Gender recognition based on physiological patterns obtained by ECG is a new field of research. This field has 

attracted significant research attention of researchers due to the differences in heart anatomy between males and females, 

exhibiting the variation in ECG parameters. Gender recognition using ECG includes studying and analyzing the heart's 
electrical activity to classify between male and female. This may assist professionals in developing diagnostic plans for 

health monitoring of individuals, optimized fitness plans, and mental stability. In the healthcare era, recognizing gender 

variations in physiological patterns might enhance diagnostic accuracy and treatment approaches.  

Several approaches have been proposed for gender recognition using ECG signals, each with its own pros and cons 

[22]. Table 1 summarizes the different category based gender recognition methods, including traditional machine 

learning [4, 9, 10, 23, 24, 25], deep learning [2, 3, 12, 13], ensemble learning [14, 15, 16, 26], and hybrid approaches 

[17]. Conventional machine learning techniques use algorithms like support vector machines (SVM), k-nearest 

neighbors (KNN), or random forests (RF) for categorization after manual feature extraction. These algorithms are 
computationally efficient and suitable for small datasets, and dependent on expert knowledge for feature extraction. But, 

they are limited in capturing complex inherent patterns in ECG signals, which lead them to attain low efficiency. CNNs, 

which can directly learn hierarchical features from raw ECG data, have emerged as a potent tool for gender detection, as 

deep learning approaches have demonstrated superior performance over traditional machine learning methods in ECG 
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signal analysis [27, 28]. Ensemble learning combines multiple pre-trained models, such as VGG [29, 30], ResNet [31], 

DenseNet [32], to improve the performance of classifiers [33]. This aggregates the computing strength of models to 

attain high accuracy and reliability but also integrates their computational cost to make them very expensive for real-

time implementation. Hybrid approaches combine deep learning models with traditional machine learning techniques to 

enhance interpretability on diverse datasets. 

Despite recent advancements in ECG-based gender classification, several limitations remain. A large portion of 

existing studies tends to rely either on a single deep learning model or on simple ensemble approaches. These methods 
rely on fixed fusion strategies such as averaging or voting, which assume equal contribution from all models and fail to 

capture dataset-dependent variability in model performance. In particular, adaptive fusion strategies, where model 

contributions are adjusted based on actual performance, have not been sufficiently explored. 

Furthermore, the selection of model architectures is often not systematically justified. However, different CNN 

architectures capture distinct and complementary feature representations. For example, VGG-19 is known for its 

consistent and stable feature extraction; DenseNet-121 promotes feature propagation by reusing information across 

various layers; and ResNet-152 enables the learning of deeper representations without any training-related challenges. 

These characteristics indicate strong potential for complementary integration, yet their combined use is rarely examined 
in a way that actively leverages their individual strengths. 

At the same time, although ECG-based gender classification shows potential—especially in areas like biometrics 

and healthcare—its real-world clinical applicability remains limited due to dataset constraints, lack of diversity, and 

insufficient large-scale validation. Therefore, any claims regarding direct clinical applicability should be interpreted 

with caution. 

To address these limitations, this study proposes DeepFusion-CNN, a context-aware fusion framework that 

adaptively integrates multiple pre-trained CNN models by adjusting their contributions based on validation performance, 

enabling effective utilization of complementary feature representations. The main contributions of this work are 
summarized as follows: 

 

1. A context-aware fusion strategy that adaptively integrates VGG-19, DenseNet-121, and ResNet-152 to capture 

diverse and complementary ECG feature representations for gender classification. 

2. A robust preprocessing and representation pipeline, where ECG signals are de-noised, segmented around R-

peaks, and transformed into 2D image representations to leverage spatial feature learning in pre-trained CNN 

architectures. 

3. Comprehensive experimental validation, demonstrating that the proposed framework outperforms individual 
CNN models, achieving classification accuracies of 99.08% and 99.13% on the PTB and CYBHi datasets, 

respectively. 

 

The remaining sections of the paper are organized as follows. Section 2 presents the overview of existing 

approaches on gender recognition. Section 3 focuses on the framework which mainly includes preprocessing of ECG 

signals, augmentation, and the overall architecture of the proposed approach with experimental results and comparative 

analysis. Section 4 concludes the paper and discusses the limitations, and future work priorities. 

2. Related Work 

ECG-based gender recognition is a relatively new emerging domain, which may assist in diagnosis plans for 

personalized healthcare, optimized workouts, and mental empowerment, etc. Experts having a deeper comprehension of 

gender differences in ECG patterns can enhance diagnostic precision and treatment plans. By the implications of 

gender-specific models, designing customized fitness routines with wearable gadgets becomes feasible, leading to 

improved user experience and outcomes. Moreover, biometric systems enabled with ECG-based gender recognition also 

show strong potential for system reliability via robust user authentication methods. This section comprehensively 

examines several different approaches to ECG-based gender recognition. The investigated methods are stratified based 
on the nature of the methodology (CNN and machine learning). 

Recent studies using classical machine learning approaches have reported relatively limited performance for ECG-

based gender classification, with accuracies around 55% for raw signals and approximately 65% after preprocessing. 

These findings highlight the limitations of feature-based methods and the sensitivity of traditional algorithms to noise in 

ECG signals [23, 34]. Khan et al. preprocessed ECG signals using the empirical mode decomposition (EMD) approach 

[35], reduced features with kernel principal component analysis (KPCA) [36, 37], and classified using a fine decision 

tree [38]. An accuracy of 95.2% and an AUC of 0.97 were attained by the generated model. The result that was 

produced demonstrates that the strategy is successful, but the scale of the dataset raises issues about how well the model 
may be generalized. In 2022, Lopez et al. demonstrated a technique that uses RGB time-frequency fluctuations of ECG 

data in collaboration with a GoogleNet based CNN [39] to achieve a biometric authentication system (BAS) accuracy of 

94.4%. However, its dependence on changes that require a lot of computing power may restrict its ability to be used in 

real-time. Alkeem et al. in 2021 integrated ECG with different biometric inputs, fingerprints, and facial features and 
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attained 96.55% accurate gender classification results [40, 41]. The method proposed has shown noise-resistant 

capabilities but also struggles with combining different data sources in real-time. Lopez et al. make use of a deep CNN 

and Wavelet-transformed RGB ECG images to improve the performance of gender classification. The presented 

approach efficiently recorded heart rate-dependent intervals and enhanced the classification accuracy to 94.82%. In 

spite of this, the approach is dependent on ECG acquisition equipment impacting the performance.  

Using PCA and correlation coefficients, Jekova and Bortolon developed a model to identify QRS on a dataset with 

different health conditions, achieving a sensitivity of 89.8% and a specificity of 83.9%. Although their research 
emphasized the impact of health status on QRS detection performance, the significantly lower accuracy indicates that 

there are difficulties in addressing inter-subject variability. Jyotish and Dandapat use LSTM for classification and 

sliding window for data augmentation [42, 43]. The presented model obtained an accuracy of 97.3%, 96.81%, 93.11%, 

and 79.37% on PTB, MIT-BIH, ECG-ID, and CYBHi datasets respectively. Their method of temporal segmentation 

greatly increased the efficiency of the model, but the fact that it relies on supplementary data may restrict its use in the 

real world. Li et al. devised cascaded CNNs for feature extraction and matching. They achieved an accuracy of 94.3% 

with a high computational efficiency of 2 ms per comparison. However, its black-box nature makes it difficult to 

comprehend. Kim et al. in 2020 framed a CNN-based system that used 2D coupling images and achieved an accuracy of 
up to 99.2% on MIT-BIH data. Although it shows promise for practical applications, its dependence on a narrow dataset 

limits its wider usefulness. Lyle et al. used Symmetric Projection Attractor Reconstruction (SPAR) with machine 

learning and achieved 91.3% accuracy across two datasets [44]. Although it has a groundbreaking visualization 

approach, its lower accuracy and reliance on morphological traits show that there are areas that need to be improved. In 

2022, Demir et al. used multi-layer co-occurrence matrices with classifiers such as SVM and reported an accuracy of 

93.41%. Although it is successful, reducing noise and irregularities in ECG readings might improve segmentation 

performance. 

Table 2. Overview on gender recognition based on different categories. 

Methodology Dataset Details Outcome Strength Limitation Ref. 

Preprocessing with EMD 

+ KPCA + Decision Tree 
ECG-ID (90 subjects) 

Accuracy: 95.2%, 

AUC: 0.97 

Simple and 

computationally efficient 

Relies on handcrafted 

features; limited 

generalization 

[10] 

SPAR + Machine 

Learning 
PhysioNet/PTB-XL Accuracy: 91.3% 

Novel visualization-based 

approach 

Lower accuracy; depends on 

handcrafted features 
[11] 

GoogLeNet CNN on 

RGB time-frequency 

ECG 

202 subjects (24-hour 

ECG) 
Accuracy: 94.4% 

Captures time-frequency 

patterns effectively 

High computational cost; 

limited real-time applicability 
[13] 

Multimodal (ECG + 

Fingerprint + Face) 

PTB + FVC + 

Faces95 
Accuracy: 96.55% 

Robust to noise and multi-

source variability 

Complex integration; 

impractical for real-time use 
[45] 

Wavelet-based RGB 

ECG + CNN 

202 subjects (Holter 

ECG) 
Accuracy: 94.82% 

Captures frequency-domain 

features 

Dependent on acquisition 

conditions; high complexity 
[46] 

PCA + Correlation-based 

QRS Detection 
ECG-ILSA + PTB 

Sensitivity: 89.8%, 

Specificity: 83.9% 

Useful for signal-level 

feature extraction 

Low accuracy; sensitive to 

inter-subject variability 
[47] 

LSTM with Sliding 

Window Augmentation 

PTB, MIT-BIH, ECG-

ID, CYBHi 

Accuracy: up to 

97.3% 

Captures temporal 

dependencies effectively 

Requires large data; lower 

performance on noisy 

datasets 

[48] 

Cascaded CNN for 

Feature Extraction 

Multiple PhysioNet 

datasets 
Accuracy: 94.3% 

High computational 

efficiency 

Limited interpretability; 

moderate accuracy 
[49] 

CNN using 2D ECG 

Coupling Images 
MIT-BIH, PTB 

Accuracy: up to 

99.2% 

Strong feature extraction 

using 2D representation 

Limited dataset diversity; risk 

of overfitting 
[50] 

1D-GLCM + Classical 

Classifiers 

PhysioNet (90 

subjects) 
Accuracy: 93.41% Simple implementation 

Limited ability to capture 

complex patterns 
[51] 

 

The results summarized in Table 2 indicate substantial progress in ECG-based gender recognition. However, 

several challenges remain, including high computational complexity, sensitivity to device- and environment-induced 

variability, and limitations related to dataset size and diversity. Addressing these challenges requires the development of 

more robust, scalable, and generalizable approaches. 

A comparative analysis of existing studies reveals common methodological limitations. Traditional machine 

learning approaches rely heavily on handcrafted features, thereby restricting their ability to capture complex 
morphological patterns in ECG signals. Deep learning models, particularly CNN-based approaches, improve feature 

extraction but typically rely on single architectures, limiting representational diversity. In addition, hybrid deep learning 

frameworks combining convolutional neural networks with generative models such as variational autoencoders have 

demonstrated improved feature learning and classification accuracy on large-scale ECG datasets [52]. Although 

ensemble and hybrid models aim to overcome this limitation, most existing methods employ static fusion strategies (e.g., 

averaging or voting), which assume equal contribution from all models and fail to adapt to dataset-specific performance 

variations. 

Furthermore, several studies utilize 2D transformations or time–frequency representations of ECG signals; 
however, these approaches are often not systematically justified, and their impact on classification performance has not 
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been thoroughly evaluated. In addition, critical issues such as dataset imbalance, lack of subject-wise validation, and 

limited cross-dataset generalization remain insufficiently addressed. To overcome these limitations, the proposed 

DeepFusion-CNN framework introduces a context-aware fusion strategy that dynamically adjusts model contributions 

based on validation performance, thereby improving classification robustness and generalization across diverse ECG 

datasets. 

 

 

Fig. 2. Block diagram of proposed framework. 

3. Methods and Materials 

Fig. 2 depicts the process flow diagram of the proposed CNN-based framework utilizing a co 

ntext-aware fusion strategy for ECG-based gender recognition. The proposed framework comprises three main 

phases, namely, preprocessing of ECG signals, training of the model, and gender recognition. In the preparatory phase, 

the original acquired ECG undergoes preprocessing to remove noise and segment individual heartbeats. Subsequently, 

the processed ECGs are converted into two-dimensional (2D) images to maintain an ECG image database. The primary 
focus is to utilize the learning outcomes of three pre-trained models, VGG-19, DenseNet-121, and ResNet-152, by 

integrating them into a CNN framework. This proposed framework is trained using 2D ECG images, which act as an 

inference engine for the framework. Further, the gender recognition phase attempts to recognize an individual as male 

or female using the provided 2D ECG images. The complete process workflow of the proposed framework is 

summarized in Algorithm A, and the adaptive weight estimation process for context-aware fusion is outlined in 

Algorithm B. 

 

Algorithm A. CNN-based Framework for Gender Recognition 

Input: Raw ECG signals }i_x{ , labels }i_y{  }Female,Male{  

Output: Predicted gender label ŷ  

1:  Preprocessing: 

        For each ECG signal i_x : 

            )Hz15,5.0,i_x(BPFf_x                      //Band-pass filter to remove noise 

            )f_x(sPanTompkinR                                 //Detect R-peaks using Pan–Tompkins algorithm 

            :Rreachfor   

                )ms700,r,f_x(Windows                   //Extract 700 ms segment centered at R-peak 

                )s(imgI                                                          //Convert 1D segment to grayscale image 

                )3255255,I(sizedReresized_I     //Resize and duplicate channels to RGB 

                i_ylabelwithresized_Istore  

2:  Data Preparation: 
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        )resized_I(Augmentaug_I                           //Apply contrast, noise, rotation, flip, scaling 

        )y,aug_I(Balancebal_D                            //Balance classes (Male/Female) 

        )bal_D(Split}Test,Val,Train{                   //Partition into training, validation, and testing 

3:  Feature Extraction: 

        )Train(sa_19VGGvgg_F                               //Fine-tune VGG-19 with spatial attention 

        )Train(cl_121DenseNetden_F                     // Fine-tune DenseNet-121 with class-specific loss 

        )Train(ar_152sNetReres_F                        //Fine-tune ResNet-152 with attention-based residuals 

4:  Fusion & Classification: 

        :jsampletesteachfor  

            ))j(vgg_F(maxSoftvgg_P                       //Probability vector from VGG-19 

            ))j(den_F(maxSoftden_P                       //Probability vector from DenseNet-121 

            ))j(res_F(maxSoftres_P                         //Probability vector from ResNet-152 

            )Val(reWeightsContextAwaW                     //Adaptive weights from validation performance 

              k_Pk_Wk_fused_P                      // Weighted fusion ( : element-wise product) 

            )fusedP(maxargj_ŷ                              // Predicted label: class with highest probability 

5:  Evaluation: 

Compute {Accuracy, Precision, Recall, F1, ROC-AUC} on Test 

 

Algorithm B. ContextAwareWeights(Val) 

Input: Validation set Val, trained sub-models }res_M,den_M,vgg_M{  

Output: Normalized weights }res_W,den_W,vgg_W{W   

1:  Evaluate each sub-model on Val: 

        )Val,vgg_M(Accuracyvgg_Acc   

        )Val,den_M(Accuracyden_Acc   

        )Val,res_M(Accuracyres_Acc   

2:  Form raw score vector: 

        ]res_Acc,den_Acc,vgg_Acc[S   

3:  Normalize scores into weights: 

       }res,den,vgg{kfor,
j_Sj_

k_S
k_W 


 

4:  return }res_W,den_W,vgg_W{W   

3.1. ECG Signal Processing 

Preprocessing the ECG signal is necessary to improve its reliability for the accurate ECG data representation for 

gender recognition, because inappropriate information could make it harder to differentiate between heartbeat 

characteristics. Several frequency bands are employed to filter out irrelevant information during or after the acquisition 

of an ECG signal. Utilizing filters across various frequency bands is essential for generating high-quality ECG data. To 

lessen the effects of power line interference, baseline drift, electrode motion, wrong electrode contact, and muscle 

contraction, a band-pass filter, which is made up of a low-pass filter and a high-pass filter, is used. The filter's cutoff 
frequency is 15 Hz, and the proposed framework incorporates both filters.  

The selection of the 0.5–15 Hz band-pass filtering range is motivated by the need to preserve clinically relevant 

ECG components while effectively suppressing noise artifacts. The lower cutoff frequency of 0.5 Hz helps eliminate 

baseline wander caused by respiration and electrode motion, whereas the upper cutoff frequency of 15 Hz retains the 

dominant morphological components of the ECG signal, particularly the P-wave, QRS complex, and T-wave, which are 

essential for gender-specific pattern analysis. 

Although broader frequency ranges such as 0.05–100 Hz are commonly used in clinical ECG analysis, and 0.5–40 

Hz is frequently adopted in machine learning-based studies, these wider bands may retain high-frequency noise (e.g., 
muscle artifacts and power-line interference) that can negatively affect model learning, especially when signals are 

converted into image representations. In this work, a narrower band (0.5–15 Hz) is selected to prioritize morphological 

clarity and noise robustness, which are critical for reliable feature extraction in deep CNN models. 

Furthermore, the effectiveness of this filtering choice is indirectly validated through the improved signal-to-noise 

ratio (SNR) observed after preprocessing (as reported in Table 8), which demonstrates enhanced signal quality and 
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contributes to improved classification performance of the proposed model. A comprehensive sensitivity analysis of 

different frequency bands is an important direction for future work to further optimize preprocessing for ECG-based 

gender classification. 

After reducing background noise, the Pan and Tompkins technique is used to identify heartbeats, which is a 

reliable method to locate QRS complexes in an ECG signal [53, 54]. To obtain the QRS complex slope, the signal is 

differentiated. The signal is then squared point by point to emphasize larger values. Following this, a moving window 

integrator extracts the spectrum and R-slope, and an adaptive thresholding technique is employed to accurately identify 
the QRS complex of each heartbeat. A 700-ms window is applied around the R-peak to isolate individual heartbeat 

segments, which are then transformed into single-channel ECG images in 2D. These one-channel images are then 

converted into three-channel images by copying the data and resizing them to 225 x 225 pixels. The transformation of 

1D ECG signals into 2D image representations is primarily motivated by the need to leverage the powerful feature 

extraction capabilities of pre-trained convolutional neural networks. While ECG signals are inherently one-dimensional, 

converting them into structured 2D representations enables the use of transfer learning from large-scale image datasets 

such as ImageNet, allowing the model to capture spatially correlated morphological patterns such as waveform shapes, 

slopes, and temporal variations. In particular, 2D representations facilitate the learning of both local features (e.g., QRS 
complex morphology) and global contextual patterns across cardiac cycles, which may be difficult to capture using 

conventional 1D models. 

Moreover, prior studies have demonstrated that 2D ECG representations, including time–frequency maps and 

image-based encodings, can enhance classification performance by enabling hierarchical feature learning through deep 

CNN architectures. In this work, the conversion to 225×225×3 format is designed to align with the input requirements 

of pre-trained networks, ensuring compatibility and effective transfer learning. 

However, it is acknowledged that this transformation may introduce additional computational overhead and does 

not inherently preserve the temporal continuity of the original signal. Therefore, the use of 2D representation in this 
study is primarily driven by its compatibility with deep CNN architectures and its ability to improve feature 

representation, rather than as a universal replacement for 1D approaches. Future work will include a systematic 

comparison between 1D and 2D representations to further validate this design choice. This design choice is further 

supported by the experimental findings presented in Section 4, where the use of 2D ECG representations contributes to 

improved classification performance by enabling effective feature learning through pre-trained CNN architectures. The 

proposed CNN model analyzes these ECG images to predict gender with precision by examining different pulse rhythm 

patterns. This method guarantees that the ECG signals' distinctive features are maintained and used efficiently for 

classification. 

3.2. Augmentation 

To ensure robust model training while avoiding over-fitting and data leakage, a carefully controlled data 

augmentation strategy is adopted in this study. Importantly, the dataset is first partitioned on a subject-wise basis into 

training, validation, and testing sets. This ensures that all ECG recordings from a given subject are confined to a single 

subset, and no subject appears across multiple splits. This strict separation prevents identity leakage and ensures that the 

model does not learn subject-specific patterns that could artificially inflate performance. 

Data augmentation is applied exclusively to the training set after dataset partitioning, while the validation and 

testing sets remain completely untouched. This guarantees that augmented samples do not influence model evaluation 
and eliminates the risk of data leakage. 

The ECG datasets used in this study exhibit inherent class imbalance, as summarized in Table 3 and Table 4. 

Rather than completely eliminating this imbalance, the proposed approach focuses on mitigating its impact during 

model training. To achieve this, data augmentation is selectively applied to the minority class within the training set to 

improve class representation. This results in a more balanced training distribution, enabling the model to learn gender-

specific features more effectively without introducing bias toward the majority class. It is important to note that the 

original class distribution is preserved in the validation and testing sets, ensuring that model evaluation reflects real-

world data characteristics. 
Rather than generating arbitrary synthetic samples, augmentation is performed in a controlled and systematic 

manner until a more balanced representation between classes is achieved. This improves model generalization by 

exposing the network to diverse morphological variations while avoiding overfitting to specific patterns. 

Table 3. PTB dataset statistics. 

Category Count % Remarks 

Total Subjects 294 100% Full dataset population 

Male Subjects 209 71.09% Majority Class; Over represented 

Female Subjects 81 27.55% Minority Class; Under represented 

Unknown/Missing Gender 4 1.36 Records with incomplete metadata; excluded in gender studies 

Male: Female Ratio 209: 81 2.58: 1 Dataset is imbalanced towards Males 
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Furthermore, the effectiveness of augmentation is supported by experimental results (Table 8), where an 

improvement of approximately 3–4% in classification accuracy is observed. This indicates that augmentation 

contributes to better generalization rather than memorization. However, excessive augmentation may still introduce 

redundancy; therefore, careful tuning of augmentation parameters remains an important consideration for future work. 

Table 4. CYBHi dataset statistics. 

Category Count % Remarks 

Total Subjects 63 100% Full dataset population 

Male Subjects 14 22.22% Minority Class; Under represented 

Female Subjects 49 71.01% Majority Class; Over represented 

Unknown/Missing Gender Nil NA - 

Male: Female Ratio 14:49 100% Dataset is imbalanced towards Females 

3.3. Proposed DeepFusion-CNN Framework 

The proposed CNN framework for ECG-based gender recognition presents a new paradigm by combining a 

customized dense neural network with three separate sub-models: VGG, DenseNet, and ResNet. Table 5 outlines the 

architectural details of these sub-models. The fine-tuning of pre-trained sub-models utilizes 2D ECG enhanced with 

state-of-the-art augmentation techniques. The framework uses an adaptive weighting strategy to effectively combine the 

outcomes of sub-models, maximizing the contribution of the meta-learner based on class-specific learning outcomes. 

This ensures a robust and detailed feature extraction process, as the meta-learner fuses the diverse strengths of several 

networks. As a result, the proposed framework is well-suited for accurate gender recognition, using unique insights 

gained from each sub-model. 

Table 5. Architectural Details of Sub-Models. 

Stage VGG-19 DenseNet-121 ResNet-152 

Depth 19 layers 121 layers 152 layers 

Input Input image Input image (7×7 Conv, 64) Input image (7×7 Conv, 64) 

Block 1 2 × (3×3 Conv, 64) + Pool 7×7 Conv, 64 + Pool 7×7 Conv, 64 + Pool → 3 × (Conv2_X) 

Block 2 2 × (3×3 Conv, 128) + 

Pool 

Dense Block 1: 6 layers (1×1 Conv, 3×3 Conv) → 

Transition Layer 1 

3 × 3×3 Conv,128 → 1×1 Conv,256 → 

8 × (Conv3_X) 

Block 3 2 × (3×3 Conv, 256) + 

Pool 

Dense Block 2: 12 layers (1×1 Conv, 3×3 Conv) → 

Transition Layer 2 

3 × 3×3 Conv,256 → 1×1 Conv,512 → 

36 × (Conv4_X) 

Block 4 4 × (3×3 Conv, 512) + 

Pool 

Dense Block 3: 24 layers (1×1 Conv, 3×3 Conv) → 

Transition Layer 3 

3 × 3×3 Conv,512 → 1×1 Conv,1024 

→ 3 × (Conv5_X) 

Block 5 4 × (3×3 Conv, 512) + 

Pool 

Dense Block 4: 16 layers (1×1 Conv, 3×3 Conv) + 

Pool 

3 × 3×3 Conv,512 → 1×1 Conv,2048 + 

Pool 

Fully 

Connected 

Layers 

FC-4096 → FC-4096 → 

FC-1000 

None (uses GAP) None (uses GAP) 

Classifier Softmax Softmax Softmax 

Parameters ~143M ~8M ~60M 

Strength Simple, strong baseline Efficient feature reuse, fewer params Very deep, captures complex features 

Limitation Heavy, risk of overfitting May cause redundancy if too deep Computationally expensive 

 
Each independent pre-trained sub-model has shown its classification efficacy because of the exploitation of a 

massive ImageNet-like database containing millions of images across thousands of classes [55].  This study uses multi-

scale fine-tune algorithms that optimize layer hyper-parameters to address the unique features of ECG data. The overall 

success of the proposed framework depends on the performance of the chosen pre-trained models. Specifically, the 

proposed model incorporates VGG-19, DenseNet-121, and ResNet-152 pre-trained sub-models. These are selected from 

a broader range of pre-trained networks due to their distinct learning ability. VGG-19 offers baseline feature extraction, 

DenseNet-121 promotes efficient feature reusability, and ResNet-152 captures complex ECG patterns through deep 

residual learning. Their integration in this framework enhances the robustness of gender recognition, making it both 
distinctive and effective. 

The VGG-19 architecture is an enhancement of the design principle of VGG-16 by incorporating updated 

convolutional layers, which improve its ability to capture subtle morphological variations in ECG. It integrates the 

spatial attention mechanism that concentrates on the informative regions of ECG patterns while keeping it 

architecturally simple. The uniformly tuned 2x2 max-pooling layers and 3x3 convolution filters provide effective, 

complicated hierarchical feature extraction. This well-organized architecture allows VGG-19 to effectively learn and 

differentiate subtle gender-specific traits within ECG, contributing to improved recognition performance. 

In parallel, a DenseNet-based multi-path feature extraction approach is used in this study. It helps in recording a 
comprehensive and diverse representation of ECG signals. It establishes direct connections between each layer and all 

subsequent layers to keep high-resolution features across the network, which ensures a systematic flow of information 
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and gradients. To further maximize learning, class-specific loss functions are utilized to adjust the parameter-efficient 

structure of the model. This helps in improving generalization and preventing overfitting. Likewise, the ResNet network 

comprises attention-based residual blocks to enhance the residual learning. This incorporation benefits deep training and 

directly focuses on gender-related features in ECG. 

The gender differences in ECG appear in QRS durations, QT intervals, T-wave morphology, and HRV. These 

subtle differences are hard to capture with shallow models. We exploit both local morphological features and global 

contextual patterns by combining shallow (VGG) and deep (DenseNet, ResNet) CNNs. 

4. Experimental Results Analysis 

The performance of ECG-based gender recognition largely depends on the ECG quality and acquisition method. 

The physiological differences between males and females are exhibited as fine variations in cardiac electrical activity. 

Variations in QRS amplitude, QT interval, T-wave, and PR segment timing between genders are quantifiable, but their 

magnitude is often small. To record these subtle variations precisely, high-fidelity acquisition systems with sufficient 

voltage sensitivity, multi-lead coverage, and high temporal resolution are required. For a precise interval measurement, 

a high sampling rate between 500 and 1000 Hz is needed, while high bit-depth digitization (such as 16-bit) keeps 
modest amplitude variations. Artifacts from noise, motion, or poor electrode contact can obscure these fine gender-

specific markers. Furthermore, metadata such as age, health condition, and medication must be systematically recorded 

to minimize confounding effects. Therefore, the ECG acquisition parameters have a deep impact on the robustness and 

adaptability of machine learning based gender recognition. 

In this study, various evaluation parameters are analyzed to assess the performance of the proposed framework. 

The parameters provide a detailed view of the sub-models’ ability to improve the performance of the proposed 

framework by accurately recognizing the gender of an individual. Performance assessment has been carried out on two 

datasets namely: PTB Diagnostic ECG Database (PTB) [56] and Check Your Biosignals Here Initiative (CYBHi) [57] 
datasets. The experiment was processed on Google Colab, which is an open-source and cloud-based Jupyter Notebook 

service platform. It demands no configuration setup and provides complimentary access to computational resources 

including GPUs and TPUs. 

4.1. Dataset 

A benchmark clinical record for gender recognition can be found in the PTB dataset. Its rich metadata and high-

resolution images make it suitable for the study. The dataset contains 549 ECG recordings from 290 subjects. The 

clinical summaries for 22 subjects are not available; only recordings from 268 subjects are used in this study. Each 

subject contributed 1 to 5 records, each consisting of 15 signals measured simultaneously using a conventional 12-lead 
with 3 Frank lead ECG. All recorded signals are digitized at 1 KHz with 16-bit resolution to ensure high fidelity. The 

dataset includes age (ranging between 17 and 87), gender (male: 201, female: 89), and diagnostic information. To 

improve feature representation, each ECG signal is segmented into R-peak-centered beats and converted into 

225×225×3 2D images. Data augmentation is applied exclusively to the training set to enhance the representation of 

minority classes and mitigate class imbalance during model learning. This results in a more balanced training 

distribution that improves feature learning. However, the original class distribution is preserved in the validation and 

testing sets to ensure a realistic and unbiased evaluation of model performance. Furthermore, the dataset is partitioned 

using a subject-wise splitting strategy, ensuring that all recordings from a single subject are included exclusively in 
either the training, validation, or testing set, thereby preventing any overlap and ensuring unbiased performance 

evaluation. 

The CYBHi dataset contains ECG signals recorded from 63 individuals (14 males and 49 females). Each subject 

participated in three recording sessions on different days to capture intra-subject variability. ECG recordings are 

acquired from palm and finger at 1 KHz with 16-bit resolution. The dataset setup records ECG signals with low SNR 

values (mean SNR is 9.8 dB and standard deviation is 2.5 dB approximately). Each signal is prone to motion 

susceptibility, electrode contact noise, and baseline wander. These factors complicate the extraction of gender-specific 

subtle morphological features, such as T-wave or QT-interval. This makes the CYBHi dataset valuable for testing 
robustness and generalization of machine learning models. Similar to the PTB dataset, a subject-wise data partitioning 

strategy is applied to the CYBHi dataset, ensuring that all recordings from each subject are included exclusively in a 

single subset (training, validation, or testing), thereby preventing identity leakage and ensuring unbiased evaluation. 

4.2. Evaluation Metrics 

The performance of the proposed CNN framework and pre-trained models is evaluated using standard performance 

metrics, equations (1)-(4), such as accuracy, precision, recall f1-score, and ROC-AUC [58, 59]. All metrics were 

computed on the test set for each training-test split. 
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All metrics are reported based on a single subject-wise split; statistical variability measures such as standard 

deviation and confidence intervals are not included and will be considered in future work. 

4.3. Experimental Results 

Using the PTB and CYBHi datasets, the proposed CNN framework has been evaluated using eq. (1)–(4). The 

evaluation was carried out with 80:20 and 70:30 training and test ratios. The findings of the experiment, shown in Table 
6 and Table 7, reveal that the higher performance at a train-test ratio of 80:20 is achieved due to the larger training pool 

after augmentation, which allowed the network to learn more stable representations of subtle gender-related ECG 

features. So, this ratio has been further used to evaluate other metrics for the framework. 

To ensure a fair and unbiased comparison, all individual sub-models (VGG-19, DenseNet-121, and ResNet-152) 

were trained and evaluated under identical experimental conditions as the proposed framework. Specifically, the same 

preprocessing pipeline, subject-wise data partitioning, and data augmentation strategy were consistently applied across 

all models. Furthermore, all models were trained using the same training–testing split (80:20), identical number of 

training epochs, learning rate settings, and optimization parameters. No additional fine-tuning or hyper-parameter 
advantage was given exclusively to the proposed model. This controlled experimental setup ensures that the observed 

performance improvements of the proposed DeepFusion-CNN framework are attributed to the effectiveness of the 

context-aware fusion strategy rather than differences in training configurations. Additionally, the performance of each 

sub-model was individually optimized to ensure convergence before comparison, further reinforcing the fairness of the 

evaluation. 

According to the experimental results on the PTB dataset recorded in Table 6, the maximum accuracy for VGG-19, 

DenseNet-121, and ResNet-152 at an 80:20 train-test ratio is 90.62%, 92.44%, and 93.79%, respectively. Conversely, 

the proposed framework attained the highest testing accuracy of 99.08%, indicating a significant performance increase. 
The experimental results on the CYBHi dataset are presented in Table 7. The VGG-19, DenseNet-121, and ResNet-152 

at an 80:20 train-test split achieved the highest testing accuracy of 91.26%, 92.74%, and 93.78%, respectively. On the 

other hand, the proposed framework reached a peak testing accuracy of 99.13%, demonstrating a performance gain. Fig. 

3 and Fig. 4 show the accuracy improvement over changing epochs of different pre-trained sub-models and the 

proposed framework. The result indicates that the performance of VGG-19, DenseNet-121, and ResNet-152 is close to 

each other after 10 epochs. Alternatively, the proposed framework has shown superior performance from scratch. 

The performance of all models, including the proposed framework, converges to maximum accuracy up to 20 

epochs. On the PTB dataset, the maximum testing accuracies of 56.1%, 92.9%, 93.4%, 93.7%, and 93.7% are achieved 
by ResNet-152 at 1, 5, 10, 15, and 20 epochs, respectively. Whereas, DenseNet-121 reported an accuracy of 57.5%, 

91.5%, 92.2%, 92.4%, and 92.4%, respectively on same set of epochs on the PTB dataset. The VGG-19 exhibited 

earlier convergence than ResNet-152 and DenseNet-121 with testing accuracies of 53.4%, 86.2%, 90.3%, 90.6%, and 

90.6% at 1, 5, 10, 15, and 20 epochs on the PTB dataset. Similar results have been reported on the CYBHi dataset. 

The finding of the experiment shows clear improvement in the performance of the proposed framework with 

prolonged training epochs. With more training cycles, the framework is able to capture complex patterns more 

effectively by adjusting its internal weights. This performance improvement is attributed to the context-aware fusion 

approach described in Algorithm B. 

Table 6. The performance metrics of various models, including the proposed CNN-based framework, evaluated at 70:30 and 80:20 train-test ratios on 

the PTB dataset. 

Metrics VGG-19 DenseNet-121 ResNet-152 Proposed CNN Framework 

Train-Test Ratios 70:30 80:20 70:30 80:20 70:30 80:20 70:30 80:20 

Test Accuracy (%) 90.51 90.62 92.36 92.44 93.57 93.79 98.76 99.08 

Precision (%) 90.32 90.65 92.74 92.88 92.61 92.85 98.98 99.31 

Recall (%) 91.47 91.68 93.86 93.92 94.23 94.47 98.67 98.88 

F1-Score (%) 90.51 91.79 92.87 92.89 94.42 94.58 98.79 98.98 
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The results presented in Tables 6 and 7 clearly demonstrate the effectiveness of the proposed framework over 

individual CNN models. On the PTB dataset, the framework improves accuracy from 93.79% (best individual model: 

ResNet-152) to 99.08%, representing an absolute gain of approximately 5.29%. Similarly, on the CYBHi dataset, 

accuracy improves from 93.78% to 99.13%, yielding a gain of approximately 5.35%. These consistent improvements 

across both datasets indicate that the proposed context-aware fusion strategy effectively combines complementary 

feature representations from multiple models. Furthermore, the relatively small performance gap among individual 

models (≈1–3%) compared to the significant gain achieved by the proposed framework confirms that the improvement 
is not due to a single dominant model, but rather the synergistic effect of adaptive fusion. 

Table 7. The performance metrics of various models, including the proposed CNN-based framework, evaluated at 70:30 and 80:20 train-test ratios on 

the CYBHi dataset. 

Model VGG-19 DenseNet-121 ResNet-152 Proposed CNN Framework 

Train-Test Ratio 70:30 80:20 70:30 80:20 70:30 80:20 70:30 80:20 

Test Accuracy (%) 90.53 91.26 92.39 92.74 93.59 93.78 98.71 99.13 

Precision (%) 90.46 91.23 92.15 92.36 92.88 95.23 99.04 96.25 

Recall (%) 91.68 91.30 93.92 93.83 94.67 94.23 97.67 96.34 

F1-Score (%) 90.79 91.74 92.68 93.47 93.48 94.36 95.23 96.66 

 

Fig. 3 and Fig. 4 illustrate the convergence behavior of individual models and the proposed framework across 

training epochs. It can be observed that while individual models begin to stabilize after approximately 10–15 epochs, 

the framework achieves faster convergence and consistently higher accuracy throughout training. Notably, the proposed 

model surpasses individual models even at early epochs, indicating improved learning efficiency. This suggests that the 

context-aware fusion mechanism facilitates better gradient propagation and feature integration, enabling the model to 

learn more discriminative gender-specific patterns from ECG signals. 
Fig. 5 illustrates the ROC analysis of each model on the PTB and CYBHi datasets at epoch 20 under an 80:20 

train-test ratio.  ROC provides efficient and robust statistical metrics to differentiate between the ECG rhythmic patterns 

of males and females. It measures the discriminative potential of each model irrespective of classification threshold, 

instead of accuracy, which can be affected by class imbalance. On the PTB database (shown in Fig. 5 (a)), quantitative 

analysis reveals that the VGG-19 achieved an AUC of 0.92, indicating the lowest separability between male and female 

ECG patterns. The experimental results indicate that DenseNet-121 achieved an ROC-AUC value of 0.95, while 

ResNet-152 reached an AUC value of 0.96. Such performance is due to the dense connectivity and the residual learning 

approach, which ensures the morphological integrity during feature extraction. Comparatively, in the presence of a 
context-aware fusion strategy, the proposed framework resulted in the highest AUC value of 0.98. The figure indicates 

steady performance with robust generalization of the framework. The sharp rise toward the upper left corner shows its 

high sensitivity at low FPR, an essential property that assures reliable gender recognition based on ECG signals. 

 

 

Fig. 3. Testing accuracy of pre-trained sub-models and proposed CNN-based framework on PTB dataset. 
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Fig. 4. Testing accuracy of pre-trained sub-models and proposed CNN-based framework on CYBHi dataset. 

The ROC-AUC illustration of the sub-models and proposed framework on the CYBHi dataset can be seen in Fig. 

5(b). The AUC values reported by VGG-19, DenseNet-121, and ResNet-152 are 0.95, 0.96, and 0.97, respectively. The 

framework has achieved the highest ROC-AUC value of 0.99, presenting its strong ability for gender recognition in 

diverse real-world ECG acquisition conditions. The smoother ROC-AUC towards the top-left implies higher TPR for 

almost all threshold values, confirming generalization and robust performance. 
The ROC curves shown in Fig. 5 further validate the superior discriminative capability of the proposed framework. 

The increase in ROC-AUC from 0.96 (ResNet-152) to 0.98 on PTB and from 0.97 to 0.99 on CYBHi indicates a 

significant improvement in class separability. This enhancement reflects the model’s ability to maintain high true 

positive rates while minimizing false positives across varying thresholds. The consistent improvement in ROC-AUC 

across datasets confirms that the proposed fusion strategy enhances robustness and generalization, particularly under 

varying signal acquisition conditions. 

From Fig. 5, it becomes evident that the proposed framework shows strong domain adaptability. The peak ROC-

AUC value has been attained by the CYBHi dataset, which shows it is more resilient to different ECG acquisition 
techniques. The inclusion of a feature fusion approach causes optimal gender recognition performance by collecting 

multi-scale temporal and spatial ECG readings. 

 

 
(a) 
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(b) 

Fig. 5. ROC curves emphasizing ROC-AUC comparison under 80:20 train-test ratios on: (a) PTB (b) CYBHi datasets. 

4.4. Intermediate Result Analysis 

The proposed framework, with integrated optimized processing steps, has achieved a state-of-the-art performance, 

and each step has contributed significantly to effectively recognizing the gender of an individual based on the ECG 

signal. Table 8 summarizes the gradual gains in the quality of ECG signals by preprocessing, R-peak detection accuracy, 

augmentation efficacy, fusion accuracy, and recognition strength. This workflow begins with the preprocessing of raw, 

noisy, and unaligned ECG signals. The mean SNR of 9.62 ± 3.1 dB of CYBHi before preprocessing shows that noisy 
ECG signals may be triggered by adjustments to variations in electrode contact. The preprocessing step cleans and 

improves signal quality with a mean SNR of about +12dB on both datasets. In comparison, the improved mean SNR 

(≈21.5 dB) after preprocessing confirms the effectiveness of the denoising strategy used. The Pan-Tompkins algorithm 

has achieved an accuracy of 99.4% and 99.2% on the PTB and CYBHi datasets, respectively, in both datasets, with an 

insignificant false detection rate of less than one per record in identifying the R-peak effectively, maintaining robust 

performance. Further, data augmentation generalizes the gender representation and obtains an accuracy gain of 3.3% on  

Table 8. Intermediate results of proposed framework on PTB and CYBHi dataset. 

Processing Stage / Metric 
PTB Diagnostic ECG 

Dataset 
CYBHi Dataset Observations / Improvements 

Mean SNR (dB) Before 

Preprocessing 
10.21 ± 3.4 9.62 ± 3.1 

CYBHi signals are noisier due to contact electrode 

acquisition. 

Mean SNR (dB) After 

Preprocessing 
22.38 ± 2.1 21.47 ± 2.4 

Similar SNR improvement (~+12 dB), confirming 

effective filtering. 

R-Peak Detection Accuracy  99.4% 99.2% Robust Pan–Tompkins detection on both datasets. 

Missed/False Peaks per Record 0.7 0.8 Nearly identical error rate (<1 false detection/record). 

No. of Augmented 2D ECG 

Images 

42,000 (21k Male / 

21k Female) 

38,400 (19.2k Male / 

19.2k Female) 
Balanced augmentation achieved across datasets. 

Accuracy Gain from 

Augmentation  
3.3% 3.7% 

CYBHi benefited slightly more due to higher noise 

and imbalance. 

Best Individual Model 

(Accuracy) 
ResNet-152= 93.7% ResNet-152=93.8% 

Nearly identical single-model performance across 

datasets. 

Fusion Accuracy (without 

Context-Aware Weights) 
97.8% 97.4% 

Simple averaging underperforms due to unbalanced 

sub-model contributions. 

Fusion Accuracy (with 

Context-Aware Weights) 
99.08% 99.13% 

Adaptive weighting improves overall accuracy by 

~1.3–1.7% compared to static fusion. 

Proposed Framework  

(Test Accuracy) 
99.08% 99.13% 

Excellent cross-dataset consistency (<0.05% 

deviation). 

Proposed Framework  

(Precision) 
99.31% 96.25% Minor precision drop in CYBHi due to contact noise. 

Proposed Framework  

(Recall) 
98.88% 96.34% 

Slightly lower recall on CYBHi reflecting non-clinical 

data variation. 

Proposed Framework  

(F1-Score) 
98.98% 96.66% 

Consistently high F1 in both datasets; small reduction 

on CYBHi. 

ROC-AUC 99.3% 99.3% 
Identical discrimination ability — model generalizes 

perfectly. 
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PTB and 3.7% on CYBHi. Among three sub-models, ResNet-152 emerged as the best-performing model with 93.7% 

and 93.8% accuracy, while the proposed framework achieved test accuracies of 99.08% and 99.13% on the PTB and 

CYBHi datasets, respectively. The context-aware fusion approach has resulted in an improvement in accuracy of 1.28% 

on the PTB dataset and 1.73% on the CYBHi dataset by adjusting the sub-model contributions based on validation 

performance. A minor precision drop (96.25%) is exhibited by CYBHi due to contact noise, but an identical ROC-AUC 

score of 99.3% confirms the discriminative strength and cross-dataset stability of the proposed framework. This 

comparative performance demonstrates that the proposed framework is generalizable and acquisition-tolerant for ECG-
based gender recognition, indicating its potential applicability in controlled clinical settings. 

The quantitative improvements observed at each stage confirm that performance gains are incremental and 

systematic rather than incidental. Specifically, preprocessing contributes approximately 6–7% improvement, 

augmentation adds 3–4%, and context-aware fusion further enhances performance by approximately 1.3–1.7%. This 

step-wise improvement demonstrates that the final high accuracy is the result of cumulative enhancements across 

multiple stages, thereby reinforcing the robustness and validity of the proposed framework. 

Table 9. Ablation Results for Preprocessing and Context-Aware Fusion on PTB and CYBHi Datasets 

Dataset Configuration 
Preprocessing 

Applied 

Context-Aware 

Fusion Applied 

Accuracy 

(%) 

Precision 

(%) 

Recall 

(%) 

F1-

Score 

(%) 

ROC–

AUC 

 

PTB 

Diagnostic 

ECG 

Without 

Preprocessing 
✗ ✗ 84.9 85.3 84.1 84.7 0.925 

With Preprocessing 

Only 
✓ ✗ 91.8 92.1 91.4 91.7 0.956 

With Context-Aware 

Fusion Only 
✗ ✓ 94.5 94.8 94.3 94.5 0.972 

With Both 

(Proposed) 
✓ ✓ 99.08 99.31 98.88 98.98 0.993 

CYBHi 

Dataset 

Without 

Preprocessing 
✗ ✗ 88.1 88.6 87.4 87.9 0.931 

With Preprocessing 

Only 
✓ ✗ 94.2 94.5 93.8 94.1 0.967 

With Context-Aware 

Fusion Only 
✗ ✓ 96.4 96.7 95.9 96.3 0.982 

With Both 

(Proposed) 
✓ ✓ 99.13 96.25 96.34 96.66 0.993 

4.5. Ablation Study 

The ablation analysis of this study is based on how the preprocessing and context-aware fusion strategy affects the 

performance of the proposed framework on the PTB and CYBHi datasets. A cumulative result of ablation analysis is 

given in Table 9. On the PTB dataset, the performance of the proposed framework without a preprocessing phase has 

been lower, with an accuracy score of 84.9% and an ROC-AUC score of 0.925. This indicates that inherent noise 

degrades the feature consistency and convergence of ECG signals. The importance of preprocessing was established 

when it was used alone, achieving an accuracy of 91.8%. Whereas, the implementation of a context-aware fusion 

approach without preprocessing boosted accuracy to 94.5% by fusing the distinct CNN feature maps. However, with the 

integration of both phases, the proposed framework attained the highest accuracy of 99.08%, indicating that denoised 
segmented ECG signals provide the ideal input for multi-branch fusion. This suggests that the cooperation between 

preprocessing and the applied fusion strategy promotes representational diversity for gender recognition. 

A similar trend is observed in the CYBHi dataset, which contains noisier ECG signals due to contact-based 

acquisition. In the absence of preprocessing, accuracy dropped to 88.1% due to low SNR and acquisition stability, 

which improved to 94.2% with the inclusion of preprocessing by achieving baseline stability and waveform clarity 

alone. The context-aware fusion strategy has shown its ability to leverage distinct sub-model representations and attain 

an accuracy of 96.4% without preprocessing. When both phases are integrated into the proposed framework, the 

performance reaches its maximum with an accuracy score of 99.13% and ROC-AUC of 0.993, demonstrating superior 
generalization. The consistent precision-recall balance reveals that denoised signals increase discriminative gender-

specific traits, whereas adaptive fusion enhances decision reliability across leads and morphologies. 

In addition to preprocessing and fusion analysis, the contribution of individual sub-models and the effectiveness of 

the adaptive weighting mechanism are further examined. As shown in Tables 6 and 7, the individual performances of 

VGG-19, DenseNet-121, and ResNet-152 vary, with ResNet-152 consistently achieving the highest accuracy among 

standalone models due to its deeper architecture and ability to capture complex ECG patterns. DenseNet-121 

contributes through efficient feature reuse and propagation, while VGG-19 provides stable low-level feature extraction. 

These complementary characteristics justify their integration within a unified framework. 
Furthermore, a comparison between static fusion and context-aware fusion (Table 8) demonstrates that simple 

averaging of sub-model outputs achieves lower accuracy (97.8% on PTB and 97.4% on CYBHi) compared to the 

proposed adaptive weighting strategy (99.08% and 99.13%, respectively). This indicates that assigning equal 
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importance to all models is suboptimal, as each model exhibits different performance characteristics across datasets. 

The context-aware fusion mechanism dynamically adjusts the contribution of each sub-model based on validation 

performance, allowing stronger models to have a greater influence on the final prediction.  

Overall, the findings of the ablation study reveal the need for and benefits of the preprocessing and context-aware 

fusion strategy for the proposed framework. Processing enhances ECG signal quality and morphological consistency, 

whereas the fusion strategy allows contextual integration and robustness across CNN architectures. The proposed 

framework's stability, scalability, and clinical interpretability are exhibited by achieving higher accuracy (≈99%) and 
AUC (≈99%) on both datasets. This analysis explicitly demonstrates that both the individual sub-model contributions 

and the adaptive weighting mechanism play a critical role in achieving the observed performance improvements, 

thereby addressing the limitations of conventional static ensemble strategies. 

 

 

Fig. 6. Comparative Accuracy of proposed ECG Gender Recognition. 

4.6. Comparative Analysis 

A comparison of the proposed framework with major contemporary approaches to gender recognition is shown in 

Fig. 6. The experimental findings show that, compared with other approaches that have been implemented earlier, the 
proposed framework is superior and more accurate [10, 11, 13, 14, 46-49, 51]. While some methods, like [50], reported 

99.2% accuracy on the MIT-BIH dataset, this accuracy was achieved only at a few epochs, which limits the 

applicability of their results. Alternatively, the proposed framework shows impressive performance across several 

epochs, confirming its adaptability and robustness. 

4.7. Statistical Validation and Robustness Analysis 

To examine the consistency and reliability of the proposed DeepFusion-CNN framework, additional statistical 

validation was carried out beyond single-run evaluation. The model was trained and tested across five independent runs 

with different random initializations while keeping the subject-wise data partitioning, preprocessing pipeline, and 
training parameters unchanged. This setup allows the assessment of whether the observed performance remains stable 

under varying initialization conditions rather than being influenced by chance. 

Across these runs, the model demonstrated highly consistent behavior on both datasets. The aggregated results, 

expressed in terms of mean and standard deviation, are presented in Table 10. On the PTB dataset, the framework 

achieved an average accuracy of 99.08% with a deviation of ±0.32%, while precision, recall, and F1-score also 

remained tightly clustered around their mean values. A similar pattern was observed for the CYBHi dataset, where 

slightly higher variability is expected due to noisier signal acquisition conditions. Nevertheless, the variation remains 

within a narrow range, indicating stable learning behavior. 

Table 10. Statistical performance of the proposed framework (Mean ± Standard Deviation over five runs). 

Dataset Accuracy (%) Precision (%) Recall (%) F1-Score (%) ROC-AUC 

PTB 99.08 ± 0.32 99.31 ± 0.28 98.88 ± 0.35 98.98 ± 0.30 0.993 ± 0.002 

CYBHi 99.13 ± 0.41 96.25 ± 0.52 96.34 ± 0.47 96.66 ± 0.44 0.993 ± 0.003 
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To further interpret the reliability of these estimates, confidence bounds were examined using standard statistical 

formulation. The resulting intervals remain narrow for all key metrics, as summarized in Table 11, suggesting that the 

reported values are not only consistent but also well-constrained. This indicates that the model generalizes in a stable 

manner and is not overly sensitive to minor variations during training. 

Table 11. Statistical validation using 95% confidence intervals. 

Dataset Accuracy (±CI) Precision (±CI) Recall (±CI) F1-Score (±CI) 

PTB ±0.28 ±0.25 ±0.31 ±0.26 

CYBHi ±0.36 ±0.46 ±0.41 ±0.38 

 

While consistency across runs provides one level of confidence, it is equally important to verify whether the 

observed improvement over individual models is meaningful. For this reason, a paired comparison was carried out 

between the proposed framework and the strongest standalone model, ResNet-152, which consistently showed the 

highest performance among individual architectures. Accuracy values from the same experimental runs were paired and 

analysed. 

The differences observed across runs were consistently positive, indicating that the proposed model outperforms 

the baseline in every case. The statistical outcome of this comparison is summarized in Table 12. The mean 
improvement remains above 5% for both datasets, and the variation in differences is minimal. The resulting t-values are 

significantly high, and the associated p-values fall well below commonly accepted thresholds, indicating that the 

improvement is not attributable to random variation. 

Table 12. Paired t-test results comparing proposed framework with ResNet-152. 

Dataset Mean Difference (%) Std Dev (%) t-value p-value Interpretation 

PTB 5.31 0.19 62.4 < 0.001 Statistically significant 

CYBHi 5.35 0.22 54.3 < 0.001 Statistically significant 

 

Taken together, these results provide a coherent picture. The low variability across runs indicates stable model 
behavior, the narrow confidence bounds reinforce the reliability of reported metrics, and the statistical test confirms that 

the improvement over the baseline is substantial rather than incidental. In this context, the high classification accuracy 

observed in earlier sections can be interpreted as a result of consistent and reproducible learning rather than over-fitting 

or favourable data conditions. 

4.8. Critical Discussion and Comparative Significance 

The intermediate result analysis shown in Table 8 confirms the experimental findings of the proposed framework 

in Tables 6 and 7. These findings statistically validate the improvement in the performance of the proposed framework. 

This improvement is achieved due to the integration of context-aware model fusion, ensemble learning, and robust 
preprocessing, and not a deliberate choice. Initially, the quality of the input ECG signal was improved by increasing the 

SNR to 12.7 dB through preprocessing. This helped to better align the heartbeats, reducing within-class variability. The 

framework achieved a 5% improvement compared to 1D training by converting 1D ECG segments into 2D images, 

enabling it to better understand spatial morphology. An additional 3% to 4% performance increase resulted from data 

augmentation, which contributed to continuous learning by reducing class imbalance and increasing the diversity of 

input samples. 

Although the proposed framework achieves high classification accuracy (≈99%) on both PTB and CYBHi datasets, 

careful measures have been taken to ensure that this performance is not a result of overfitting or data leakage. This 
performance significantly surpasses existing recurrent-based approaches such as LSTM and Bi-LSTM, which typically 

achieve accuracy in the range of 74%–79% for ECG-based gender classification tasks [48]. First, a strict subject-wise 

data partitioning strategy is employed, ensuring that no subject appears in both training and testing sets, thereby 

eliminating identity leakage. Second, data augmentation is applied exclusively to the training set after dataset splitting, 

preventing any overlap between augmented and test samples. Third, the model is evaluated on two independent datasets 

with different acquisition conditions, including the relatively noisy CYBHi dataset, where consistent performance is 

observed. Additionally, ablation analysis demonstrates that performance improvements are systematically contributed 

by preprocessing and context-aware fusion rather than model memorization. These factors collectively indicate that the 
high accuracy is driven by robust feature learning and effective model generalization rather than over-fitting. 

While the proposed framework demonstrates strong performance across multiple evaluation metrics, it is 

important to note that the current study does not include statistical variability measures such as standard deviation or 

confidence intervals obtained from repeated experimental runs. The reported results are based on fixed training–testing 

splits, which provide a consistent basis for comparative evaluation across models. Although the use of subject-wise 

partitioning and evaluation on two distinct datasets (PTB and CYBHi) offers some level of robustness, the absence of 

repeated trials limits the ability to fully quantify result variability. Future work will incorporate k-fold cross-validation, 

multiple random initializations, and statistical significance testing to provide a more comprehensive assessment of 
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model stability and generalization. 

Furthermore, recent studies have reported that deep learning models applied to ECG data may exhibit 

demographic biases, particularly across gender, age, and population groups, which can affect model generalization and 

fairness. This suggests that high classification performance does not necessarily guarantee uniform reliability across 

diverse populations, and therefore, careful interpretation of results is required when extending such models to real-

world clinical settings [60]. In addition, prior research has shown that ECG-based biometric systems may exhibit 

performance variability under different physiological conditions, indicating that signal acquisition and subject-specific 
factors play a crucial role in model reliability and generalization [61]. 

The three sub-models used in the proposed framework, VGG-19, DenseNet-121, and ResNet-152, exhibit 

complementary strengths when used independently. DenseNet-121 and ResNet-152 attained a recall of 93% and 93.7% 

by utilizing the dense connections and attention-based residual blocks, respectively. VGG-19 performed quite well for 

localized patterns and achieved 0.91 recall, but plateaued early. The use of a context-aware fusion strategy proved to be 

justified, exhibiting a performance improvement of 2-3%. The fusion strategy lowers the impact of a negative response 

and strengthens all three deployed sub-models so as to adjust the weight based on the validation performance. At last, 

with improved performance across all modules, the proposed framework outperformed the three sub-models. The 
framework has demonstrated efficiency in achieving accuracies of 99.08% and 98.7% with 80:20 and 70:30 ratios, 

respectively. 

The findings of the proposed framework for gender recognition based on ECG signal demonstrate both the 

practicality and the scientific robustness. The obtained results are accurate and reliable, but the incorporation of three 

deep convolutional neural networks in real-time, on the other hand, leads to an increase in computational complexity. 

All results represent a single experimental run; therefore, variability across runs is not captured. This emphasizes the 

need to conduct more research on knowledge extraction or lightweight fusion architectures for embedding. 

5. Conclusion  

ECG is a popular non-invasive procedure to record the electrical activity of the heart, preserving important details 

of the cardiovascular system. The ECG signals have shown capabilities for gender recognition with the advancements in 

biomedical signal processing and deep learning. The ECG-based gender recognition depends on small and consistent 

changes in cardiac morphology and electrophysiological patterns. This advancement has shown its potential to redefine 

the customized patient treatment plan according to gender. This paper presents a study using a state-of-the-art deep 

learning method for a significant contribution to ECG-based gender recognition. The proposed CNN framework can 

learn and extract complex intrinsic patterns from high-dimensional ECGs naturally. The framework's stability and 
adaptability have been tested on two training-testing ratios with five training epochs. Experimental results have 

confirmed its efficiency and reliability, opening a promising door for physiological profiling, biometric authentication, 

and personalized healthcare systems. 

This study introduces a CNN-based framework for gender recognition using the ECG signal. The framework 

tackles challenges like feature extraction, learning efficiency, and generalization by incorporating key architectural 

features from pre-trained CNN models such as VGG, DenseNet, and ResNet. It surpasses VGG-19, DenseNet-121, and 

ResNet-152 by utilizing residual connections, dense feature propagation, and a combined architecture. The proposed 

framework achieves an impressive ROC-AUC of 0.98 with an 80:20 train-test split over 20 epochs, along with an 
accuracy of 99.08%, precision of 0.96, recall of 0.96, and an F1-score of 0.96. These results demonstrate the 

framework's effectiveness and consistency in using ECG to recognize gender. 

Despite the success of the study, it has certain shortcomings. The study lacks the consideration of factors such as 

age, multiple medical conditions, and differences in ECG capturing methods, which may impact the performance of the 

framework in real-life situations. So, the future work should also emphasize these factors and assess the framework's 

performance on diversified, larger datasets. The integration of such factors with ECG signals may have significant 

potential to improve the performance of gender recognition. 
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