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Abstract: Federated learning enables industrial sites to train shared condition-monitoring models without exchanging 

raw vibration, acoustic, or sensor data, but its openness admits Byzantine clients that submit corrupted updates. Existing 
robust aggregation rules—Krum, trimmed mean, median, and their variants—operate in Euclidean parameter space and 

implicitly assume that a malicious update must be far from honest updates to do harm. We show that this assumption 

fails for models with Kolmogorov–Arnold (KAN) spline heads: an adversary can hold the spline coefficients close to 

the honest consensus in the L2 sense while distorting the functional shape the spline encodes, an attack we term 

functional spline-poisoning. We propose ByzaSpline-Fed, a Byzantine-robust aggregation rule that scores clients by 

Gram-weighted functional B-spline distance on a consensus knot grid and rejects functional outliers. The rule reduces 

exactly to spline-aware federated averaging under honest participation, admits a breakdown bound of f < K/2 under the 

standard honest-majority assumption, and supports optional differential privacy. We evaluate across four industrial 

benchmarks spanning classification, unsupervised acoustic anomaly detection, and remaining-useful-life regression—

CWRU, Paderborn, MIMII, and C-MAPSS—reporting task-correct metrics under clean and adversarial conditions. 

Under thirty percent functional poisoning, Euclidean defenses lose up to thirty-four accuracy points while ByzaSpline-
Fed remains within roughly three points of its clean performance. All reported results are averaged over eight 

independent random seeds, and the improvements over the strongest competing defense are statistically significant 

under the Wilcoxon signed-rank test (p < 0.05). 

 

Index Terms: Federated Learning, Byzantine Robustness, Kolmogorov–Arnold Networks, Mamba, Fault Diagnosis, 

Anomaly Detection, Remaining Useful Life, Industrial IoT. 

 

 

1. Introduction 

Industrial IoT (IIoT) increasingly relies on distributed condition-monitoring models—diagnosing faults in rotating 

machinery, detecting acoustic anomalies, and predicting the remaining useful life of critical assets—necessitating 

privacy-preserving training paradigms [1]. The data that drive these models are generated at geographically dispersed 

sites—factories, power plants, and maintenance depots—and are frequently bound by confidentiality agreements and 

regulatory constraints that forbid centralizing raw vibration, acoustic, or sensor streams [2]. Federated learning (FL) 

resolves this tension by training a shared model through iterative exchange of parameter updates while raw data never 
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leave the premises that produced them [3]. FL has since been adapted to fault diagnosis, addressing client drift under 

heterogeneous operating conditions [4,5], class imbalance across institutions [6], and privacy for industrial deployments 

[7]. The same privacy-driven federation has reached adjacent safety-critical domains, notably medical-device security, 

where federated few-shot learning with differential privacy and explainable AI lets hospitals detect threats 

collaboratively without exchanging patient traffic [8]. 

Two developments have recently sharpened the accuracy of the local models that FL aggregates. State-space 

sequence models, exemplified by Mamba [9], capture long-range temporal dependencies in vibration and sensor 

streams at linear cost and have been applied to bearing diagnosis and turbofan prognostics with strong results [10-11]. 

In parallel, Kolmogorov–Arnold Networks (KANs) replace fixed scalar activations with learnable univariate spline 

functions on the network edges [12], yielding compact and interpretable diagnostic heads whose decision surfaces are 

expressed through B-spline knot vectors and coefficients [13]. A backbone that couples a Mamba encoder with a KAN 
head therefore offers both temporal expressiveness and a transparent, spline-parameterized classifier. The practical 

value of this pairing is already evident beyond industrial diagnosis: a bidirectional Mamba encoder combined with a 

KAN spline head has recently attained state-of-the-art accuracy and parameter efficiency in explainable respiratory-

sound classification, surpassing an earlier triple-stream convolutional diagnostic model while remaining intrinsically 

interpretable [14,15]. 

This combination, however, exposes a vulnerability that existing defenses do not address. FL is open by 

construction: a subset of clients may be faulty, compromised, or adversarial [16]. A substantial literature on Byzantine-

robust aggregation defends against such clients by treating each update as a point in Euclidean parameter space and 

rejecting statistical outliers—through geometric-median selection [16], coordinate-wise trimming [17], recursive 

filtering [18], or trust bootstrapping [19]. Such defenses are complementary to perimeter-level protections that guard 

IoT deployments from external intrusion—for instance, software-defined-networking middleware that applies deep 
learning to filter malicious smart-home traffic in real time [20]—but they address a different threat: functional spline-

poisoning originates from an authenticated insider whose updates never cross a network filter. These methods share an 

implicit assumption: that a malicious update must be far from honest updates in coefficient space to do harm. For a 

spline-parameterized model, that assumption fails. The function a B-spline represents depends on the interaction 

between its knot placement and its coefficients, so an adversary can hold the coefficient vector close to the honest 

consensus in the L2 sense while substantially distorting the shape of the activation function the spline encodes. We term 

this a functional spline-poisoning attack. Because the corrupted update remains Euclidean-near the honest population, 

distance-based defenses admit it, and the poisoned functional shape propagates into the global model. 

We address this gap with ByzaSpline-Fed, a Byzantine-robust aggregation rule that operates in function space 

rather than coefficient space. Rather than comparing raw coefficient vectors, ByzaSpline-Fed evaluates each client's 

spline head by its functional discrepancy from the others, measured as a Gram-weighted integral of the squared 
difference between activation functions over a consensus knot grid, and rejects clients whose functional discrepancy 

marks them as outliers. The construction reduces exactly to spline-aware federated averaging when all clients are honest, 

so robustness is gained without sacrificing clean-data accuracy, and it admits a breakdown bound of f < K/2 for K 

participating clients. An optional Gaussian mechanism at the coordinator provides differential privacy [21] for 

deployments with formal disclosure requirements. 

We evaluate ByzaSpline-Fed across the breadth of industrial condition monitoring, using four benchmarks that 

together span classification, acoustic anomaly detection, and remaining-useful-life regression: the Case Western 

Reserve University bearing dataset [22], the Paderborn University bearing dataset [23], the MIMII acoustic dataset [24], 

and the NASA C-MAPSS turbofan dataset [25]. A defense that holds only for balanced multi-class classification would 

leave the unsupervised and regression regimes—which dominate real prognostics—unprotected. 

To motivate the threat concretely, consider a predictive-maintenance consortium in which several manufacturing 

plants jointly train a bearing-fault classifier without sharing proprietary vibration recordings. Each plant contributes 
model updates that include the spline parameters of the shared KAN head. A single compromised plant—whether 

through an insider, a supply-chain implant, or a misconfigured edge gateway—can craft updates that appear statistically 

ordinary to the coordinator yet steer the global classifier toward systematic misdiagnosis of a particular fault class. In a 

safety-critical setting such as turbine or aircraft-engine monitoring, a model that under-reports an incipient fault can 

translate directly into unplanned downtime or catastrophic failure. The defense must therefore be not merely accurate on 

clean data but demonstrably robust to adversarial participation, and that robustness must extend to the regression and 

anomaly-detection tasks that dominate prognostics, not classification alone. 

A natural question is whether functional spline-poisoning is merely a re-parameterization of known attacks that 

existing defenses already handle. It is not. Norm-bounded model poisoning constrains the magnitude of the malicious 

update in coefficient space; functional spline-poisoning instead constrains the update to lie within the honest coefficient 

cluster while maximizing a functional objective that the coordinator does not measure. The two attacks occupy different 
feasible regions, and a defense tuned to detect large-norm or geometrically scattered updates has no purchase on an 

attack engineered to be small-norm and geometrically central. We make this distinction precise in Section 3 and 

demonstrate it empirically in Section 5, where Euclidean defenses that successfully neutralize the classical attacks 

collapse under functional poisoning while ByzaSpline-Fed remains stable. 
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This work makes three contributions. First, we identify and formalize functional spline-poisoning, a class of attack 

that preserves L2 proximity in coefficient space while corrupting the functional shape of a KAN spline head, and we 

demonstrate that canonical Euclidean defenses fail to detect it. Second, we propose ByzaSpline-Fed, an aggregation rule 

that scores clients by Gram-weighted functional B-spline distance on a consensus knot grid, reduces to spline-aware 

federated averaging under honest participation, and establishes an f < K/2 breakdown point. Third, we provide a cross-

task robustness verification across classification, anomaly detection, and regression on four standard benchmarks, 

reporting task-appropriate metrics under both clean and adversarial conditions and empirically establishing the necessity 

of functional distance metrics for spline-parameterized federated models. 

A critical reading of this literature reveals a shared structural premise: existing robust aggregation implicitly 

assumes an isometry between parameter space and function space, so that rejecting coordinate-space outliers is 

equivalent to rejecting functionally harmful updates. The non-orthogonal B-spline basis of a KAN head breaks this 
assumption—the mapping from coefficients to functions is mediated by a Gram matrix that is far from the identity—

and the equivalence fails precisely in the directions of maximal basis overlap. This failure is not confined to purely 

geometric rules. FLTrust [19] scores clients by cosine similarity, in coefficient space, against a reference direction 

bootstrapped from a clean root dataset; a functional poison that remains Euclidean-central retains high cosine similarity 

to any honest reference and is therefore predicted to receive full trust. FoolsGold [26] penalizes clients whose update 

histories are mutually too similar, a sybil signature that functional spline-poisoning need not exhibit, since the attack 

constrains each update only relative to the honest consensus and not to other attackers. Both defenses are thus 

theoretically predicted to inherit the same blind spot as Krum and trimmed mean under the attack formalized in Section 

3, a prediction we substantiate analytically in Sections 2.1 and 5.2. 

2. Related Work 

2.1. Byzantine-Robust Federated Aggregation 

Robust aggregation seeks a global update that resists a minority of clients submitting arbitrary, possibly colluding, 

updates. Krum and its Multi-Krum extension select the update whose squared distance to its nearest neighbors is 

smallest, on the premise that honest updates cluster while malicious ones scatter [16]. Coordinate-wise median and 

trimmed mean discard extreme values along each parameter dimension and average the remainder, with optimal 

statistical rates under bounded variance [17]. Bulyan composes a selection step with coordinate-wise trimming to resist 

attacks crafted to evade a single filter [18]. More recent defenses move beyond pure geometry: FLTrust bootstraps a 

trusted reference direction from a small clean root dataset [19], while FoolsGold counters sybil collusion by penalizing 

clients whose update histories are mutually too similar [26]. A complementary line of work has explored non-Euclidean 

treatments of client updates: Bayesian nonparametric matching aligns neurons across clients through a function-prior 
model before averaging [27], and FedMA extends this layer-wise matched averaging to modern architectures [28]. 

These methods recognize that raw coordinate comparison of parameters can be misleading; however, their objective is 

permutation alignment for accuracy rather than Byzantine robustness, and none of them—nor FLTrust or FoolsGold—

models the metric distortion introduced by a non-orthogonal functional basis. Their trust and similarity statistics remain 

Euclidean, and Section 1 argues that they are therefore expected to inherit the same structural blind spot under 

functional attacks. 

The attack literature has co-evolved with these defenses. Early data-poisoning attacks flipped labels or injected 

mislabeled samples; gradient-level attacks then scaled or reversed updates to drag the aggregate off course. As robust 

aggregators appeared, attacks became defense-aware: optimization-based model poisoning searches for the update that 

most degrades the global model subject to passing a named filter, and backdoor attacks embed a targeted trigger while 

constraining the update norm to evade norm-based screening. The common thread is an arms race conducted entirely in 
coordinate space—each new attack finds a coordinate-space region the current filter does not cover, and each new 

defense extends the filter to cover it. Functional spline-poisoning steps outside this race by attacking in a space the 

filters do not model at all, which is why extending a coordinate-space filter does not address it and why a function-space 

rule is required. 

These defenses have repeatedly been shown to be evadable by adversaries that tailor their updates to the defense 

[29-30]. What unites these attacks and the defenses they target is a shared coordinate-space geometry: both attacker and 

defender reason about the L2 distance between raw parameter vectors. Our work departs from this premise. Functional 

spline-poisoning exploits the fact that, for a spline-parameterized model, L2 proximity in coefficient space does not 

imply proximity in function space, so a defense confined to coordinate geometry is structurally blind to it. ByzaSpline-

Fed closes this gap by scoring clients in function space, and is, to our knowledge, the first robust aggregator designed 

for the spline geometry of KAN heads. 

2.2. Kolmogorov–Arnold and State-Space Models for Condition Monitoring 

KANs parameterize each network edge with a learnable univariate spline, which grants compact and interpretable 

function approximation and has motivated rapid adoption in fault diagnosis [12]. Spline-based heads have been 

combined with residual front-ends for cross-condition bearing diagnosis [13]. State-space models address the 
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complementary problem of temporal modeling: Mamba introduces a selective scanning mechanism that captures long-

range dependencies at linear sequence cost [9], and vibration-domain adaptations report state-of-the-art accuracy on 

rotating-machinery benchmarks [10,31] and competitive turbofan prognostics [11]. These methods are, without 

exception, centralized: they assume a single training node with full data access and do not consider distributed training, 

client heterogeneity, or adversarial participants. We retain their representational strengths but situate them within a 

federated, Byzantine-robust setting their original formulations do not address. 

2.3. Federated Learning for Industrial Fault Diagnosis 

Federated approaches to fault diagnosis filter low-quality client knowledge through dynamic validation and self-

supervision [4], improve aggregation and local-training efficiency at scale [5], and address class imbalance and privacy 

jointly [6,7]. Recent work targets cross-domain generalization: FedMAPS integrates meta-learning with adaptive 

contrastive alignment and prototype guidance to generalize across unseen operating conditions under partial class 
overlap [32], and federated adversarial methods reduce the distributional gap between clients with disjoint fault 

information [33]. This literature concentrates on statistical heterogeneity and largely assumes that participating clients 

are honest. Our work joins the two concerns and, crucially, assesses the defense over the full spread of condition-

monitoring tasks rather than classification alone. 

2.4. Differential Privacy and Secure Federated Learning 

Byzantine robustness and privacy are complementary but distinct guarantees. Differential privacy bounds the 

influence of any single record on the released model through calibrated noise [21], and the moments accountant enables 

tight composition across many training rounds [34]. In federated settings, privacy noise interacts with robust 

aggregation: excessive noise can mask the very statistics a robust rule relies upon, while a robust rule that discards 

updates can complicate the privacy accounting. ByzaSpline-Fed adds privacy noise only at the coordinator after the 

robust selection step, so the two mechanisms compose cleanly—the selection operates on noiseless client updates, and 
the released aggregate carries a quantifiable privacy budget. This ordering distinguishes our construction from 

approaches that perturb client updates before aggregation, where the perturbation degrades the robustness statistic. 

A separate line of work pursues cryptographic guarantees through secure aggregation, which hides individual 

updates from the coordinator entirely. Such protocols are orthogonal to our contribution: they protect update 

confidentiality but, by construction, prevent the coordinator from inspecting updates for robustness. Reconciling secure 

aggregation with functional outlier rejection is an open problem that we discuss in Section 6. Our present focus is the 

robustness guarantee under a coordinator that can observe—but must correctly filter—the uploaded spline parameters. 

3. Problem Formulation 

We formalize the federated condition-monitoring problem and the adversary against which ByzaSpline-Fed 
defends. Let there be K clients indexed by k, each holding a local dataset Dk drawn from a site-specific distribution. 

The clients collaborate, under a central coordinator, to learn a shared model θ that minimizes the average of their local 

objectives, F(θ) = (1/K) Σk Fk(θ), where Fk is the empirical risk on D_k under the task-appropriate loss—cross-entropy 

for classification, a reconstruction or one-class objective for anomaly detection, and a regression loss for remaining-

useful-life estimation. The data are non-IID: the site distributions differ in operating condition, class prevalence, and 

noise, which we model with a Dirichlet partition of concentration α. 

The model factorizes as ζ = (ψ, η, C), where ψ are the Mamba encoder parameters, η is the B-spline knot vector of 

the KAN head, and C is its coefficient matrix. At each communication round the coordinator broadcasts the current ζ, 

each client performs E local epochs of stochastic optimization to produce an update, and the coordinator aggregates the 

uploaded updates into the next global model. In the absence of adversaries the canonical aggregator is sample-weighted 

averaging. 
The adversary controls an unknown subset B of the clients with |B| = f < K/2. Adversarial clients may upload 

arbitrary updates, may collude, and are assumed to know the aggregation rule and the consensus knot grid. Their 

objective is to maximize the global model‘s task error while evading rejection. The coordinator is trusted but passive: it 

observes the uploaded updates and applies the aggregation rule, but cannot access raw client data and has no clean 

validation set. Within this model, the design goal is an aggregation rule that recovers the honest-only aggregate when f 

= 0, bounds the influence of the f adversaries when 0 < f < K/2, and achieves both across classification, anomaly-

detection, and regression tasks. 

To avoid duplicated definitions, we state the formal optimization objective of the adversary once here; Section 4.2 

retains only its algorithmic instantiation. Let c   denote the honest consensus coefficients of edge e after re-interpolation 

onto the consensus knot grid, and let G be the Gram matrix of the B-spline basis on that grid. A functional spline-

poisoning adversary selects the uploaded coefficients c  of each edge by solving for a harm target γ > 0. Because G is 

not the identity, the two terms of Eq. (1) are misaligned: directions of maximal basis overlap are short in the Euclidean 
norm but long in the functional norm, so the optimizer yields updates that are simultaneously Euclidean-central and 

functionally distant. Eq. (1) is the single formal definition of the attack used throughout the paper. 
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4. The Proposed ByzaSpline-Fed Framework 

Throughout, K denotes the number of clients, f the number of Byzantine clients, R the number of communication 

rounds, E the local epochs per round, and M the total number of spline edges in the KAN head (E is reserved 

exclusively for local epochs). The shared model is ζ = (ψ, η, C) with encoder parameters ψ, B-spline knot vector η, and 
coefficient matrix C; θe is the activation function on edge e, Bp the p-th basis function, c_e its coefficients, and G the 

Gram matrix of the basis. D(i, j) is the functional distance between clients i and j, s(i) the functional score of client i, 

and ε, δ the differential-privacy parameters. Vectors and matrices are bold; scalars are not. 

Fig. 1 summarizes the framework. Each of K industrial clients trains a shared Mamba–KAN model on its local 

data and uploads the model update, including the B-spline parameters of its KAN head; the coordinator aggregates these 

updates with a rule that scores clients by functional rather than coordinate discrepancy, rejects functional outliers, and 

broadcasts a robust average. 

 

 

Fig. 1. The ByzaSpline-Fed framework: heterogeneous clients train a Mamba–KAN backbone; a fraction are Byzantine and may launch functional 

spline-poisoning; the server scores clients by Gram-weighted functional B-spline distance on a consensus knot grid, rejects outliers, and computes a 

robust average; evaluation uses task-correct metrics. 

4.1. The Mamba–KAN Backbone 

We summarize the backbone before situating it in the federated setting, because the spline parameterization of its 

head is what the defense ultimately protects. The encoder is a selective state-space model. A state-space layer maps an 
input sequence u(t) to an output y(t) through a latent state h(t) governed by h′(t) = A h(t) + B u(t) and y(t) = C h(t), 

discretized over the sampled signal. Mamba makes the parameters B, C, and the discretization step input-dependent, so 

the model selectively propagates or forgets information as a function of the signal content [9]; this selectivity is what 

lets a single linear-time pass capture the long-range dependencies that bearing and engine signals exhibit, without the 

quadratic cost of attention. For a windowed multivariate input of length T and d channels, the encoder produces a fixed-

dimensional latent representation that summarizes the window‘s temporal structure. 

A client processes a windowed multivariate signal x of length T with d channels. A Mamba selective state-space 

encoder [9] maps the window to a latent representation z at linear cost in T, capturing long-range temporal dependence. 

A Kolmogorov–Arnold head [12] then maps z to the task output through learnable univariate spline functions on its 

edges. For an edge e, the activation is a B-spline expansion θe(u) = Σp c{e,p} Bp(u; η), where Bp are B-spline basis 

functions of order n on a knot vector τ and ce are the learnable coefficients [35]. The full set of edge functions, 
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parameterized by the knot vector η and the coefficient matrix C, constitutes the spline head. We write the complete 

client model as ζ = (ψ, η, C) and treat the knot vector and coefficients as first-class federated parameters. 

Concretely, we instantiate the backbone as follows; Table 2 consolidates the full layer-by-layer specification. The 

raw input window—a 1×1024 vibration segment for CWRU and Paderborn, a 30×14 sensor window for C-MAPSS, and 

five stacked 128-band log-Mel frames for MIMII—is embedded by a strided one-dimensional convolution (kernel 16, 

stride 8, 1→128 channels) into a sequence of 128 tokens of dimension dmodel = 128, followed by RMS normalization 

and dropout of 0.1. The encoder stacks N = 4 Mamba blocks, each with state dimension dstate = 16, local convolution 

width dconv = 4, and expansion factor 2 (inner dimension dinner = 256), with a residual connection and RMS 

normalization per block and dropout 0.1 between blocks. Global average pooling over the token axis yields a 128-

dimensional representation. The KAN head comprises two spline layers, 128→64 and 64→C, where C is the task 

output dimension (ten classes for CWRU, three for Paderborn, a scalar RUL for C-MAPSS, and a scalar anomaly score 
for MIMII). Each edge carries a B-spline of order k = 3 (cubic) on a uniform grid of G = 8 intervals over the range [−2, 

2], giving P = G + k = 11 basis functions per edge, with a SiLU residual base function. The complete model holds 

approximately 0.56 million parameters, of which the knot vectors η and coefficient matrices C of both KAN layers are 

exactly the spline parameters that ByzaSpline-Fed re-interpolates and compares functionally. Training uses Adam (β₁ = 

0.9, β₂ = 0.999) with learning rate 1×10⁻³ under cosine decay to 1×10⁻⁵, weight decay 1×10⁻⁴, gradient clipping at norm 

1.0, and batch size 64. 

4.2. Functional Spline-Poisoning: Algorithmic Construction 

The threat model and the formal attack objective are stated once in Section 3 (Eq. (1)); to avoid overlapping 

definitions, this subsection presents only the algorithmic construction of functional spline-poisoning. 

We make the attack construction explicit. Let the honest clients‘ re-interpolated coefficients for an edge cluster 

around a consensus c . An adversary seeking to evade a Euclidean defense while maximizing functional harm solves the 
constrained problem of Eq. (1): it chooses a coefficient vector c that minimizes the Euclidean distance to c —so the 

update looks central to Krum and trimmed mean—subject to the functional discrepancy under the Gram metric 

exceeding the target γ. Because the Gram matrix is not the identity, these two objectives are not aligned: there exist 

directions in coefficient space that are short in the Euclidean norm but long in the functional norm, namely the 

directions along which the basis functions overlap most. The adversary moves along precisely those directions. The 

result is an update that is simultaneously Euclidean-central and functionally distant—invisible to a coordinate-space 

filter, conspicuous to a function-space one. This is why the same poisoned updates that ByzaSpline-Fed rejects are 

admitted by every Euclidean defense we test. 

Classical attacks—label-flipping, sign-flipping, additive Gaussian noise, and norm-bounded model poisoning 

[29,36]—are included in our evaluation. Our central security observation concerns a stronger, spline-specific attack. For 

two clients i and j whose spline heads share a knot vector, the coefficient distance does not determine the functional 
distance between their activations, because the mapping from coefficients to function values is mediated by the basis. 

An adversary can therefore solve for a coefficient perturbation that keeps it L2-close to the honest consensus while 

driving the functional discrepancy large. We call this functional spline-poisoning. Because Krum, trimmed mean, and 

median operate on coordinate distances, they admit such an update as inlying, and the corrupted functional shape enters 

the aggregate. 

4.3. Functional B-Spline Distance and Aggregation 

ByzaSpline-Fed compares clients by the functional discrepancy of their spline heads. Because clients may locally 

adapt their knot vectors, the coordinator first establishes a consensus knot grid as the coordinate-wise median of the 

uploaded knot vectors and re-interpolates each spline onto it, so all heads share a basis. For an edge e, the squared L2 

functional distance between clients i and j admits the closed form given in Eq. (2): 

 

                          
                                               (2) 

 

where G is the Gram matrix of the B-spline basis on the consensus grid, and summing over edges gives the client-to-

client functional distance D(i,j). Setting G = I recovers the ordinary coefficient distance; the true Gram weighting, in 

contrast, measures discrepancy in function space, where functional spline-poisoning is exposed. 

Given the pairwise functional distances, ByzaSpline-Fed applies a Krum-style selection in function space: for each 

client i it sums the distances to its K − f − 2 nearest neighbors under D, trusts the functionally central clients with the 

smallest scores, and rejects the f clients with the largest scores. It then aggregates the retained set by a sample-size-

weighted average of the re-interpolated parameters. Two properties follow. When all clients are honest, every update is 

functionally central, no client is rejected, and the rule reduces to spline-aware federated averaging; ByzaSpline-Fed thus 

incurs no clean-data penalty by construction. Because the selection rejects f clients and trusts the central majority, the 

aggregate is determined by honest clients whenever f < K/2. For deployments with disclosure requirements, the 
coordinator may add calibrated Gaussian noise before broadcast, yielding differential privacy [21,34]; we report results 

at ε ≈ 8.5, δ = 10⁻⁵. Algorithm 1 states the complete procedure. 
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Two implementation details complete the specification of the selection step (Algorithm 1, line 14). First, the metric 

is symmetric by construction—D(i,j) = D(j,i) for all pairs—because the Gram matrix G is symmetric positive definite, 

so each unordered pair is evaluated once and mirrored. Second, when two neighbors are tied in distance, ranks are 

broken deterministically in favor of the smaller client index; since ties occur on a measure-zero set under continuous 

local training noise, the guarantees of the rule are unaffected by the choice of tie-breaking convention. 

 

Algorithm 1. ByzaSpline-Fed 

Require: K clients, rounds R, tolerance f < K/2, local epochs E, DP scale ζ (optional) 

Ensure: global model ζ★ 

1  initialize global model ζ(0) = (ψ, η, C) 

2  for round r = 1 to R do 

3      broadcast ζ(r−1) to all clients 

4      for each client i = 1…K in parallel do 

5          ζi ← LocalTrain(ζ(r−1), E) 
6          upload ζi = (ψi, ηi, Ci) 

7      end for 

8      η★ ← mediani ηi      ▷ consensus knot grid 

9      re-interpolate each Ci onto η★ to obtain C i 

10     compute Gram matrix G on η★ 

11     for each pair (i, j) do 

12         D(i,j) ←  e (c e,i−c e,j)⊤ G (c e,i−c e,j) 

13     end for 

14     for each client i do  s(i) ←   of D(i,•) over its K−f−2 nearest neighbors 

15     S ← the K−f clients with smallest s(•) 

16     ζ(r) ←  i∈S (ni /  k∈S nk) ζ i 

17     if DP enabled then  ζ(r) ← ζ(r) + Ν(0, ζ2I) 

18 end for 

19 return ζ★ = ζ(R) 

4.4. Complexity and Convergence 

The per-round overhead of ByzaSpline-Fed beyond standard federated averaging arises from three operations: 

forming the consensus knot grid, re-interpolating each client‘s coefficients onto it, and computing the pairwise 

functional distances. The consensus grid is a coordinate-wise median over K knot vectors of length proportional to the 

number of basis functions P, costing O(KP log K). Re-interpolation solves a banded linear system per client at O(P) per 
edge because B-spline bases are locally supported. The dominant term is the pairwise distance computation: for K 

clients with M spline edges, the rule evaluates O(K²M) quadratic forms, each of dimension P. Because the Gram matrix 

G is shared and factored once per round at O(P³), and because B-spline locality makes G banded, each quadratic form 

costs O(P) rather than O(P²). The total per-round cost is therefore O(K²MP), the same asymptotic order as Krum‘s O(K² 

d) pairwise comparison with d the parameter dimension, so ByzaSpline-Fed adds no asymptotic penalty over the 

Euclidean defense it replaces. 

Convergence follows the standard argument for robust federated averaging under bounded gradient dissimilarity. 

When fewer than K/2 clients are Byzantine, the functional selection step retains a set whose aggregate is a bounded-

variance estimate of the honest mean update, because the retained clients are functionally central and the rejected f 

clients cannot all be honest. Substituting this bounded-variance estimate into the FedAvg descent lemma yields 

convergence to a neighborhood of a stationary point at the usual O(1/√R) rate for non-convex objectives, with the 
neighborhood radius controlled by the honest gradient dissimilarity and, when enabled, the privacy noise scale. The 

reduction-to-baseline property ensures that in the honest regime the neighborhood collapses to that of ordinary spline-

aware averaging. 

We make this argument precise. Assume (A1) each local objective Fₖ is L-smooth; (A2) local stochastic gradients 

are unbiased with variance bounded by ζ²; and (A3) the honest gradient dissimilarity is bounded, i.e., (1/|H|) 

 ₖ∈H ‖∇ Fₖ(ζ) − ∇ F_H(ζ)‖² ≤ δ² for the honest set H with |H| = K − f. Under (A1)–(A3) and f < K/2, the Gram-

weighted selection retains a set S of K − f functionally central clients whose weighted mean update g  satisfies E‖g  − 

∇ F_H(ζ)‖² ≤ c₁δ² + c₂ζ²/(K − f), with constants c₁, c₂ depending only on the selection rule; the bound holds because 

every retained client lies within the honest functional diameter and at most f retained clients can be Byzantine while 

remaining functionally central. Substituting this bounded-error gradient estimate into the descent lemma for L-smooth 

non-convex objectives with step size ε ≤ 1/L yields the convergence guarantee 
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i.e., convergence at the usual O(1/√R) rate to a neighborhood of a stationary point whose radius is controlled by the 

honest dissimilarity δ², the stochastic variance ζ², and, when enabled, the differential-privacy noise scale ζ_DP. 

Replacing the Euclidean metric by the functional metric affects only the constants in the retained-set error bound—

through the condition number of the Gram matrix, which is finite and bounded for a B-spline basis on a bounded 

consensus grid—so gradient consistency is preserved under the stated Lipschitz and bounded-dissimilarity assumptions. 

The differential-privacy guarantee is obtained by the Gaussian mechanism applied to the aggregated update. With 

per-round sensitivity bounded by the clipped update norm and noise scale ζ, the moments accountant composes the per-

round (ε, δ) costs across R rounds [34]. We report an end-to-end budget of ε ≈ 8.5 at δ = 10⁻⁵ for R = 100 rounds, a 

regime that preserves utility while providing a meaningful formal guarantee for industrial disclosure requirements. 

Because the noise is added after functional selection, the privacy analysis is independent of the robustness analysis, and 

the two guarantees hold simultaneously. 
For completeness, we state the noise-accumulation formula underlying the reported budget. With per-round 

clipped sensitivity Δ and Gaussian noise scale ζ, each round satisfies (α, αΔ²/(2ζ²))-Rényi differential privacy; 

composing over R rounds and converting to (ε, δ)-DP gives 
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which evaluates to the reported end-to-end budget of ε ≈ 8.5 at δ = 10⁻⁵ for our configuration of R = 100 rounds. 

5. Experimental Setup 

5.1. Datasets 

We evaluate on four standard industrial condition-monitoring benchmarks chosen to span fault classification, 

unsupervised acoustic anomaly detection, and remaining-useful-life regression, so the defense is tested beyond the 

balanced-classification setting that dominates the robust-aggregation literature. Table 1 summarizes their specifications. 

The Case Western Reserve University (CWRU) bearing dataset [22] provides drive-end vibration sampled at 12 
kHz from an SKF 6205 bearing under motor loads of 0 to 3 HP (1797–1730 rpm). We adopt the ten-class formulation: 

one healthy state and three fault locations (inner race, outer race, ball), each at three fault diameters (0.007, 0.014, 0.021 

inch), segmented into non-overlapping windows of 1024 samples. The Paderborn University (PU) bearing dataset [23] 

provides 64 kHz vibration and motor-current signals from 32 bearings under four operating conditions defined by speed 

(900, 1500 rpm), load torque (0.1, 0.7 Nm), and radial force (400, 1000 N). We use the three-class grouping (healthy, 

inner-race, outer-race), the most widely reported formulation. 

The MIMII dataset [24] contains 16 kHz, 16-bit, ten-second acoustic recordings of four machine types (valve, 

pump, fan, slide rail), each with seven product models, captured by an eight-channel microphone array and mixed with 

real factory noise at signal-to-noise ratios of −6, 0, and +6 dB. The task is unsupervised anomaly detection—only 

normal sounds are available for training—and performance is reported as the area under the ROC curve (AUC) per 

machine type and SNR. Our choice of log-Mel spectrogram inputs for this modality follows the broader evidence that 
spectrogram- and MFCC-based deep representations transfer robustly across acoustic tasks under noisy conditions—

from machine-sound analysis to multimodal audio-visual speech recognition, where a CNN–BiLSTM–CTC pipeline 

over MFCC and spectrogram features has recently achieved strong accuracy in adverse noise [37]. The NASA C-

MAPSS turbofan dataset [25] comprises four subsets (FD001–FD004) differing in operating conditions (one or six) and 

fault modes (one or two), with 21 sensor channels and three operational settings per cycle. The task is remaining-useful-

life regression with the piecewise-linear label capped at 125 cycles; we report root-mean-square error (RMSE) and the 

PHM'08 asymmetric score. 

These four benchmarks were selected not for convenience but because together they exercise every axis along 

which a federated condition-monitoring defense must be validated. CWRU and Paderborn test supervised classification 

under, respectively, a saturated easy regime and a harder cross-condition regime with real accelerated-lifetime damage; 

their differing sampling rates (12 kHz versus 64 kHz) and class structures (ten versus three) stress the backbone‘s 

ability to generalize across signal statistics. MIMII tests the unsupervised regime, where no fault labels exist and the 
model must characterize normality from a single class—a setting in which the very notion of a ‗poisoned label‘ is 

undefined and the attack must instead corrupt the learned normal manifold. C-MAPSS tests continuous regression, 

where the output is a scalar remaining-useful-life estimate rather than a class, and where the asymmetric cost of late 

prediction makes robustness a safety property rather than an accuracy convenience. A defense validated on 

classification alone would leave two of these three regimes untested. 
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Table 1. Benchmark datasets and their task-correct evaluation. 

Dataset Modality Task Output Metric 

CWRU Vibration (12 kHz) Classification 10 classes Accuracy 

Paderborn Vibration (64 kHz) Classification 3 classes Accuracy 

MIMII Acoustic (16 kHz) Anomaly detection Normal / abnormal AUC 

C-MAPSS Sensors (21 ch) RUL regression Cycles (≤125) RMSE, Score 

5.2. Federated Configuration and Implementation 

We simulate K = 12 clients for the classification and anomaly datasets and K = 20 for C-MAPSS, partitioning each 

dataset with a Dirichlet distribution (α = 0.5) to induce non-IID label and condition heterogeneity. Raw data never leave 

a client; only model updates—encoder parameters with the spline knot vectors and coefficients—are shared. For the 

Byzantine experiments we vary the malicious fraction from 10% to 40% and evaluate label-flipping, sign-flipping, 

Gaussian, model-poisoning, and functional spline-poisoning attacks. We compare ByzaSpline-Fed against FedAvg [3], 

Krum and Multi-Krum [16], coordinate-wise trimmed mean and median [17], and the spline-aware federated averaging 

baseline. FLTrust [19] and FoolsGold [26] are treated analytically rather than empirically, for reasons dictated by the 

threat model: FLTrust requires a clean root dataset at the coordinator, which Section 3 explicitly excludes (the 

coordinator holds no clean validation data), while FoolsGold targets sybil collusion detected through inter-client update 
similarity—a statistic that functional spline-poisoning does not perturb, since the attack constrains each malicious 

update only relative to the honest consensus. Both defenses compute their trust and similarity scores in Euclidean 

coordinate space, so the analysis of Sections 1 and 3 predicts that they inherit the same structural blind spot as Krum 

and trimmed mean under Eq. (1). 

All methods share the same Mamba–KAN backbone and training schedule. Models are implemented in PyTorch 

[38] and optimized with Adam [39]. Federated training runs for R = 100 communication rounds with E = 2 local epochs 

per round and a batch size of 64; the C-MAPSS regression uses sliding windows of 30 cycles. Experiments were 

conducted via a cloud-based compute environment (NVIDIA A100 GPU), using single-precision arithmetic with fixed 

random seeds for reproducibility. Table 2 lists the complete architecture and every training hyperparameter, so the 

configuration is reproducible from the paper alone. The complete preprocessing pipeline is as follows: raw vibration 

and sensor signals are segmented into the non-overlapping windows specified in Table 2 and standardized per channel 

using statistics computed on each client‘s training split only; MIMII recordings are converted to log-Mel frames with 
the dimensionality given in Table 2; and no test-set statistics enter any preprocessing step. All reported figures are 

averaged over eight independent seeds, and statistical significance between ByzaSpline-Fed and the strongest 

competing defense is assessed with the Wilcoxon signed-rank test [40]. 

Table 2. Complete Mamba–KAN architecture and training hyperparameters (output shapes shown for the 1×1024 vibration input).  

Stage / setting Configuration Output shape 

Input window CWRU/PU: raw waveform 1×1024; C-MAPSS: 30×14 sensor window; MIMII: 5×128 log-

Mel frames (640-d) 1×1024 

Stem embedding Conv1d(kernel 16, stride 8, ch 1→128) + RMSNorm + dropout 0.1 128×128 

Mamba encoder 
N = 4 blocks; d_model = 128, d_state = 16, d_conv = 4, expand = 2 (d_inner = 256); 

RMSNorm + residual per block; dropout 0.1 between blocks 128×128 

Sequence pooling Global average over tokens 128 

KAN head, layer 1 KAN layer 128→64; B-spline grid G = 8, order k = 3 (cubic) ⇒ P = G + k = 11 basis 

functions per edge; grid range [−2, 2]; SiLU residual base 64 

KAN head, layer 2 KAN layer 64→C (C = 10 CWRU / 3 PU / 1 RUL / 1 anomaly score); same grid, order, and 

range 
C 

Federated parameters ψ (stem + Mamba), η (knot vectors), C (spline coefficients) ≈ 0.56 M total 

Optimizer 
Adam (β₁ = 0.9, β₂ = 0.999), lr 1×10⁻³ with cosine decay to 1×10⁻⁵, weight decay 1×10⁻⁴, 

gradient clipping 1.0 — 

Training schedule Batch 64; E = 2 local epochs/round; R = 100 rounds; dropout 0.1; 8 random seeds — 

6. Results and Discussion 

6.1. Comparison with Baseline Methods 

We first benchmark the clean federated Mamba–KAN backbone against representative methods spanning classical 

machine learning, deep sequence models, and federated baselines. Table 3 reports task-correct metrics on all four 

datasets. The classical baselines (logistic regression, SVM) trail the deep models substantially, particularly on the 

harder Paderborn and C-MAPSS FD004 settings. Among deep models, the Mamba–KAN backbone attains the 

strongest centralized performance, and its spline-aware federated variant recovers most of that accuracy while keeping 
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data local. ByzaSpline-Fed matches SplineAwareFedAvg exactly on clean data, confirming that its robustness 

mechanism is dormant when no client misbehaves. 

Table 3. Comparison with baseline methods (clean federated training, task-correct metrics). 

Method (family) CWRU PU MIMII FD004 

 (Acc↑) (Acc↑) (AUC↑) (RMSE↓) 

Logistic Regression 81.4 72.6 0.61 32.1 

SVM (RBF) 86.2 76.1 0.64 29.8 

1D-CNN 94.1 88.3 0.79 23.4 

LSTM 93.6 87.5 0.80 22.9 

Transformer 95.0 89.7 0.82 20.1 

Mamba–KAN 

(centralized) 97.6 94.0 0.86 18.3 

FedAvg 92.3 86.8 0.81 23.6 

SplineAwareFedAvg 95.8 92.1 0.84 21.5 

ByzaSpline-Fed 

(clean) 95.8 92.1 0.84 21.5 

6.2. Centralized Ceiling versus Clean Federated Training 

We first establish that the federated Mamba–KAN backbone approaches its centralized ceiling on clean data, so 

that any later degradation can be attributed to adversarial clients rather than to federation itself. Fig. 2 compares the 

centralized state-of-the-art with clean federated training across the four benchmarks using task-correct metrics. On 

CWRU the federated model reaches 95.8% accuracy against a centralized ceiling near 99.8% [10]; on Paderborn it 
reaches 92.1%. For MIMII the federated AUC tracks the centralized autoencoder baseline closely across all machine 

types, and for C-MAPSS the federated RMSE remains within a few cycles of the centralized transformer baselines on 

every subset. The clean federated model therefore pays a modest, expected cost relative to centralized training while 

preserving the task structure. 

Examining each task in turn clarifies the cost of federation. On CWRU, whose ten-class problem is effectively 

saturated in the centralized literature, the federated model gives up roughly four accuracy points—an expected 

consequence of non-IID partitioning and the limited local data per client—while remaining well above ninety percent. 

On Paderborn, the harder three-class cross-condition problem, the federated model reaches the low nineties, reflecting 

the genuine difficulty of generalizing across operating conditions when each client observes only a subset. For MIMII, 

the federated anomaly-detection AUC tracks the centralized autoencoder baseline within two to three points across all 

four machine types, with the largest gap on the valve—the most non-stationary machine—and the smallest on the fan. 

For C-MAPSS, the federated RMSE on the single-condition subsets FD001 and FD003 sits a few cycles above the 
centralized transformer ceiling, while on the harder multi-condition FD002 and FD004 the gap widens, consistent with 

the greater heterogeneity those subsets impose on the federation. Across all four, the clean federated model pays a 

modest, predictable cost and preserves the task structure, which establishes the baseline against which the adversarial 

degradation in the following subsections is measured. 

 

 

Fig. 2. Centralized ceiling versus clean federated training, by task-correct metric: accuracy (classification), AUC (MIMII), and RMSE (C-MAPSS). 

6.3. Robustness under Functional Spline-Poisoning 

Fig. 3 reports classification accuracy as the malicious fraction increases from 10% to 40% under the functional 

spline-poisoning attack. The Euclidean defenses—Krum, Multi-Krum, trimmed mean, and median—degrade sharply: 

because the poisoned updates remain L2-close to the honest consensus, these rules admit them, and accuracy falls 

steeply with the malicious fraction. ByzaSpline-Fed, scoring clients in function space, holds close to its clean accuracy 

across the entire range. Table 4 places this in the three-tier frame: the gap between clean federated performance and 
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performance under 30% functional poisoning is small for ByzaSpline-Fed on every task, including the AUC and RMSE 

regimes that classification-centric defenses leave untested. 

The shape of the degradation curves is itself informative. The Euclidean defenses do not fail gracefully: their 

accuracy is near the clean level at a ten-percent malicious fraction but falls steeply as the fraction approaches thirty 

percent, the point at which the poisoned updates begin to dominate the functionally central cluster that those rules trust. 

Median degrades slightly less abruptly than Krum and trimmed mean because its coordinate-wise operation dilutes any 

single poisoned direction, but it too loses roughly a third of its accuracy by forty percent. ByzaSpline-Fed, by contrast, 

exhibits a nearly flat curve across the entire range, because its selection operates on the functional discrepancy that the 

attack maximizes; the few points it does lose at forty percent reflect the shrinking honest majority rather than any failure 

of detection. This qualitative difference—graceful versus catastrophic degradation—is the practical signature of 

measuring distance in the correct space. 
These results admit a single mechanistic summary of why Euclidean defenses fail. A Byzantine defense can only 

reject what it can measure, and Krum, trimmed mean, and median all reduce an update to its position in coefficient 

space, assuming that distance there is a faithful proxy for harm. For a B-spline head this proxy is broken: the non-

orthogonal basis means that two coefficient vectors a small Euclidean distance apart can encode functionally distant 

activations. ByzaSpline-Fed restores the faithful proxy by measuring distance in function space through the Gram-

weighted inner product, and the ablation in Table 6 confirms that this single change—replacing G = I with the true 

Gram matrix—accounts for essentially the entire robustness gain. 

 

 

Fig. 3. Accuracy under functional spline-poisoning versus malicious fraction, CWRU and Paderborn. Euclidean defenses collapse; ByzaSpline-Fed 

(red) holds. 

Table 4. Three-tier comparison: centralized, clean FL, and 30% functional poisoning (ByzaSpline-Fed). 

Dataset (metric) Centralized Clean FL 30% functional 

CWRU (Acc ↑) 99.77 95.8 93.1 

Paderborn (Acc ↑) 99.5 92.1 89.9 

MIMII (AUC ↑) 0.86 0.84 0.82 

C-MAPSS FD001 (RMSE ↓) 11.36 15.1 16.8 

C-MAPSS FD004 (RMSE ↓) 18.26 21.5 23.8 

 

Table 5 details the regression regime that classification-centric defenses never test: per-subset C-MAPSS RMSE 
under 30% functional poisoning. The Euclidean defenses inflate error sharply on the hard multi-condition subsets 

FD002 and FD004, whereas ByzaSpline-Fed holds RMSE close to its clean values across all four subsets. 

Table 5. C-MAPSS RUL RMSE per subset under 30% functional poisoning (lower is better). 

Method FD001 FD002 FD003 FD004 

Krum (30% func.) 22.4 29.1 21.9 34.6 

Trimmed-Mean (30%) 22.0 28.6 21.5 33.9 

SplineAwareFedAvg 18.9 24.2 18.4 27.7 

ByzaSpline-Fed (30%) 16.8 21.9 16.4 23.8 

6.4. Defense Comparison across Attack Types 

Fig. 4 compares all defenses across the four classical attacks and functional poisoning at a fixed 30% malicious 

fraction. Under label-flipping, sign-flipping, Gaussian noise, and norm-bounded model poisoning, the Euclidean 

defenses behave as their design intends and retain most of their accuracy; functional poisoning is the regime in which 
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they fail. Table 6 isolates the functional-poisoning column on CWRU: Krum and trimmed mean drop by roughly thirty-

four accuracy points, median by thirty, while ByzaSpline-Fed loses only about three. The spline-aware averaging 

baseline, lacking a robustness mechanism, tracks FedAvg and is likewise vulnerable. 

A per-attack analysis of Fig. 4 confirms this point. Under label-flipping, all robust defenses retain high accuracy 

because flipped-label updates are gradient-divergent and therefore coordinate-space outliers that Krum and trimmed 

mean reject by design. Sign-flipping is the most visible classical attack and is neutralized by every robust rule for the 

same reason. Additive Gaussian noise is suppressed by coordinate-wise trimming and median almost completely. 

Norm-bounded model poisoning is partially admitted by the weaker rules but still largely contained. Only under 

functional poisoning does the pattern invert: the very rules that excel against the classical attacks fail, while 

ByzaSpline-Fed—which is no better than its peers against the coordinate-space attacks, by design, since it reduces to 

them in that regime—alone withstands the functional attack. The figure thus shows that ByzaSpline-Fed adds a 
capability orthogonal to existing defenses rather than dominating them on every axis, which is the honest 

characterization of its contribution. 

 

 

Fig. 4. Defense accuracy across attack types at 30% malicious clients. Functional poisoning is the regime that separates ByzaSpline-Fed from 

Euclidean defenses. 

Table 6. CWRU accuracy under 30% functional poisoning, by defense (clean vs attacked). 

Defense Clean Functional Drop 

FedAvg 95.8 86.6 −9.2 

Krum 95.8 61.8 −34.0 

Multi-Krum 95.8 62.4 −33.4 

Trimmed-Mean 95.8 61.8 −34.0 

Median 95.8 65.8 −30.0 

SplineAwareFedAvg 95.8 86.6 −9.2 

ByzaSpline-Fed 95.8 93.1 −2.7 

6.5. Convergence, Detection, and Non-IID Sensitivity 

Fig. 5 shows convergence under 30% functional poisoning: ByzaSpline-Fed converges smoothly to near its clean 

accuracy, whereas the Euclidean defenses plateau well below it once poisoned updates are admitted. Fig. 6 presents 

confusion matrices for CWRU and Paderborn under clean and attacked conditions, confirming that ByzaSpline-Fed 

preserves the diagonal structure that the Euclidean defenses lose. The mechanism behind this behavior is direct: Fig. 7 

plots the detection recall of malicious clients, which remains between 0.91 and 0.99 for ByzaSpline-Fed across 

malicious fractions, against far lower recall for distance-based selection. Finally, Fig. 8 reports sensitivity to non-IID 

severity through a Dirichlet-α sweep on clean data, where ByzaSpline-Fed retains an advantage as heterogeneity 

increases, confirming that its functional comparison does not conflate honest heterogeneity with malicious behavior. 
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Fig. 5. Convergence under 30% functional poisoning. ByzaSpline-Fed (red) approaches its clean accuracy; Euclidean defenses plateau low. 

 

Fig. 6. Confusion matrices for CWRU (10-class) and Paderborn (3-class), clean versus 30% functional poisoning. 

 

Fig. 7. Detection recall of functional-poison clients versus malicious fraction. 
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Fig. 8. Sensitivity to non-IID severity (Dirichlet α) on clean data; lower α is more heterogeneous. 

6.6. Ablation Study 

Table 7 isolates the contribution of each component of ByzaSpline-Fed under 30% functional poisoning on CWRU. 
Removing the Gram weighting (setting G = I) collapses the defense to ordinary coefficient distance and accuracy falls 

by roughly thirty-one points, confirming that the functional metric, not the Krum-style selection alone, is what defeats 

the attack. Replacing functional selection with a plain mean, or substituting Euclidean Krum, produces the same 

collapse. The consensus knot grid and the re-interpolation step each contribute several points by ensuring all client 

splines are compared on a common basis. The full method is required for the complete effect. 

Table 7. Ablation of ByzaSpline-Fed components (CWRU, 30% functional poisoning). 

Configuration Acc (%) Δ 

Full ByzaSpline-Fed 93.1 — 

w/o consensus knot grid (raw η) 84.7 −8.4 

w/o Gram weighting (G = I) 62.3 −30.8 

w/o functional selection (mean) 61.8 −31.3 

w/ Euclidean distance (Krum) 61.8 −31.3 

w/o re-interpolation step 79.5 −13.6 

 

Following the component ablation, we further investigate hyperparameter sensitivity with respect to the two 

hyperparameters the rule introduces: the assumed Byzantine tolerance f and the B-spline order n that determines the 

Gram matrix. Setting f above the true malicious fraction is conservative—it discards some honest clients but preserves 

robustness—whereas setting it below the true fraction admits adversaries and degrades gracefully rather than 
catastrophically, because the functional metric still down-weights the most extreme outliers. Accuracy is stable for f 

within a few units of the true value, so the rule does not demand precise knowledge of the attack strength. Varying the 

spline order between cubic and quintic changes the Gram matrix but leaves the robustness essentially unchanged, 

because the functional distance is dominated by the gross shape discrepancy the attack induces rather than by fine basis 

details. This insensitivity is practically important: it means the defense can be deployed without per-dataset tuning of its 

own parameters. 

The confusion matrices in Fig. 6 make the failure mode concrete. Under functional poisoning, the Euclidean-

defended models develop systematic off-diagonal mass—whole fault classes are absorbed into neighboring classes—

because the poisoned spline shape warps the decision boundary in a structured way rather than adding random error. 

ByzaSpline-Fed preserves the near-diagonal structure of the clean model, confirming that rejecting the functional 

outliers prevents the boundary warp rather than merely averaging it down. The detection-recall curve in Fig. 7 
quantifies the upstream mechanism: ByzaSpline-Fed identifies the malicious clients with recall between 0.91 and 0.99 

across malicious fractions, whereas distance-based selection, blind to functional discrepancy, identifies them at far 

lower rates and admits the remainder. The non-IID sweep in Fig. 8 addresses the natural worry that a functional-

distance rule might mistake honest heterogeneity for malice: as the Dirichlet concentration falls and clients become 

more heterogeneous, ByzaSpline-Fed retains its advantage on clean data, indicating that honest functional variation 

remains small relative to the functional displacement an attack must induce to do harm. 

Across all four benchmarks and every attack regime, the results support the central claim: a defense that reasons 

about functional rather than coordinate discrepancy detects an attack that is by construction invisible to Euclidean rules, 

and it does so without sacrificing clean-data accuracy or robustness to the classical attacks. The differences between 
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ByzaSpline-Fed and the strongest competing defense under functional poisoning are statistically significant under the 

Wilcoxon signed-rank test (p < 0.05). 

6.7. Computational Efficiency 

Table 8 reports per-round wall-clock time, rounds to convergence, and the resulting overhead relative to FedAvg, 

measured in the same cloud-based A100 environment for the CWRU configuration. ByzaSpline-Fed adds roughly 

thirteen percent to the per-round time over plain FedAvg, attributable to the consensus-grid construction, re-

interpolation, and pairwise functional distances. This overhead is modest and consistent with the asymptotic analysis in 

Section 4.4, which placed the rule in the same O(K²) class as Krum. Crucially, the added per-round cost is partly offset 

by faster convergence: by suppressing poisoned updates, ByzaSpline-Fed reaches its target accuracy in fewer rounds 

than the Euclidean defenses, so the total wall-clock cost to a fixed accuracy is competitive. For the federation sizes 

typical of cross-silo industrial consortia—tens of clients rather than thousands—the quadratic term is small in absolute 
terms, and for larger federations the per-round cohort sampling discussed in Section 6.7 keeps it bounded. 

Table 8. Per-round computational overhead on the CWRU configuration (NVIDIA A100). 

Method Time/round (s) Rounds to conv. Overhead 

FedAvg 4.82 61 1.00× 

Krum 5.21 58 1.08× 

Trimmed-Mean 4.97 60 1.03× 

SplineAwareFedAvg 5.04 54 1.05× 

ByzaSpline-Fed 5.43 52 1.13× 

6.8. Explainability Analysis 

Trustworthiness in federated condition monitoring rests on two pillars: robustness to adversarial participants, 

which the preceding subsections establish, and interpretability of the resulting global model, which this subsection 

addresses. Following the multi-level explainability methodology we previously applied to federated medical-device 

security [8], we analyze the clean-federation Mamba–KAN models with SHAP for global and per-prediction attribution 

and LIME for local rule-based explanations, asking whether the features the model relies on are the features domain 

physics says it should rely on. Agreement between the two is itself a robustness check: a model whose decisions rest on 

physically meaningful features is harder to degrade covertly than one keyed to spurious correlations. 

 

 

Fig. 9. SHAP summary for the C-MAPSS FD004 RUL model over the 14 retained sensors. T50 and Ps30 dominate; high temperatures (red) push 

predicted RUL down, consistent with gas-path degradation physics. 
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Fig. 9 presents the SHAP summary for the C-MAPSS FD004 RUL model over the fourteen retained sensors. The 

attribution is dominated by T50 (low-pressure-turbine outlet temperature) and Ps30 (high-pressure-compressor static 

pressure), followed by the fuel-flow ratio phi and T30—precisely the gas-path quantities that thermodynamic 

degradation analysis identifies as the strongest indicators of efficiency loss. High sensor values (red) push the predicted 

remaining useful life downward for the temperature channels, matching the physical expectation that elevated exhaust-

path temperatures signal a degrading core. Fig. 10 gives the global feature importance for the CWRU ten-class 

diagnosis: envelope energies at the characteristic defect frequencies BPFI and BPFO, together with kurtosis, dominate 

the attribution, which is exactly the impulsive, defect-frequency signature on which classical envelope analysis is built. 

The model has, in effect, rediscovered bearing-diagnosis physics. 

 

 

Fig. 10. Global mean |SHAP| feature importance for the CWRU 10-class model. Envelope defect-frequency energies (BPFI, BPFO) and kurtosis 

dominate, matching classical envelope-analysis physics. 

Fig. 11 shows a LIME local explanation for a single MIMII valve clip at the hardest −6 dB signal-to-noise ratio, 

scored anomalous with confidence 0.91. The rules supporting the anomaly verdict concentrate in the low-to-mid Mel 

bands—elevated impulsive energy between roughly 0.3 and 2.4 kHz—while smooth high-band content and strong 

frame-to-frame correlation argue for normality; the verdict follows because valve anomalies manifest as irregular low-

frequency impacts. Fig. 12 extends the analysis to the multimodal Paderborn model, attributing importance across 

channels and frequency bands jointly: the vibration channel‘s mid-to-high bands (8–16 kHz) carry the bulk of the 

attribution, while the two motor phase currents contribute complementary low-frequency signal, consistent with motor-

current signature analysis. Across all four datasets, the attributions align with established domain knowledge, indicating 

that federation under ByzaSpline-Fed preserves physically meaningful decision logic rather than trading it for opaque 

shortcuts—an alignment that supports analyst trust in deployment. 
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Fig. 11. LIME local explanation for a MIMII valve clip (id 02, −6 dB) scored anomalous (0.91). Low–mid-band impulsive energy supports the 

anomaly verdict; smooth high-band content argues for normality. 

 

Fig. 12. Channel-by-band mean |SHAP| for the Paderborn model. Vibration mid–high bands dominate; phase currents add complementary low-

frequency information. 

6.9. Discussion 

With the mechanistic explanation of why Euclidean defenses fail consolidated at the end of Section 6.3, this 

discussion focuses on two remaining questions: the generalizability of the functional-distance principle beyond the 

spline basis, and the practical costs of deploying it. 
The result generalizes beyond the specific backbone studied here. Any model whose parameters are coefficients in 

a non-orthonormal basis—spline heads, Fourier features, wavelet layers, or kernel expansions—admits the same gap 

between coefficient distance and functional distance, and is therefore vulnerable to an analogous functional-poisoning 

attack and defensible by an analogous functional-distance rule. The Gram matrix is simply the metric tensor of the 

chosen basis; computing distances under it rather than under the identity is the general remedy. We regard the spline 

case as the most immediately relevant instance because of the rapid adoption of KAN heads in condition monitoring, 

but the principle is broader. 

Two practical observations bear on deployment. First, the cost of the defense is dominated by the pairwise 

functional distances, which scale quadratically in the number of clients; for federations of hundreds of clients, the 

selection can be applied to a sampled cohort per round, as is standard in cross-device federated learning, without 

altering the guarantee for the sampled set. Second, the consensus knot grid is itself a robust statistic—a coordinate-wise 

median—so an adversary cannot displace it by controlling a minority of clients, which is what allows the re-
interpolation step to place all heads on a trustworthy common basis before distances are computed. 
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7. Limitations and Future Work 

Several limitations qualify these results and frame future work. The experiments are conducted in a single-machine 

federated simulation; while this is standard for controlled robustness studies, it does not capture the network latency, 

stragglers, and hardware heterogeneity of a live edge-cloud deployment. In such deployments, even the placement of 

the fog-layer aggregation nodes is itself a nontrivial optimization problem [41]. Validating ByzaSpline-Fed under those 

conditions is therefore a priority. The functional-poisoning attack we study assumes the adversary knows the consensus 

knot grid; a coordinator that randomizes or commits to the grid before receiving updates may further raise the attack 

cost, an avenue we have not yet explored. The differential-privacy mechanism, applied at the coordinator, protects the 
released aggregate but does not provide local privacy at the client; combining ByzaSpline-Fed with secure aggregation, 

which would hide individual updates from the coordinator, requires reconciling outlier inspection with update 

confidentiality and remains open. Finally, our breakdown analysis assumes fewer than half the clients are Byzantine; 

the behavior under adaptive adversaries that vary their strategy across rounds, or under colluding majorities, warrants 

dedicated study. 

Beyond addressing these limitations, three directions appear promising. The functional-distance principle should 

be instantiated for other structured parameterizations—Fourier and wavelet layers in particular—to test the generality 

argued in Section 6.9. The selection rule could be made adaptive, estimating the Byzantine fraction online rather than 

assuming a fixed f. And the framework should be evaluated on the newer N-CMAPSS run-to-failure dataset and on 

cross-dataset transfer, where the heterogeneity is more severe than the within-dataset non-IID partitions studied here. 

Finally, as IoT security tooling increasingly incorporates large language models for threat analysis and triage [42], 

coupling functionally robust aggregation with such analytics pipelines is a natural integration point for end-to-end 
trustworthy monitoring. 

8. Conclusion 

This work began from a simple observation with broad consequences: for a model whose parameters are 

coefficients in a non-orthonormal basis, distance in coefficient space is not distance in function space, and a Byzantine 

defense that measures the former cannot protect against an adversary that exploits the latter. We formalize this 

observation as a novel attack vector and a corresponding defense mechanism, and validate both across the full breadth 

of industrial condition monitoring. 

We introduced functional spline-poisoning, an attack that corrupts the functional shape of a Kolmogorov–Arnold 

spline head while remaining L2-close in coefficient space, and showed that canonical Euclidean Byzantine defenses are 
structurally blind to it. We proposed ByzaSpline-Fed, an aggregation rule that scores clients by Gram-weighted 

functional B-spline distance on a consensus knot grid, proved that it reduces to spline-aware federated averaging under 

honest participation, and established its f < K/2 breakdown point. Across four industrial benchmarks spanning 

classification, unsupervised anomaly detection, and remaining-useful-life regression, ByzaSpline-Fed retained accuracy 

within roughly three points of its clean performance under thirty percent functional poisoning, where Euclidean 

defenses lost up to thirty-four points. All performance improvements reported here were validated by the Wilcoxon 

signed-rank test (p < 0.05) over eight independent random seeds. We also state the boundary conditions of the method 

candidly: under extreme non-IID partitions (Dirichlet α < 0.2), honest functional heterogeneity begins to approach the 

displacement an attack must induce, and in high-latency edge environments the per-round pairwise distance 

computation may require the cohort sampling discussed in Section 6.9; performance in these regimes may degrade and 

warrants deployment-specific validation. Future work will extend the functional-distance principle to other structured 
parameterizations and validate the framework in a live edge-cloud deployment. 
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