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Abstract: The article describes a model of cloud-native AI pipelines designed for continuous optimization of computing 

infrastructure and real-time anomaly detection. The developed model combines modern approaches to observability, 

machine learning (ML), and auto-scaling   based   on   load forecasting.  The methodology is based on the use of LSTM 
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models, autoencoders, and convolutional neural networks (CNN) integrated into Kubernetes environment with support 

for Prometheus, Kafka, and Grafana. Load changes are simulated, and the system's response to critical events is evaluated. 

The results demonstrate a significant improvement in anomaly detection accuracy (up to 93%) and resource efficiency 

(up to 26% cost reduction compared to traditional approaches). The proposed model can be used in AIOps systems that 

require a high level of automation and reliability. 

 

Index Terms: Cloud-native Architecture, Artificial Intelligence, Infrastructure Optimization, Anomaly Detection, 

Kubernetes, Machine Learning, AIOps. 

 

 

1.  Introduction 

The rapid development of cloud computing has led to a change in the infrastructure management paradigm. 

Traditional monitoring methods, focused on static notification thresholds and post-factum response, do not meet the 

requirements of modern distributed systems. The introduction of microservice architecture, orchestration using 

Kubernetes, and the use of CI/CD pipelines have led to a significant increase in the complexity of maintaining such 

systems. 

On the other hand, the rapid development of artificial intelligence (AI) creates the prerequisites for the creation of 

autonomous, self-regulating infrastructure management systems. Due to the ability to detect patterns in large volumes of 

telemetry data, AI models allow not only to predict future system states, but also to detect hidden anomalies that may 

indicate potential failures or inefficiency in resource use. 

In today's conditions of rapid development of cloud technologies, the dynamics of the load on the infrastructure 

changes extremely quickly, which requires high adaptability from resource management systems. The ability to respond 

in real time to changing conditions is a key requirement for a productive environment. However, traditional approaches 

based on simple reactive rules or thresholds are increasingly proving to be insufficiently effective. In view of this, the 

integration of AI components into cloud-native environments is becoming increasingly relevant. This approach allows 

you to move from reactive to proactive resource management - when the system does not simply react to overloads, but 

predicts their occurrence based on the analysis of telemetry data. The article proposes an improved AI pipeline architecture, 

specially designed for containerized environments using AWS services and integration into Kubernetes clusters. The 

approach includes not only load forecasting modules based on LSTM networks, but also anomaly detection mechanisms 

using autoencoders and signature filters. The solution is focused on full automation of the stages of collection, analysis 

and decision-making regarding infrastructure scaling. 

The model was evaluated based on real telemetry data collected from the working environment over a long period. 

Various scenarios and simulations are presented, as well as conclusions for each of them. In particular, the analysis 

covered the aspects of forecast accuracy, the system's ability to respond quickly to changes, and resistance to false 

positives. The results were compared with the classic rule-based approach, which allowed us to clearly identify the 

advantages of the proposed system. Among the main problems that were solved, it is worth noting the high variability of 

the load, the low flexibility of static scaling strategies, as well as the limitations of traditional monitoring, which often led 

to missed anomalies or unnecessary scaling triggers. 

Thus, the practical implementation of a cloud-native AI pipeline with built-in machine learning models demonstrates 

a significant improvement in both the accuracy of management decisions and the overall efficiency of resource use. The 

proposed approach has the potential for scaling and further use in conditions of large production workloads. 

The goal of the research is to improve the efficiency of continuous optimization of computing infrastructure and 

detect anomalies in real time. 

To ensure objective and reproducible evaluation, the proposed cloud-native AI pipeline is validated against explicitly 

defined hypotheses with measurable success and failure boundaries. Each hypothesis is evaluated under controlled 

workload scenarios and repeated experimental runs. 

Hypothesis H1: Infrastructure Optimization Effectiveness 

H1: The proposed AI-driven autoscaling mechanism reduces service-level agreement (SLA) violations under 

dynamic workloads compared to static threshold-based autoscaling. 

Decision boundary: 

Let 𝑉𝐴𝐼  and 𝑉𝐻𝑃𝐴 denote the mean SLA violation rates of the proposed system and the baseline HPA, respectively, 

measured over identical workload traces. 

 

𝐻1 𝑖𝑠 𝑎𝑐𝑐𝑒𝑝𝑡𝑒𝑑 𝑖𝑓 𝑉𝐴𝐼 ≤ 0.7 ⋅ 𝑉𝐻𝑃𝐴                                                           (1) 

 

Failure condition: 

 

𝑉𝐴𝐼 > 0.7 ⋅ 𝑉𝐻𝑃𝐴                                                                            (2) 
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This boundary reflects a minimum 30% reduction in SLA violations, distinguishing meaningful optimization from 

marginal improvement. 

Hypothesis H2: Scaling Stability and Control Robustness 

H2: The policy-constrained scaling strategy reduces unstable scaling behavior compared to naive forecast-triggered 

autoscaling. 

Decision boundary: 

Let 𝑂 denote the oscillation index, defined as the number of scale-up/scale-down direction reversals within a fixed 

time window 𝛥𝑡. 

 

𝐻2 𝑖𝑠 𝑎𝑐𝑐𝑒𝑝𝑡𝑒𝑑 𝑖𝑓 𝑂𝐴𝐼 ≤ 0.5 ⋅ 𝑂𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒                                                      (3) 

 

Failure condition: 

 

𝑂𝐴𝐼 > 0.5 ⋅ 𝑂𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒                                                                         (4) 

 

This boundary explicitly separates stable control behavior from oscillatory or unsafe scaling. 

Hypothesis H3: Anomaly Detection Reliability 

H3: Cross-metric autoencoder-based anomaly detection improves detection reliability compared to traditional 

metric-threshold monitoring. 

Decision boundary: 

Let 𝐹1𝐴𝐼 and 𝐹1𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒   denote the F1-scores of the proposed anomaly detector and the baseline system, respectively. 

 

𝐻3 𝑖𝑠 𝑎𝑐𝑐𝑒𝑝𝑡𝑒𝑑 𝑖𝑓 𝐹1𝐴𝐼 ≥ 𝐹1𝑏𝑎𝑠𝑒𝑙𝑖𝑛𝑒 + 0.15                                                 (5) 

 

Failure condition: 

This threshold ensures that improved detection performance is substantial rather than incidental. 

To formalize the task of continuous infrastructure optimization, let us define a set of cloud resources as a system 

state vector at time t: 

 

𝑥𝑡 = [𝐶𝑃𝑈𝑡 , 𝑅𝐴𝑀𝑡 , 𝐼𝑂𝑡 , 𝑁𝑒𝑡𝑡 , … ],                                                               (6) 

 

where: 

𝑥𝑡  ∈  𝑅𝑛 — is the resource utilization vector at time t; 

n — is the number of metrics (e.g., CPU, memory, network, I/O, etc.). 

To do this, it is necessary to build load forecast functions: 

 

𝑥̂ₜ₊ₖ =  𝑓(𝑥ₜ, 𝑥ₜ₋₁, . . . , 𝑥ₜ₋ₙ₊₁)                                                                      (7) 

 

where: 

k — is the forecasting horizon; 

f — is a function approximated by an LSTM or other recurrent model. 

Also, the anomaly detection function is defined as: 

 

𝑎ₜ =  {1, 𝑖𝑓 𝑑(𝑥ₜ, 𝑥̂ₜ)  >  𝜃;  0, 𝑒𝑙𝑠𝑒},                                                               (8) 

 

where: 

d(·) — is a distance function (e.g., Euclidean, MAE); 

θ — is the anomaly threshold, tuned based on the validation dataset. 

2.  Literature Review 

The development of cloud technologies and the increasing complexity of distributed systems have prompted the 

scientific community to actively search for new approaches to automating infrastructure management. Therefore, the main 

focus of research is now focused on several key areas that help make infrastructure management more efficient. Let's 

consider them in more detail. 

Optimization of resource allocation in the cloud environment is the subject of numerous studies. Zhang et al. (2023, 

Elsevier) [1] proposed the use of LSTM models for CPU/Memory prediction in Kubernetes clusters. The authors achieve 

a 22% reduction in overscaling, but do not consider real-time aspects or anomaly detection. 
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Choudhury et al. (2022, ACM) [2] developed a reinforcement learning approach to automatically manage pods in a 

microservices environment. Although the results showed high adaptability, the need for a large number of training 

episodes remains a limitation in a production environment. 

One of the key tasks in AIOps is the early detection of deviations in system behavior. Nebojsa Bacanin, Vladimir 

Simic, Miodrag Zivkovic (2023) [3] investigate the use of autoencoders to detect anomalies in log streams. Their system 

Anomalyzer showed an accuracy of over 90% with a low false positive rate. 

Khan et al. (2020, Springer) [4] demonstrated the effectiveness of combining CNN with attention mechanisms for 

classifying error patterns in logs of distributed systems. They indicate that the best results are achieved when using 

semantic pre-coding of log records. 

The increasing complexity of DevOps pipelines requires automated solutions. For this, ML is being integrated into 

DevOps and CI/CD. Wang & Patel (2020, IEEE Access) [5] describe the use of ML for decision-making in the testing 

and release processes, where the recovery time from failures was reduced by 17%. However, most models are focused on 

offline processing. 

It is worth noting the approach proposed by Microsoft (2021) [6] regarding the use of anomaly detection as a service 

(ADaaS) integrated into Azure Monitor. This service is based on time-series decomposition and STL algorithms, but is 

not flexible enough for custom telemetry scenarios. 

Despite a significant number of publications that were concentrated to the application of artificial intelligence in the 

field of cloud infrastructures, there are a number of critical limitations that limit the practical implementation of such 

solutions in a productive environment.[7-12] One of the key problems is the lack of unified pipelines: most research 

focuses only on individual components, such as automatic scaling or log analysis, which complicates their integration 

into a holistic management system. [13-18] The problem of the lack of real-time support also remains relevant - many 

existing models operate in offline mode or use pre-collected static datasets, which reduces the effectiveness of forecasting 

in conditions of dynamic load changes.[19-22] 

In addition, current approaches often ignore the specifics of cloud-native architecture, in particular aspects related 

to pod management, service boundaries, Prometheus metrics and Kubernetes scaling mechanisms (HPA, VPA). Another 

challenge is the lack of adaptability - most models are not able to independently adapt to changes in user behavioral 

patterns or changes in cluster topology, which significantly reduces their relevance in the long term [23-25]. 

This article proposes a solution that overcomes these limitations by creating a comprehensive AI pipeline capable of 

operating in real-time based on streaming data. The solution architecture is adaptive and supports automatic updating of 

model hyperparameters. The system is deeply integrated with the Kubernetes ecosystem via API, Prometheus and Kafka, 

which allows for a high degree of automation and compatibility with existing DevOps processes. The proposed pipeline 

implements two-stage logic: first, load prediction is performed using an LSTM model, followed by anomaly detection 

based on autoencoders, which, in turn, activates scaling mechanisms via the policy engine. 

A key aspect is the support of integration with DevOps tools, in particular through the use of ArgoCD, Helm and 

GitOps patterns, these tools provide extensibility and controllability of changes. Thus, this solution is positioned in the 

context of AIOps as a cloud-native approach, which allows not only to detect anomalies, but also to automatically optimize 

the infrastructure in a self-updating mode. 

3.  Proposed Methodology 

While the individual technologies employed in this study — such as LSTM-based forecasting, autoencoder-based 

anomaly detection, Kafka-based streaming, Kubernetes autoscaling, and GitOps — are well established in existing AIOps 

practice, the novelty of the proposed approach lies in the decision logic and control structure that bind these components 

into a stable, self-regulating system rather than in the components themselves. 

The first fundamental contribution is the joint use of multi-step load forecasting and cross-metric anomaly detection 

as coupled control signals for autoscaling. Unlike traditional approaches where prediction or anomaly detection is used 

independently, this work introduces a composite decision space in which scaling actions are triggered only when forecast 

confidence and anomaly deviation jointly exceed adaptive thresholds. This reduces premature or oscillatory scaling 

decisions under transient noise or short-lived spikes. 

The second novel aspect is the adaptive sliding-window normalization mechanism applied to non-stationary 

telemetry streams. Instead of assuming fixed statistical properties of metrics, the proposed normalization continuously 

recalibrates baseline behavior using exponential smoothing, enabling the learning models to remain stable under concept 

drift without requiring frequent full retraining. 

Third, we introduce a policy engine with explicit stability constraints, including cooldown periods, hysteresis bands, 

and bounded scale-rate limits, which translate probabilistic ML outputs into safe infrastructure actions. This transforms 

raw ML inference into a form of constrained control, bridging the gap between predictive analytics and production-grade 

autoscaling. 

Finally, the integration of these control mechanisms within a GitOps-managed feedback loop enables controlled, 

auditable evolution of both models and scaling policies. Model updates, threshold adjustments, and rollback procedures 

are treated as first-class configuration changes, ensuring that learning-driven infrastructure behavior remains reproducible 

and reversible — properties typically absent from existing AIOps implementations. 
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Collectively, the novelty of this work lies not in introducing new algorithms, but in formalizing and validating a 

stable, drift-aware, and policy-constrained AI control loop for cloud-native infrastructure, which extends existing AIOps 

practices from reactive automation toward dependable autonomous operation. 

The AI pipeline for continuous infrastructure optimization is implemented as a multi-tier architecture operating in 

the cloud-native Kubernetes environment. It is built taking into account the processing of streaming telemetry data in real 

time, providing a full cycle of analysis, decision-making and scaling. Resource load metrics are collected using 

Prometheus ecosystem components, such as Node Exporter, cAdvisor and kube-state-metrics, which provide information 

about the state of nodes and pods in the cluster. The received data is routed to Kafka topics, where each record contains 

a timestamp and a unique pod identifier, which allows you to accurately track the dynamics of events. 

Further processing of time series is performed by microservices that perform normalization, filtering and 

transformation of input data into a form suitable for machine analysis. Several types of models are used at the stage of 

intelligent processing. In particular, a recurrent neural network of the LSTM type is used for load forecasting, which is 

able to detect long-term dependencies in time series. To detect anomalies in the behavior of the infrastructure, an 

autoencoder is implemented, which allows you to accurately identify deviations from normal behavior. A separate CNN 

log classifier operates, which performs semantic analysis of events and allows you to correlate logical records with 

specific anomalies in the load or state of services. 

Let's consider the infrastructure of the environment in which the research was conducted. The AI pipeline provides 

real-time processing of streaming telemetry data. The core architecture includes modules for data collection, processing, 

analysis, and visualization. Cluster resource metrics are obtained from nodes and pods using Prometheus exporters 

(including Node Exporter, cAdvisor, and kube-state-metrics). The collected telemetry data is transmitted to Kafka topics, 

where each message is tagged with a unique identifier (UUID) and a timestamp. 

The dataset consists of time-series telemetry collected from Kubernetes-managed workloads, including CPU 

utilization, memory usage, request latency, and request rate. Metrics are sampled at fixed intervals of 10 seconds and 

normalized using a sliding-window z-score normalization. The dataset is partitioned chronologically to avoid information 

leakage, with 70% of the data used for training, 15% for validation, and 15% for testing. Validation data is used 

exclusively for hyperparameter selection and early stopping, while test data is reserved for final evaluation. 

To control stochastic variability, all experiments are conducted using fixed random seeds. The global random seed 

is set to 42 for Python, NumPy, and the deep learning framework used for model training. Kubernetes scheduling 

nondeterminism is mitigated by pinning workloads to dedicated node pools during experiments. The LSTM forecasting 

model consists of two stacked LSTM layers with 64 hidden units each, followed by a fully connected output layer. The 

input sequence length is 60 time steps, corresponding to a 10-minute observation window. 

The autoencoder model employs a symmetric architecture with two hidden layers of sizes 128 and 64, a bottleneck 

dimension of 32, and ReLU activation functions. Both models are trained using the Adam optimizer with an initial 

learning rate of 0.001 and a batch size of 128. Training is performed for a maximum of 100 epochs with early stopping 

triggered after 10 epochs without validation loss improvement. 

Hyperparameters are selected using a constrained grid search over predefined ranges, including learning rate, hidden 

layer size, and anomaly threshold scaling factor. The search space is limited to values that satisfy real-time inference 

constraints to ensure production applicability. The final configuration is chosen based on validation performance and 

stability of scaling behavior rather than prediction accuracy alone. All experiments are conducted on managed Kubernetes 

clusters using nodes equipped with 8 vCPUs and 32 GB of RAM. GPU acceleration is not used during inference to reflect 

typical production autoscaling environments. Kafka brokers and model inference services are deployed as separate pods 

with explicitly defined CPU and memory limits to prevent resource contention from influencing results. 

Next, the data goes through microservice processing, where it is normalized, filtered, and transformed into a format 

suitable for analysis. At the prediction stage, various machine learning models are used: an LSTM model allows you to 

predict the load several steps ahead, an autoencoder provides detection of anomalies in the behavior of the infrastructure, 

and a CNN log classifier is used to correlate events and warn about potential problems. The analysis results are fed to the 

scaling module, which interacts with the Kubernetes API through horizontal or vertical autoscaling mechanisms, or uses 

a specialized controller. Monitoring and visualization are carried out using Grafana, and the notification system is 

implemented through Prometheus Alertmanager. A modern environment was used to deploy the pipeline, which includes 

Kubernetes version 1.31 as the main orchestration platform, the Prometheus and Grafana monitoring stack, and the 

Apache Kafka version 3.5 message broker for transporting telemetry streams. Machine learning models were deployed 

and updated using MLflow and Docker Registry. CI/CD automation and release management were implemented using 

ArgoCD and Helm. TensorFlow 2.12 and PyTorch 2.0 were used to implement the models. Logs, models, and metadata 

were stored in the S3-compatible MinIO storage. 

The data processing pipeline takes place in several stages. Prometheus collects telemetry metrics every 15 seconds. 

The collected data is transmitted via a push gateway or Kafka agent to a message broker, after which the preprocessing 

service generates a time series of length N (for example, N = 20 points). The AI module performs a load forecast k steps 

ahead (typically 3 to 5 minutes). If an anomalous pattern is detected, an alert-event event is generated, which is transmitted 

to the scaling module to make a decision on adapting the number of replicas in the cluster. 

Therefore, it is necessary to develop a new AI pipeline architecture. Such a pipeline architecture is presented in Fig. 

1. It reflects the sequential processing of data - from telemetry collection to cluster scaling based on model inferences. 
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Fig.1. AI pipeline architecture in Kubernetes 

This study adopts an explicit threat model to evaluate the robustness of the proposed AI-driven autoscaling pipeline. 

The protected assets include: the integrity of telemetry data used for forecasting and anomaly detection, the correctness 

of autoscaling decisions, the confidentiality and integrity of machine learning models and policies, and the availability of 

the control plane components. 

The adversary is assumed to have one or more of the following capabilities: the ability to compromise a workload 

pod within the cluster; the ability to inject malformed or misleading telemetry data via exposed monitoring endpoints; or 

the ability to gain limited access to configuration repositories without cluster-admin privileges. Full cluster compromise 

and physical node access are considered out of scope. The primary security objective is to prevent unauthorized or unsafe 

scaling actions, even in the presence of partial system compromise or anomalous inputs, while maintaining service 

availability. 

Based on the defined threat model, the system attack surface is decomposed into four primary vectors. Metrics and 

logs ingested via monitoring pipelines represent a potential entry point for data poisoning or spoofing attacks aimed at 

triggering unnecessary scaling actions. This risk is mitigated through namespace isolation, restricted network access to 

metric endpoints, and validation of input ranges before model inference. Forecasting and anomaly detection services 

operate as isolated pods with strictly defined CPU and memory limits. They execute under dedicated service accounts 

with no permissions beyond read-only access to telemetry streams, reducing the impact of potential compromise. 

Autoscaling decisions are executed through a policy engine that enforces bounded scaling rates, cooldown intervals, and 

maximum replica limits. These constraints limit the potential impact of malicious or erroneous model outputs and prevent 

cascading failures. GitOps repositories constitute a critical control surface. Unauthorized modifications could affect 

model parameters or scaling rules. This risk is reduced through role-based access control, versioned configuration, and 

the ability to rapidly roll back to known-safe states. 

The main data flows in the cloud-native AI pipeline cover several logical layers, each of which performs specific 

functions for processing telemetry data in real time. At the Telemetry Layer, metrics such as CPU, RAM, I/O intensity, 

disk latency, etc. are collected. For this, the Prometheus monitoring system is used, which periodically reads data from 

exporters and transfers it to the Kafka streaming platform for further processing. 

Several specialized models are implemented at the inference stage (AI Inference Layer). An LSTM model is used to 

predict the change in resource consumption several steps ahead. An autoencoder is used to detect anomalies based on 

deviations from the reconstructed time series. In addition, a CNN model analyzes log files, classifying events in order to 

identify critical situations or deviations in system behavior. 

The results are fed to the Policy Engine, which analyzes the model’s findings and decides whether to scale 

components. This engine interfaces with the Kubernetes API via a horizontal or vertical autoscaler, as well as custom 

CRD resources. Finally, the results are fed to visualization (Grafana) and messaging (Prometheus Alerts) systems, and 

stored in the MLflow system, which provides feedback for further training or model updates. This provides a closed loop 

for continuous optimization of the cloud infrastructure. 

LSTM (Long Short-Term Memory) is used for load forecasting:
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𝑥𝑡+𝑘 = 𝐿𝑆𝑇𝑀(𝑥𝑡 , 𝑥𝑡−1, … , 𝑥𝑡−𝑁+1).                                                           (9) 

The model contains an input layer, two hidden layers with 64 and 32 nodes, and an output regression layer. Loss 

function: 

𝐿𝑀𝑆𝐸 =
1

𝑛
∑𝑛

і=1 (𝑥і − 𝑥𝑖)
2                                                                   (10) 

The autoencoder builds a concise representation of the input signal and determines the deviation: 

𝐿𝐴𝐸 =
1

𝑛
∑𝑛

і=1 ∥ 𝑥і − 𝑥𝑖 ∥2                                                                    (11) 

where x is the reconstructed vector. Anomalies are recorded when the distance is exceeded 

To classify log patterns, a CNN (Convolutional Neural Network) with windows was used: 

ℎ𝑖 = 𝑅𝑒𝐿𝑈(𝑊 ∗ 𝑥𝑖:𝑖+ℎ + 𝑏),                                                                    (12) 

where W is the convolution kernel, h is the filter size. The model is trained as a multi-class classifier 

𝐿𝐶𝐸 = − ∑𝐶
і=1 𝑦𝑖𝑙𝑜𝑔(𝑦𝑖̂).                                                                      (13) 

Let {𝑥𝑡}𝑡=1
𝑇  denote a multivariate time series of infrastructure metrics sampled at fixed intervals. The forecasting task 

is formulated as a supervised learning problem, where the objective is to estimate a function 

𝑓𝜃: (𝑥𝑡−𝑘, … , 𝑥𝑡) → 𝑥̂ 𝑡+ℎ ,                                                                     (14) 

using an LSTM parameterized by 𝜃. 

The metric sequence exhibits piecewise stationarity within sliding windows of length k. Temporal dependencies are 

bounded, allowing representation via finite-memory recurrent dynamics. Noise is zero-mean with finite variance. 

Under these assumptions, LSTM networks act as universal approximators for nonlinear autoregressive processes, 

and minimizing the empirical forecasting loss yields a consistent estimator of the conditional expectation  

𝐸{𝑥𝑡+ℎ | 𝑥𝑡−𝑘:𝑡). 

The forecasting loss is defined as the mean squared error: 

𝐿𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡(𝜃) =  
1

𝑁
∑𝑁

𝑖=1 ||𝑥𝑡+ℎ

(𝑖)
− 𝑥̂𝑡−ℎ

(𝑖)
||
2

2

                                                      (15) 

Minimizing squared error corresponds to maximum likelihood estimation under a Gaussian noise assumption. 

Gradient-based optimization using backpropagation through time (BPTT) performs stochastic gradient descent on a 

smooth, bounded loss surface. 

Convergence argument. 

Given bounded gradients and an appropriately decaying learning rate, stochastic gradient descent converges in 

expectation to a stationary point of 𝐿𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡. While global optimality is not guaranteed due to non-convexity, empirical 

convergence is ensured by early stopping and regularization. 
Let 𝑧𝑡 𝜖 𝑅𝑑 means the normalized metric vector at time t. The autoencoder learns an encoding-decoding function: 

𝑔𝛷(𝑧𝑡)  =  𝑧𝑡̂ ,                                                                             (16) 

where ϕ are model parameters. 

The reconstruction loss is: 

𝐿𝐴𝐸(𝜙) =  
1

𝑁
∑𝑁

𝑖=1 ||𝑧𝑡 − 𝑧̂𝑡 ||
2

2

.                                                           (17) 

Training data predominantly represents normal system behavior. Anomalies correspond to low-probability 

deviations from the learned manifold. Under these conditions, the autoencoder minimizes reconstruction error for normal 

patterns while producing higher errors for anomalous inputs. 
An anomaly is detected when the reconstruction error exceeds an adaptive threshold:
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||𝑧𝑡 −  𝑧̂𝑡 ||
2

2

> 𝜇𝑒 + 𝛼𝜎𝑒,                                                                 (18) 

where 𝜇
𝑒
 and 𝜎𝑒 are the mean and standard deviation of reconstruction errors computed over a sliding window. This 

threshold corresponds to a statistical confidence interval under the assumption of approximately Gaussian reconstruction 

error for normal behavior. The parameter 𝛼 controls the trade-off between false positives and false negatives. 

While conventional machine learning metrics such as MAE, RMSE, and F1-score are used to assess the predictive 

and detection quality of the individual models, these metrics alone are insufficient to characterize the behavior of a closed-

loop autoscaling system. Therefore, the evaluation in this work extends beyond model accuracy to include system-level 

indicators that reflect stability, control safety, and operational reliability. 

Scaling stability is evaluated by analyzing the frequency and pattern of scaling actions over time. Stable behavior is 

defined as a smooth adaptation of resource levels to sustained workload changes, whereas unstable behavior manifests as 

frequent scale-up and scale-down reversals within short time intervals. The proposed policy-constrained control logic 

significantly reduces such oscillatory behavior compared to static threshold-based autoscaling, particularly under rapidly 

changing workloads. 

Oscillation risk is assessed qualitatively and quantitatively by observing scaling trajectories under stress conditions. 

Scenarios with bursty traffic, periodic load fluctuations, and sudden traffic spikes followed by rapid drops are used to 

expose control loop weaknesses. In these adversarial workload patterns, naive autoscaling strategies tend to overreact, 

leading to resource thrashing and delayed convergence. In contrast, the proposed system maintains bounded scaling 

behavior due to the combined use of forecasting confidence, anomaly awareness, and enforced cooldown periods. 

Service-level agreement (SLA) trade-offs are evaluated by jointly analyzing resource allocation and service 

performance. Rather than optimizing solely for minimal latency or maximal utilization, the system is evaluated on its 

ability to balance SLA compliance against overprovisioning. Results show that the proposed approach achieves 

comparable or lower SLA violation rates while allocating fewer resources on average, demonstrating improved 

operational efficiency. 

The central element of the system is the scaling-controller — a specialized controller that, based on the forecast 

results and detected anomalies, makes decisions on scaling the infrastructure. It interacts with the Kubernetes API and 

activates horizontal or vertical scaling depending on the input conditions, and also supports custom resource mechanisms 

(CRD) for flexible configuration of response policies. 

Thus, the proposed model of a cloud-native AI pipeline is a new approach to managing cloud infrastructure under 

variable load conditions. It is based on a hybrid approach to real-time telemetry data processing using recurrent neural 

networks (LSTM) for forecasting, autoencoders for anomaly detection, and machine learning mechanisms for adaptive 

scaling of computing resources. The proposed architecture allows achieving high sensitivity to changes in the system, 

reducing the response time to critical situations, and increasing the efficiency of using the infrastructure as a whole. 

4.  Experiments 

To deploy part of the service in Kubernetes, we used services described as yaml files. Here is one example. 

 

apiVersion: apps/v1 

kind: Deployment 

metadata: 

  name: predictor-lstm 

spec: 

  replicas: 2 

  selector: 

    matchLabels: 

      app: predictor-lstm 

  template: 

    metadata: 

      labels: 

        app: predictor-lstm 

    spec: 

      containers: 

      - name: lstm-container 

        image: registry.example.com/ai/lstm:latest 

        ports: 

        - containerPort: 5000 

        env: 

        - name: KAFKA_BROKER 

          value: kafka:9092 
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        - name: MODEL_PATH 

          value: /models/lstm_model.h5 

 

Scaling is done via HorizontalPodAutoscaler, which is based on the predicted load. The prediction is passed as a 

custom metric from the LSTM module: 

Scaling is done via HorizontalPodAutoscaler, which is based on the predicted load. The prediction is passed as a 

custom metric from the LSTM module: 

 

apiVersion: autoscaling/v2beta2 

kind: HorizontalPodAutoscaler 

metadata: 

  name: log-analyzer-hpa 

spec: 

  scaleTargetRef: 

    apiVersion: apps/v1 

    kind: Deployment 

    name: log-analyzer 

  minReplicas: 1 

  maxReplicas: 10 

  metrics: 

  - type: External 

    external: 

      metric: 

        name: predicted_cpu_load 

      target: 

        type: AverageValue 

        averageValue: 300m 

 

A separate Kafka topic is created for each data type: 

Table 1. Description of Kafka topics and consumers 

Kafka Topic Data Type Consumer 

metrics.raw Raw Prometheus metrics preprocessor 

metrics.normalized Preprocessed time series predictor-lstm 

metrics.predicted Predicted load values anomaly-detector 

alerts.anomalies Detected anomalies scaling-controller 

logs.raw Unstructured logs log-analyzer 

 

Each consumer is implemented as a pod with autoscaling based on the queue size. The main goal of the experimental 

study is to assess the effectiveness of the proposed AI system under dynamically changing load conditions, in particular 

its ability to predict resource usage spikes with sufficient accuracy to ensure proactive scaling. In addition, the system 

should detect anomalous deviations in the behavior of the infrastructure, such as memory leaks or sharp peaks in the CPU 

load. Special attention is paid to minimizing the number of false positives and false negatives in the alerting mechanism, 

which is key to ensuring reliability and responsiveness. At the same time, we expect the developed model to demonstrate 

a faster and more efficient response to critical events compared to conventional monitoring systems. 

The experiments were conducted in an environment that simulates the Kubernetes infrastructure. Key parameters: 

Table 2. Main infrastructure components 

Component Configuration 

Kubernetes Cluster Amazon EKS, 5 worker nodes (t3.large instances) 

Monitoring Stack Prometheus + Grafana 

Stream Processing Apache Kafka (3 brokers, 6 topics) 

ML Inference Modules LSTM, Autoencoder, CNN 

Input Data Volume ~20,000 metrics per minute 

Load Testing Tools k6, Locust 

 

Three types of scenarios were created to simulate real-world system usage. The first scenario replicates normal 

workloads with a smooth increase in CPU and memory usage, modeled as linear workloads. The second scenario captures 

abnormal events characterized by sharp peaks, latencies, and IOPS spikes. The third scenario simulates drift patterns 
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where system behavior changes over time, such as a gradual increase in memory usage that corresponds to a memory 

leak. To accumulate valid test sets, all of the described scenarios were repeated cyclically for 24 hours. 

The performance of the models was evaluated based on the following metrics: 

MAE (Mean Absolute Error): 

 

𝑀𝐴𝐸 =
1

𝑛
∑𝑛

і=1 ∣ 𝑥̂𝑖 − 𝑥𝑖 ∣.                                                                  (19) 

 

RMSE (Root Mean Squared Error): 

 

𝑅𝑀𝑆𝐸 = √
1

𝑛
∑𝑛

і=1 (𝑥̂𝑖 − 𝑥𝑖)2 .                                                              (20) 

 

Precision / Recall: 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
, 𝑅𝑒𝑐𝑎𝑙𝑙 =

𝑇𝑃

𝑇𝑃+𝐹𝑁
.                                                         (21) 

 

F1-score — harmonic mean between precision and recall: 

 

𝐹1 =
2⋅𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛⋅𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 .                                                                     (22) 

 

After training the models on 18 hours of telemetry data and further validation on a separate test set (6 hours), the 

following results were obtained: 

Table 3. Performance metrics on the test dataset 

Model MAE RMSE Precision Recall F1-score 

LSTM 0.183 0.275 0.89 0.84 0.86 

Autoencoder 0.119 0.209 0.93 0.91 0.92 

CNN (Logs) — — 0.90 0.88 0.89 

HPA (baseline) 0.275 0.394 0.72 0.63 0.67 

Note: The baseline HPA was configured with a static CPU threshold (80%) without prediction. 

 

 
Fig.2. Model comparison across all metrics (radar diagram) 

The experiment simulated a rapid CPU growth in four microservices (Fig. 2, Fig. 3). Compared to the classic 

approach based on Prometheus and Alertmanager, the proposed AI system demonstrated improved performance 

indicators. In particular, it detected an anomaly two minutes earlier than the traditional system, which prevented SLA 
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violations, while the average delay value did not exceed 200 milliseconds. In addition, the number of false alerts decreased 

by 41%. (Fig. 4) The system also optimized the use of computing resources, ensuring that the number of pods was scaled 

according to the actual load without over-provisioning, which indicates more efficient infrastructure management. 

 

 
Fig.3. Correlation between model metrics 

 
Fig.4. Comparison of models by metrics 

Now we analyze the system's response to various load scenarios. To further test the stability and flexibility of the 

system, several typical scenarios that often occur in productive cloud environments were simulated. Let's consider these 

scenarios in more detail. 

Scenario 1: Load burst. In this case, we simulated a situation where a large number of users simultaneously access 

one of the microservices — for example, during the launch of a promotional campaign. Within a minute and a half, the 

service's CPU was loaded to 95%. The LSTM model was able to predict this peak more than two and a half minutes 

before it occurred, thanks to which the pod scaling began 45 seconds before the critical limit. As a result, all requests 

were processed on time — the time to the first byte did not exceed 300 ms. At the same time, the traditional autoscaling 

mechanism did not have time to react, which led to the loss of about 9% of requests. 

Scenario 2: Gradual memory leak. This scenario simulated a gradual increase in memory usage by a service — 3% 

every two minutes, even without additional load. The autoencoder noticed the deviation after nine minutes and classified 

it as a slow anomaly. The system generated a timely alert, potentially allowing engineers to quickly fix the problem. 

Without the AI model, the pod would have been automatically terminated after 37 minutes due to out-of-memory (OOM-

killer).
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Scenario 3: Concept drift. Here we simulated a traffic change, such as a shift from day to night, which affected load 

patterns. What was previously considered the norm gradually ceased to be so. Static scaling rules were not up to the task. 

However, the modified LSTM model with an attention mechanism was able to adapt to the new conditions thanks to the 

built-in self-adaptation mechanism. The model was retrained automatically after accumulating a sufficient amount of new 

data. A comparison was made according to three key criteria: stability, response speed, and resource efficiency. One of 

the important criteria for implementing any AI system in a cloud-native environment is its compatibility with existing 

DevOps processes, as well as stability during releases and updates. To evaluate these aspects, a series of tests were 

conducted in three different configurations. The first is a base system consisting of Prometheus and a standard Horizontal 

Pod Autoscaler (HPA). The second is an AI pipeline deployed without GitOps integration, where all model updates were 

performed manually. And the third is a fully integrated system that uses ArgoCD to automate deployments, MLflow to 

manage the model lifecycle, and a policy-engine for automatic scaling. 

The results showed that full integration not only improves the stability of the system during updates, but also speeds 

up the response time to load changes, while ensuring more efficient use of resources. 

Table 4. Comparative characteristics of scaling modes 

Criterion HPA AI (without GitOps) AI + GitOps 

Response time to load (sec) 90–120 40–55 35–50 

Overprovisioning (%) 31 12 8 

Number of missed anomalies 9 out of 15 3 out of 15 1 out of 15 

CI/CD compatibility Limited Partial Full 

Average stabilization time (sec) 180 95 73 

Automatic model retraining None Manual Via MLflow pipeline 

 

Although the proposed solution operates as an integrated pipeline, the contribution of individual components can be 

isolated by analyzing intermediate system configurations and scenario-specific outcomes. Rather than treating 

architecture as a monolithic system, the experimental design implicitly evaluates each component by progressively 

enabling additional functionality across controlled configurations. 

The LSTM forecasting module primarily contributes to proactive scaling behavior. This is evidenced in Scenario 1 

(Load Burst), where early prediction enabled scaling actions to be initiated 45 seconds before critical utilization was 

reached. In the baseline HPA configuration, no such anticipatory behavior was observed, resulting in delayed reaction 

and request loss. These results indicate that forecasting accuracy directly translates into reduced SLA violations under 

rapidly increasing load. 

The autoencoder-based anomaly detection module is the dominant contributor in scenarios involving gradual or 

latent failures. In Scenario 2 (Memory Leak), anomaly detection was triggered significantly earlier than threshold-based 

monitoring, preventing out-of-memory termination. The reduction in false positives and missed anomalies reported in 

Tables 4 and 6 is primarily attributable to this component. 

CNN-based log classifier enhances contextual awareness by correlating metric deviations with semantic log patterns. 

While it does not directly trigger scaling actions, it improves diagnostic precision and reduces alert noise, thereby 

supporting more reliable decision-making and faster issue localization. 

Policy engine acts as a stabilizing control layer that translates model outputs into bounded infrastructure actions. The 

observed reduction in oscillation, overprovisioning, and stabilization time cannot be attributed to model accuracy alone, 

but results from rule-based constraints, cooldown intervals, and joint decision conditions enforced by the policy engine. 

GitOps integration does not affect inference accuracy directly, but has a dominant impact on operational stability and 

recovery behavior. The comparative results in Table 4 demonstrate that automated configuration synchronization and 

controlled rollout of model updates significantly reduce stabilization time and missed anomalies during deployment cycles. 

All these observations indicate that performance gains arise from complementary contributions of specialized components, 

where prediction improves anticipation, anomaly detection improves sensitivity, control logic ensures stability, and 

GitOps ensures operational robustness. No single component alone produces the observed end-to-end improvements. 

The results obtained indicate that it is the automated GitOps integration that provides the highest pipeline stability 

when deploying new models or changing the scaling configuration. 

Integration with GitOps is implemented through ArgoCD. Pipeline configurations, including model placement, 

Kafka, HPA, CRD, and MLflow parameters, are stored in a separate Git repository that is automatically synchronized 

with the cluster. This allows you to return the system to a stable state, if necessary, perform A/B testing of models in 

different environments, and also automatically scale pipelines according to changes in the infrastructure - in particular, 

depending on the number of pods, type of load, or time of day. 

A separate component is the policy engine; it makes decisions based on compiled rules. For example: 

 

IF predicted_CPU > 80% AND anomaly_score > 0.7 THEN scale pod_group_X +2 replicas 

 

This approach allows you to combine the logic of AI models with declarative infrastructure rules.



Cloud-native AI Pipelines for Continuous Infrastructure Optimization and Anomaly Detection 

Volume 18 (2026), Issue 2                                                                                                                                                                         13 

As part of the research, a fully functional infrastructure for automatic anomaly detection using artificial intelligence 

was implemented. The solution includes a number of new components that provide flexibility, adaptability and high 

accuracy of analysis. The infrastructure consisted of 4 independent microservices (authentication, documents, OCR, 

storage), 2 environments: staging and production, a Kubernetes cluster based on Google Kubernetes Engine (GKE). 

The key elements of the implementation are the following: 

Anomaly detection module based on the Autoencoder architecture 

The LSTM Autoencoder has been improved for analyzing multidimensional time series representing system status 

indicators (CPU, memory, I/O, network traffic, etc.). An attention model has been added, allowing the model to focus on 

critical parts of the time series that have the greatest impact on the reconstruction result. The model learns from the normal 

behavior of the system and uses the reconstruction error threshold E(t) to detect deviations: 

 

𝐸(𝑡)  = ∥ 𝑋(𝑡)  −  𝑋 ̂̂(𝑡) ∥ ²,                                                                 (23) 

 

where 𝑋(𝑡) is the input vector of metrics at time t,  𝑋 ̂̂(𝑡) is the reconstructed vector. 

Adaptive window-based input feature normalization 

Instead of the standard z-normalization, a sliding window with adaptive normalization based on exponential 

smoothing was implemented. 

 

𝑥𝑡  =  𝛼 𝑥𝑡  +  (1 −  𝛼) 𝑥𝑡 − 1.                                                            (24) 

 

This allowed us to better account for the dynamics of cloud systems, where the baseline load level changes over time. 

Multilayer encoder-decoder architecture with built-in noise injection 

Added dropout + Gaussian noise to the input vectors in the training phase to improve generalization and reduce 

overfitting. 

 

𝑋𝑡
′  =  𝑋𝑡  +  𝜀,  𝜀 ~ 𝑁(0, 𝜎²).                                                           (25) 

 

This allowed us to reduce the reconstruction error on test samples by ≈12%. 

Real-time telemetry data streaming 

A pipeline Kafka → Faust → Inference Engine → VictoriaMetrics was built, which provides processing of the 

incoming metric stream with a delay of less than 2 seconds. Faust processes events in real time, calls inference models, 

and publishes results to a Kafka topic for further visualization and actions 

5. Cross-metric reconstruction 

Instead of reconstructing only one metric, the model is trained on vectors from several metrics simultaneously (for 

example: CPU, Memory, Disk I/O, Network). This allows us to detect dependencies between metrics and more accurately 

detect anomalous situations that are not obvious when analyzing a single metric. 

6. Integration with GitOps for configuration updates 

The infrastructure is implemented as code and managed via FluxCD. This allows for automatic updating of scaling 

and anomaly response policies when changing the model or threshold parameters, which increases the system's 

adaptability to load changes. 

7. Reduction of forecasting error 

As a result of implementing the proposed solution, it was possible to achieve a reduction in the mean absolute error 

(MAE) by 18% compared to the ARIMA model: 

Table 5. Comparative results of ARIMA and LSTM 

Method MAE RMSE 

ARIMA 0.213 0.289 

LSTM (our solution) 0.174 0.234 

 

Overall, the implemented solution demonstrates an effective combination of machine learning methods, cloud-native 

infrastructure, and DevOps principles to achieve continuous self-tuning of the infrastructure. 

Evaluation of the cloud-native AI pipeline model over the first 30 days of use demonstrated reliable and stable 

operation even under increased load, including during periods of new product releases. 

The system automatically detected an anomaly in the image processing subsystem (OCR) associated with a gradual 

memory leak. This allowed for prompt intervention and avoidance of API downtime that could have affected the user 

experience. 

After the pipeline was fully integrated with GitOps tools, the recovery time from failures was reduced by 61%, which 

significantly increased the overall stability and manageability of the platform. 
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Table 6. Various indicators before and after the AI pipeline 

Metric Before AI Pipeline After Implementation 

Average response time to load 97 sec 42 sec 

SLA violations (timeouts, rate limits) 7.3% 1.6% 

Overprovisioning (unneeded pods) 34% 10% 

Cluster energy consumption 100% (baseline) 81% (-19%) 

Time from detection to issue localization 23 min 6 min 

False positive alerts 39 7 

 

The conducted SWOT analysis of the AI pipeline showed the following results. 

Table 7. Categories of the SWOT analysis of the AI pipeline 

Category Description 

Strengths (S) Real-time responsiveness, high model accuracy, adaptability to data drift 

Weaknesses (W) Initial complexity of pipeline setup, requirement for DevOps/ML skills 

Opportunities (O) Integration with edge devices, support for hybrid environments, ML-driven SLA 

Threats (T) Incorrect retraining, policy misconfigurations, delays from Kafka/brokers 

 

Reliability and security are critical requirements for any AI infrastructure that works with productive cloud services. 

This is especially true for systems that process streaming data, perform automated actions (e.g., scaling), and interact with 

other components of a CI/CD or DevOps environment. 

The AI pipeline is designed as a set of independent pods in Kubernetes, each of which runs in a separate namespace, 

with its own service account, and a separate security context. This approach allows you to clearly limit access between 

modules, reducing the risks of unauthorized interaction. For example, one module does not have direct access to the 

configuration of another, and critical services, such as scaling-controller, can manage only those resources to which they 

have been granted permission via RBAC. NetworkPolicies are also used to increase security, which allow for full control 

of inter-pod communication at the network level. 

5.  Discussion 

Despite the achieved results, the proposed AI pipeline architecture has potential for further development. In particular, 

one of the promising areas is support for the hybrid edge-cloud model. As the number of devices on the edge — such as 

sensors, cameras, or industrial controllers — increases, there is a need for distributed processing: some tasks are 

performed directly at the edge, while the more computationally demanding stages, such as model training, remain in the 

cloud. For this, lightweight frameworks such as TensorFlow Lite or ONNX Runtime can be used, which allow models to 

run on limited resources. And instead of Kafka, it is more appropriate to use low-latency protocols such as MQTT or 

gRPC for communication. Centralized model updates are still performed using GitOps/MLOps practices, which preserves 

control and traceability in a scalable environment. 

Another important direction is the implementation of Federated Learning, which allows training a shared model 

without transferring raw data to the cloud. This approach is especially relevant for systems that work with confidential or 

personalized information. Local models are trained directly on edge devices, after which their weights are synchronized 

with the common model via a centralized aggregator. Frameworks such as Flower or TensorFlow Federated can act as 

infrastructure components, and CI/CD processes are supported using ArgoCD or Flux. This scheme allows you to 

simultaneously comply with security requirements (GDPR, ISO 27001) and maintain high accuracy of predictions. 

All these extensions strengthen the position of the AI pipeline as a flexible, secure and scalable solution that meets 

modern industry requirements. 

Instead of fixed rules or if-then logic, scaling can be controlled by an RL agent that learns in real time. Such an agent 

interacts with the environment (cluster) as with a Markov Decision Process (MDP): 

State: current resource metrics, number of pods, SLA level. 

Action: increase/decrease number of replicas. 

Reward: a function that takes into account SLA performance, resource consumption, number of alerts. 

The reward function may look like this: 

 

𝑅𝑡 = 𝛼 ⋅ 𝑆𝐿𝐴𝑐𝑜𝑚𝑝𝑙𝑖𝑎𝑛𝑐𝑒 − 𝛽 ⋅ 𝑂𝑣𝑒𝑟𝑝𝑟𝑜𝑣𝑖𝑠𝑖𝑜𝑛𝑖𝑛𝑔 − 𝛾 ⋅ 𝐴𝑙𝑒𝑟𝑡𝑝𝑒𝑛𝑎𝑙𝑡𝑦.                        (26) 

 

This allows the model to automatically find a balance between stability and efficiency. 

The portability claims of this work are intentionally scoped to Kubernetes-compliant environments rather than to 

specific managed service implementations. The proposed architecture relies exclusively on standard Kubernetes APIs 

(e.g., Deployment, HorizontalPodAutoscaler, Custom Resource Definitions), containerized workloads, and cloud-
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agnostic tooling (Kafka, GitOps workflows), without dependence on provider-specific autoscaling extensions or 

proprietary control plane features. As a result, the system is designed to be portable across managed and self-managed 

Kubernetes distributions that conform to upstream Kubernetes specifications, including but not limited to public cloud, 

private cloud, and on-premises deployments. 

Across platforms, the system exhibited consistent behavior in telemetry ingestion, model inference, and autoscaling 

decision enforcement. While absolute performance metrics varied due to underlying hardware and networking differences, 

the qualitative behavior of scaling decisions and anomaly handling remained stable. Direct measurement of physical 

energy consumption at the node level was not available due to the use of managed Kubernetes infrastructure. Therefore, 

energy consumption was estimated using a workload-based proxy model commonly employed in cloud energy efficiency 

studies. 

Specifically, energy usage was approximated as a function of node uptime, CPU utilization, and memory allocation, 

under the assumption that infrastructure power draw is dominated by active compute resources. For each experiment, the 

cumulative node-hours and average CPU utilization were recorded from the cluster monitoring system and mapped to 

relative energy consumption using a linear proportionality model. Energy efficiency results are reported relative to a 

baseline configuration using standard Kubernetes Horizontal Pod Autoscaling with static threshold policies. Both baseline 

and proposed approaches were evaluated under identical workloads and time windows, ensuring comparability of 

cumulative node-hours and utilization profiles. 

Despite the positive results of testing the proposed AI pipeline architecture, during the experiments and 

implementation, a number of technical, operational and methodological limitations were identified that should be 

considered when scaling or integrating into other environments. 

Technical limitations. Despite significant achievements, the system still has several technical challenges. One of the 

most noticeable is the delay in decision-making. Even with an optimized inference process, the full cycle — from the 

moment of collecting metrics to actual scaling — can take 30–60 seconds. For most scenarios, this is enough, but in 

critical systems where an almost instant response is required, this can become a bottleneck. 

Another problem is Kafka performance. When loading more than 200 thousand messages per minute, brokers start 

to give delays of up to several seconds. This affects the relevance of real-time data processing. In such cases, the question 

arises of either scaling Kafka or switching to lighter solutions - for example, on NATS or Apache Pulsar. 

Deploying models in the edge environment also has its own nuances. TensorFlow models are quite demanding on 

computing resources, so for peripheral devices you have to use simplified versions - in particular, quantized models or 

inference libraries like TensorFlow Lite. 

6.  Conclusions 

In this study, we created and tested a cloud-native AI pipeline architecture that can optimize infrastructure and detect 

anomalies in real time. We were interested in more than just a model — we wanted to get an adaptive system that predicts 

load itself, recognizes both sharp failures and gradual changes in service behavior, and most importantly — scales 

automatically without human intervention. 

The results turned out to be promising. Compared to classic rule-based approaches, our LSTM and autoencoder-

based pipeline showed more accurate anomaly detection — the accuracy gain reached 41%. Thanks to the ability to 

predict peak load in advance, the system responded 2–3 times faster. The GitOps approach and autoscaling policies 

allowed us to avoid problems during releases, which previously often caused failures. And most importantly, the 

implementation of the pipeline in a real SaaS platform environment gave a tangible result: SLA losses decreased by more 

than four times, and resource consumption decreased by almost a fifth. 

All this confirmed our hypotheses and proved that such a system is quite ready for integration into modern DevOps 

and MLOps processes. It flexibly adapts to public and private clouds, and if necessary, easily scales to edge environments, 

including support for federated learning. This solution can already become the basis for a more stable, autonomous and 

intelligent cloud infrastructure today. 

Future research. Within the framework of this study, the foundation was laid for building intelligent self-management 

systems for cloud infrastructure. However, further development of the topic opens up a number of promising directions 

that require deeper study. 

In our research, we implemented an AI pipeline in a single logical tenant, but the next logical step is to prepare the 

system for full-fledged operation in a multi-tenant environment. This involves adapting to dozens and even hundreds of 

individual clients, each of which has its own specific load patterns, different SLA thresholds, security requirements, and 

the need for clear isolation. Such a scenario requires flexible segmentation of calculations when performing inference and 

the introduction of context-oriented prediction methods. 

To increase the stability and accuracy of the model, it is advisable to switch from using individual algorithms to 

building ensembles. Combining the strengths of LSTM, Autoencoder, and CNN will allow you to form more reliable and 

adaptive systems. You can implement approaches such as stacking or voting (Voting Regressor/Classifier), which will 

help reduce the risk of overfitting and make inference less sensitive to fluctuations in the quality of the data input. 

The policy engine, currently implemented as a simple set of declarative rules, also has significant potential for 

improvement. It can be made more dynamic by adding a specialized policy description language (DSL), policy mining 
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mechanisms — that is, automatic learning of policies based on administrator actions, as well as dependent reaction logic, 

for example: when scaling one group of services, automatically reduce others to balance the load. And finally, the real 

test of the system will be its validation in industrial conditions — on examples of real enterprise management systems, 

banking platforms or telecom infrastructures. Long-term testing for 1–3 months will allow observing the behavior of the 

system in the event of slow pattern shifts (seasonal drift), assessing the effectiveness of recovery mechanisms after failures 

and forming public, representative datasets for further research. 
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